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Transformer Neural-Network Quantum States for Lattice Models of Spins and Fermions:
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We introduce a variational wave function based on neural-network quantum states (NQS) to study lattice
systems whose local Hilbert space contains both spin and fermionic degrees of freedom. Our approach is based
on the use of the transformer architecture, which can naturally handle composite local Hilbert spaces through a
tokenization procedure closely inspired by techniques from natural language processing. The key methodological
innovation is that the neural network predicts a set of fermionic orbitals that depend on the spin configuration
in a backflow-inspired manner. We apply the method to the one-dimensional ancilla layer model, consisting of
a chain of mobile spin-1/2 fermions coupled to a two-leg spin-1/2 ladder. For open boundary conditions, we
achieve excellent quantitative agreement with density matrix renormalization group results across the full range
of parameters considered. We find a phase in which the chain forms an effectively decoupled Luttinger liquid
(LL), and an LL* phase with a distinct Fermi wave vector in which the mobile fermions are Kondo screened
by one leg of the ladder, while the other leg forms the critical Bethe spin liquid. The LL* is the analog of the
FL* phase in two dimensions proposed to describe the cuprate pseudogap. We also find a Luther-Emery phase,
where the LL* state becomes unstable toward the formation of a spin gap. The transformer ansatz maintains
comparable accuracy for periodic boundary conditions, where tensor-network methods are computationally more
demanding. Moreover, we show that the approach extends naturally to fully periodic two-dimensional clusters,
a regime beyond the reach of current tensor-network methods. Together, these findings establish transformer-
based NQS as an accurate and scalable variational framework for correlated lattice systems with composite local
Hilbert spaces and highlight its potential for studying higher-dimensional models where boundary effects and
heterogeneous local structures pose significant challenges.

DOI: 10.1103/swyd-jq37

I. INTRODUCTION

Variational representations of quantum many-body wave
functions based on neural networks have emerged as a pow-
erful complement to traditional numerical approaches [1-5].
Neural-network quantum states (NQS) [6,7] provide flexible
and systematically improvable approximations to many-body
quantum states and have been successfully applied to a broad
range of spin and fermionic lattice models [7-12]. A key
ingredient underlying this success is the ability of neural ar-
chitectures to efficiently represent high-dimensional functions
living in exponentially large Hilbert spaces with polynomial
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resources. However, in many physically relevant settings, the
structure of the local Hilbert space itself poses a nontrivial
challenge to this paradigm. In particular, a wide class of quan-
tum lattice models is characterized by composite local Hilbert
spaces, in which multiple local degrees of freedom, such
as fermionic occupations, localized spins, orbital indices, or
auxiliary ancilla variables, coexist on each lattice site [13—18].
Incorporating this internal structure into variational ansétze
is typically achieved through model-specific parametrizations
[19-23]. While effective in targeted applications, such con-
structions can limit flexibility and transferability, especially
as the number or nature of local degrees of freedom increases.

Transformer neural networks offer a natural framework
to address this challenge [24-26]. Originally developed for
sequence modeling in natural language processing, these ar-
chitectures represent data as collections of interacting tokens
and capture correlations through self-attention mechanisms
[24]. This structure enables the modeling of long-range and
heterogeneous dependencies without imposing locality con-
straints. Recent works have demonstrated that transformer-
based wave functions can achieve state-of-the-art accuracy for
quantum many-body systems for both spin [7-9,27-31] and
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FIG. 1. (a) Schematic representation of the one-dimensional ancilla layer model [see Eq. (1)]. A chain of itinerant spinful fermions (blue
arrows) of density 1 — § is locally coupled via a Kondo exchange Jk to the first leg of a spin-% ladder (green arrows). The two ancillary spin
layers are coupled along the chain direction by Heisenberg interactions J; and J,, respectively, and across the rungs by an interlayer coupling
J. . Each lattice site thus hosts both fermionic and spin degrees of freedom, resulting in a composite local Hilbert space. (b) Each lattice site
hosts two ancillary spin-% variables and a spinful fermionic occupation, giving a composite local Hilbert space of dimension V = 24,

fermionic [10,32-36] Hamiltonians. However, their ability to
systematically and efficiently encode both degrees of freedom
within a unified architecture has not yet been fully exploited.

In this work, we introduce a transformer-based NQS for
lattice models with composite local Hilbert spaces. We per-
form an explicit tokenization [37] of the local variables,
mapping different degrees of freedom on each lattice site
to distinct tokens to construct the input sequence. This rep-
resentation, inspired by techniques from natural language
processing, enables the network to learn both intra- and in-
tersite correlations within a single unified architecture. The
novelty of our approach is to exploit the output of the neural
network to construct a set of backflow fermionic orbitals that
depend on the spin variables. As a result, this variational
ansatz can be extended straightforwardly to more complicated
settings, such as multiband fermion models with multiple
orbitals per site [16,18,38].

We apply this approach to the one-dimensional ancilla
layer model (ALM), which consists of a fermionic chain lo-
cally coupled to a two-leg spin-% ladder through a Kondo-type
exchange [39]. The Hamiltonian reads

= _tz Z(CIGCI+IU+HC)
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Here, c » (Cis) is the fermionic creation (annihilation)
operator on site i, o denotes the spin (1 or |), and 7 =
(%, ©¥, %) denotes the Pauli matrices acting in spin space.
The operators S, | and S; , are spin—% degrees of freedom on
the two ancillary layers at site i. In what follows, we consider
a one-dimensional chain of N sites with either periodic bound-
ary conditions (PBC) or open boundary conditions (OBC).
The total number of electrons is N, = Ny + N, and we define
the hole dopingas § = 1 — N, /N.

The Hamiltonian in Eq. (1) contains different contribu-
tions; refer to Fig. 1 for a pictorial representation. The first
term describes nearest-neighbor hopping along the chain with

amplitude 7. In what follows, we set the hopping amplitude to
t = 1 and express all remaining couplings in units of 7. The
second and third terms are nearest-neighbor Heisenberg inter-
actions along the first and second ancillary spin layers, with
antiferromagnetic couplings J;, J,, respectively. The remain-
ing terms represent the onsite Kondo exchange, with strength
Jk > 0 between the electronic spin density and a localized
spin S,-,l, and an antiferromagnetic interaction of strength J
between two ancillary spins S‘,-,l and § i2 on each rung.

An important point is that the phases of the ALM are
expected to be the same as those that could be obtained by
extending the single-band Hubbard model with short-range
interactions at the same doping §; see Ref. [39] for a review.
This can be seen explicitly in the limit J, — oo, where the
ALM becomes a conventional Hubbard model with the on-site
interaction U J,2< /J1 [40,41]. More generally, we are al-
lowed to add ancilla degrees of freedom with a trivial gapped
ground state because such degrees of freedom can be safely
integrated out, leaving only additional short-range interactions
between the mobile fermions; the bilayer antiferromagnet of
the S » is the simplest system that fulfills these requirements.
In one dimension, there is also a resemblance of this structure
to that in the “spin-gap proximity effect” [42].

Two of the expected ground states of the one-dimensional
ALM are sketched in Fig. 2. The Luttinger liquid (LL) phase
is smoothly connected to the regime where the chain and spin
ladder are decoupled, and the chain forms a Luttinger liquid
with the Fermi wave vector kg. In the LL* phase, the Fermi
wave vector kj. shifts to that of the Kondo-screened phase
of a Kondo lattice, while the bottom leg of the spin ladder
forms a critical Bethe spin liquid. From our studies of the
central charge of the ground state in the density matrix renor-
malization group (DMRG) computation, we find evidence for
the instability of a significant portion of the LL* phase to a
Luther-Emery (LE) phase [43], as shown in the phase diagram
in Fig. 3.

The two-dimensional version of the ALM was extensively
studied in the context of high-7;. superconductors [39—41,44—
52]. It was demonstrated that the model reproduces many
salient features of the cuprate phase diagram, such as the
volume-breaking transition, the emergence of the Fermi
arcs, and non-Fermi liquid behavior. The LL* phase in one
dimension is the analog of the fractionalized Fermi liquid
(FL*) phase in two dimensions, which has been proposed as
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FIG. 2. Schematic representation of two phases of the one-
dimensional ALM. (a) The mobile fermions form a Luttinger liquid
with the conventional Fermi wave vector, kr, of a decoupled chain,
while the spin ladder is smoothly connected to the trivial, gapped
rung-singlet phase. (b) The mobile fermions are Kondo screened,
and the Fermi wave vector, k},, is that of a Kondo lattice model; the
bottom leg of the spin ladder forms a critical spin liquid with the
same critical singularities as those of the decoupled spin-1/2 chain
solved by Bethe.

LL*

a description of the pseudogap regime in the cuprates and can
emerge in theories of Kondo breakdown. In this context, it is
interesting that we find an instability of LL* to the LE liquid
in one dimension, which could be analogous to the onset of
superconductivity from the pseudogap phase of the cuprates.
Most of the approaches to the ALM in two dimensions in-
volved parton decomposition, applied originally in the Kondo
model [53,54], while the exact treatment of the model was
never performed.

In one dimension, related numerical studies of the Kondo-
Heisenberg model [55], which consists of a fermionic chain
coupled to a single spin layer, based on DMRG [1], have dis-
covered two distinct metallic phases with a jump in 2kr when
tuning the Kondo coupling. We expect an even richer phase
diagram to emerge for the ALM as the Kondo coupling Jx
and the interlayer spin coupling J, are varied. In this context,
the ALM on a chain [see Eq. (1)] provides a controlled setting
in which itinerant fermions interact with multiple localized
spin degrees of freedom, giving rise to a rich interplay be-
tween screening mechanisms and enabling the study of the
transition from underscreened to overscreened regimes. At the
same time, the availability of high-precision DMRG results
makes this system a well-defined benchmark for assessing the
accuracy of NQS-based variational approaches. Establishing
the accuracy of the approach in one dimension, where DMRG
benchmarks are available across multiple phases, is a neces-
sary step before extending the method to the more challenging
two-dimensional case.

A direct comparison with DMRG under open bound-
ary conditions shows that the transformer-based variational
wave function introduced here achieves excellent quantita-
tive agreement for both ground-state energies and correlation
functions. This accuracy enables a reliable characterization of
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FIG. 3. Phase diagram of the one-dimensional ALM as a func-
tion of the Kondo coupling Jx and the interlayer exchange J,
obtained from iDMRG calculations. The gray region is the LL phase
(C1S1) with central charge ¢ = 2, and the red region is the LL* phase
(C182) with ¢ = 3, while the blue region is the Luther-Emery phase
with ¢ = 1 (C1S0). The dashed white line denotes the boundary of
the Kondo-screened phase with peak at 2k} in spin-spin correlation
functions (refer to Sec. III A). The central charge is extracted from
the entanglement entropy (x = 500, 1000) with a unit cell of length
L = 14 with number of electrons N, = 10 (§ ~ 0.2857) for fixed
values of t = 1.0 and J; = J, = 0.5.

the ground-state phase diagram, which has not been systemat-
ically studied so far.

Crucially, the NQS ansatz treats open and periodic
boundary conditions on the same footing while maintaining
comparable accuracy. In contrast, obtaining highly accurate
DMRG results for large systems with periodic boundary
conditions is computationally demanding [56-58]. The main
advantages of PBC are a substantial reduction of finite-size ef-
fects in the scaling of physical observables and direct access to
experimentally relevant quantities, such as the lowest-energy
triplet excitation at finite momentum [29,59-61]. More im-
portantly, this technique can also be extended to clusters in
higher dimensions, without the theoretical and algorithmic
constraints that often limit tensor-network methods in fully
two-dimensional settings [5,62,63]. Exploiting this, we take a
first step beyond one dimension and benchmark the method
directly on an 8 x 8 square lattice, showing that the same
architecture reproduces the two analytically understood limits
of the model in quantitative agreement with quantum Monte
Carlo [64].

The remainder of the paper is organized as follows. In
Sec. II, we present the transformer-based variational wave
function and discuss its architecture and implementation.
Section III contains the main results, including benchmarks
against DMRG, an analysis of correlation functions and the
excitation spectrum, the characterization of the phase dia-
gram, and a discussion of the different physical regimes. In
Sec. IV, we benchmark the method in two dimensions, ver-
ifying that it reproduces the small- and large-Fermi surface
limits of the model. Finally, Sec. V summarizes our find-
ings and outlines perspectives for extending this approach
to higher-dimensional systems and more challenging lattice
models.
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II. METHODS

In this section, we introduce a variational wave function de-
signed for lattice systems whose local Hilbert space includes
both spin and fermionic degrees of freedom. Neural-network
quantum states provide compact representations of quantum
many-body wave functions by employing a neural network
with parameters 6 to map input basis states s to real-valued
amplitudes Wy(s) [6,7]. For a lattice model with composite
degrees of freedom at each site, an input basis state is specified
as the sequence s = (s, ..., Sy), where s; denotes the local
configuration at site i and NV is the total number of lattice sites.

In the ancilla layer model introduced in Eq. (1), the
local configuration at each site is given by the tuple
s; = (nip, ny, S5;, 85;), where ni; € {0, 1}, with o € {1, |},
denotes the occupation number of spinful fermions, and
83,85 = +1 are the z components of two ancillary spins.
The resulting local Hilbert space has dimension V = 2* [see
Fig. 1(b) for a pictorial representation].

By assigning a unique integer label to each local
configuration, each basis state can be equivalently rep-
resented as a sequence of integers t = (f1,...,#y), with
t;€{0,1,...,V —1}. Here, we adopt the notation ¢ by
analogy with natural language processing, where sentences
composed of discrete tokens are represented as sequences of
integers through a process known as tokenization [24,37]. The
transformer architecture, originally introduced in Ref. [24], is
explicitly designed to process such kinds of sequences.

Each token #; is first mapped to a vector x; € R? via an
embedding lookup table implemented as a trainable matrix of
shape V x d, where d is the embedding dimension, a hyper-
parameter of the network (refer to Appendix 1 for additional
details). These embedding vectors can be interpreted as ab-
stract representations of the local Hilbert-space configurations
at each site. The sequence (xy, ..., Xxy) constitutes the input
to the transformer. Notice that at this stage, each vector de-
pends only on the corresponding local configuration, namely,
x; = x;(s;).

The central role of the transformer architecture, and, in
particular, its self-attention mechanism, is to map the in-
put sequence to a new sequence in which each element
incorporates information from the entire input. Specifically,
the self-attention mechanism produces output vectors A; =
A;(s) e R, withi =1, ..., N, which are commonly referred
to as context-aware representations of the ith input token. In
natural language processing, such representations reflect the
fact that the meaning of a word depends on its surrounding
context; analogously, in this setting, they encode nonlocal
correlations between degrees of freedom at different lattice
sites.

In the standard self-attention mechanism introduced by
Vaswani et al. [24], the output vectors are computed according
to the rule A; = ZZJ\;] a;j(x;,x;)Vx;, where V € R4 is a
trainable linear transformation applied independently to each
input vector, and the matrix o;;(x;,x;) € RV*V denotes the
attention weights. These weights quantify the relevance of site
Jj to site i, and, in the original formulation, are learned func-
tions of the corresponding input embeddings. In this work, we
instead adopt a simplified variant known as the factored atten-
tion mechanism [27,29,65,66], in which the attention weights

Transformer Architecture
Uy(s) = det [n* D(s)]

[
—>( nx ®(s) € RV )
1

( Orbitals ®(s) € RV )

e
% xn; layers
= Transformer

£

S

o

§ ( Embedding )
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FIG. 4. A physical configuration s = (s1,...,sy), with s; =
(nig, niy, S5, 85,), is first encoded as a sequence of integer to-
kens (ty,...,ty), where t; € {0,...,V — 1} and V is the local
Hilbert-space dimension. The tokens are embedded into feature
vectors (xy,...,xy) and processed by a transformer to produce
context-dependent outputs (y,, ...,yy). These outputs parametrize
the backflow single-particle orbitals ®(s), and the many-body am-
plitude W, (s) is obtained via a Slater-determinant construction.

a;; depend only on the site indices and are parametrized as a
trainable N x N matrix. As shown in Ref. [67], for spin sys-
tems this factorization significantly reduces the computational
cost of the attention mechanism without compromising the
accuracy of the resulting variational state. Furthermore, we
incorporate a spatial bias, following Ref. [9], which enforces
a decay of the attention weights with increasing distance be-
tween sites i and j, thereby encoding information about the
underlying lattice structure directly into the architecture.

In a deep transformer architecture, the self-attention mech-
anism is applied repeatedly across multiple layers. In addition,
several architectural components are employed to enhance ex-
pressivity and stabilize training, including multihead attention
[24], fully connected networks, prelayer normalization [68],
and residual skip connections [69]. A detailed description is
provided in Ref. [29].

The output of the transformer architecture after the
application of multiple layers is a sequence of vectors
0y, ---»yy), with y; € R?, which we use to construct a set
of effective single-particle orbitals defining a backflow trans-
formation for the fermionic degrees of freedom [70]. The
backflow orbitals are obtained through a site-resolved lin-
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FIG. 5. Variational energy per site as a function of the energy
variance per site on a chain of N = 42 sites with OBC. The cou-
plings aret = 1.0, J, = J, =J, = 0.5, Jx = 4.0 and the number of
electrons is N, = 30 (8 ~ 0.2857). Results are shown for transformer
wave functions with different number of layers n; = 2, 4, 6 (refer to
Appendix 1 for details). The dashed line indicates the DMRG refer-
ence energy obtained with bond dimension x = 10°. Inset: Relative
energy error Ag = @ﬁfw as a function of the Kondo coupling
Jk, considering a transfcl)jll*wrlr{lc'er with n; = 4 layers.

ear mapping of the transformer outputs, yielding the tensor
Do = Z‘é:l VigWicap, Where Wsqp are trainable parame-
tersand ¢ = 1, ..., N, labels the single-particle orbitals, with
N, representing the total number of fermions in the system
[10,34]. To construct the final backflow matrix, we introduce
the composite index r = (i, o), which combines the lattice
site i and the fermionic spin degree of freedom o, and reshape
®;4, into a matrix ®,, € R?V*Ne_ At the end, the many-body
wave function amplitude is obtained by selecting the rows of
this matrix corresponding to the occupied fermionic sites and
computing the determinant of the resulting matrix. Namely,
the final amplitude is given by Wy(s) = det[n x (s)], where
n % ® denotes the N, x N, submatrix of ® indexed by the
occupation numbers of n = (n14, ..., iny, Byy, ..., Ay ). For
a schematic illustration of the full construction of the wave
function, refer to Fig. 4. The hyperparameters of the architec-
ture and the optimization details are provided in Appendix 1.

We emphasize that this construction differs qualitatively
from previous variational treatments of systems with coexist-
ing spin and fermionic degrees of freedom, where the wave
function is typically written as a product of a fermionic am-
plitude and a separate spin factor [19-23], so that the two
sectors are factorized by construction. Here, the methodolog-
ical key innovation is that no such factorization is imposed:
The transformer processes the full composite configuration
and predicts backflow orbitals ®(s) that depend explicitly on
the spin degrees of freedom, so that the resulting state natu-
rally couples the fermionic and spin sectors. Related to this
choice is the tokenization scheme, which combines all local
degrees of freedom on each site, the fermionic occupation and
the two ancilla spins, into a single token. This is not the only
possibility: One could instead assign a separate token to each
degree of freedom, at the cost of a longer input sequence (3N
instead of N). Since the computational cost of the transformer
scales linearly with the sequence length and is essentially

9 T e
¥ DMRG OBC A
2 _274'5_ ®  Transformer PBC ]
:: _9 750_ % % Extrapolated _
= —2.755F ]
&0 [ A ]
€ 27608 4% :
= —2.765?F “—o—o o -
—2. T
0.00 0.02 0.04 0.06 0.08
/N

FIG. 6. Finite-size scaling of the ground-state energy per site
from N = 14 to N = 70 sites, fixing the doping at § ~ 0.2857 as
a function of inverse system size 1/N. The couplings are ¢ = 1.0,
Ji =J, =J, =0.5,and Jx = 4.0. Results obtained with DMRG for
OBC are compared with transformer variational energies computed
with PBC.

independent of the number of states per token (see Ref. [71]),
this alternative is about 3 times more expensive; we verified
that, despite this higher cost, it is no more accurate than the
single-token encoding, and in fact converges more slowly in
the strongly interacting regime at intermediate J.

III. RESULTS

In the following, unless stated otherwise, we consider a
system of N = 42 sites with N, = 30 fermions, corresponding
to a hole doping of § ~ 0.2857.

A. Energy and correlation functions

We begin by benchmarking the ALM on a cluster un-
der open boundary conditions, comparing the results of the
transformer-based wave function against DMRG results. We
set J1 =J, =J, =0.5 and Jx = 4.0. First, we assess the
accuracy of our method by calculating the variational en-
ergy as a function of the variance, increasing the number
of parameters of the neural network by varying the num-
ber of transformer layers n; = 2, 4, 6 (see Fig. 5). Increasing
the depth of the network systematically improves the vari-
ational accuracy. Extrapolating the energy to zero variance
[72] yields values in excellent agreement with the DMRG
reference, computed with bond dimension y = 103. In the in-
set of Fig. 5, we further assess the accuracy of the transformer
wave function as a function of the Kondo coupling J, report-
ing the relative energy error with respect to DMRG, defined as

Enos—E . .
Ae = w. Across the entire range of Jx considered,

the relative error remains below As < 10~%, with a modest
maximum around Jx ~ 3.0, demonstrating the robustness of
the approach across different coupling regimes.We next ex-
amine the finite-size scaling of the ground-state energy under
open and periodic boundary conditions. Figure 6 displays the
energy per site from N = 14 to N = 70 as a function of 1/N
at fixed coupling Jx = 4.0 and doping § ~ 0.2857. For open
boundaries, the DMRG data exhibit a clear linear dependence
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FIG. 7. Momentum-resolved correlation functions at hole doping 6 & 0.2857 for a chain of length N = 42, shown for several values of the
Kondo coupling Jx at fixedt = 1,J; = J, = J, = 0.5. The three columns report, from left to right, the charge structure factor N(¢)N(—q), the
total spin structure factor S(q)S(—q), and the spin structure factor of the first ancilla chain S;(¢)S;(—¢). (a)—(c) Circles denote results obtained
in open boundary conditions from the transformer-based variational wave function, while solid lines show the corresponding DMRG reference
data. (d)—(f) The structure factors are computed using the transformer wave function in periodic boundary conditions. In all panels, vertical
guide lines mark the characteristic wave vectors 2k (dashed), 2k (dash dotted), and 4kr (dotted).

on 1/N, enabling a controlled extrapolation to the thermody-
namic limit. In contrast, the transformer results with periodic
boundaries show a much weaker size dependence, with en-
ergies already close to their asymptotic value for the largest
systems considered. Despite these different scaling behaviors,
extrapolation yields a consistent thermodynamic-limit energy
within numerical accuracy for both boundary conditions. This
behavior highlights a key advantage of the transformer-based
variational approach. While OBC introduce sizable edge ef-
fects that lead to algebraic finite-size corrections in the energy,
PBC strongly suppress such effects, resulting in faster conver-
gence with system size.

We now turn to the analysis of correlation functions. Given
a local operator A; acting on site i, we define the correlation
matrix C;; = (AA;) — (&) (A;), with i,j=0,...,N—1,
where the expectation values are evaluated on the variational
state. The corresponding structure factor is defined as

=
C@C(=g) =5 D e Cy, )

i,j=0

with g = %’n andn=20,1,...,N — 1, the allowed momenta
on a chain of N sites. This definition can be used for both open
and periodic boundary conditions.

In the following, we focus on three choices of A;. We
consider the local charge operator N; = > 6?0 Cis» the spin
operator restricted to the first ancilla chain S i.1, and the total

on-site spin operator

Si= 3)

% Z &l Toor Cior + 811 + 8ias
o=t

where T denotes the vector of Pauli matrices. We analyze the
corresponding charge structure factor N(q)N(—gq), the spin
structure factor of the first ancilla chain S;(q)S;(—¢), and the
total spin structure factor S(q)S(—q), all defined via Eq. (2).

In the top panels of Fig. 7, we show the plane-wave-
projected structure factor for OBC, benchmarking the trans-
former results with DMRG.

For small Kondo coupling (Jx = 1.0, 2.0), the electronic
and ancillary spin degrees of freedom are only weakly cor-
related. In this regime, the first layer is well approximated
by free electrons, forming a Luttinger liquid with Fermi mo-
mentum kg, while the ancillary spins form rung singlets with
a finite spin gap and effectively decouple from the electrons
[73]. This behavior is reflected in panel (a), in which the
charge structure factor N(q)N(—gq) exhibits the characteristic
free-electron form with a cusp at

Lo1-s
3

“

In panel (b), the total spin structure factor S(g)S(—gq) is
peaked at ¢ = 7, reflecting dominant antiferromagnetic cor-
relations. Consistently, in panel (c¢), the structure factor of the
first ancilla, S1(g)S1(—¢q), is also peaked at ¢ = =, indicating
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the absence of Kondo screening. At small momenta, it van-
ishes as ¢, in agreement with the presence of a spin gap in the
ancillary sector. In this weak-coupling phase, the transformer
results are in excellent quantitative agreement with DMRG for
all observables considered.

At larger values of the Kondo coupling (Jx = 4.0, 5.0), the
system enters a Kondo-screened regime in which the elec-
tronic spins effectively hybridize with and screen the spins
of the first ancilla layer. As a result of hybridization, a Fermi
surface with a Fermi momentum kj. is formed, incorporating
the spins from the first layer in the Fermi surface volume. As
visible in Fig. 7, this regime is characterized by a redistribu-
tion of spectral weight in the spin sector. In panel (b), the total
spin structure factor S(q)S(—g) shows that the pronounced
peak at g = m is strongly suppressed, indicating that antifer-
romagnetic fluctuations are no longer dominant. Furthermore,
in panel (c), the S1(q)S1(—¢) spin structure factor develops a
sharp peak at

2k

=2-3, 5)

which confirms the establishment of the Kondo-screened
phase. Again, the transformer wave function accurately
captures these features, reproducing both the momentum de-
pendence and relative magnitude of the correlation functions
in the different regimes.

Close to the critical point (Jx = 3), the spin structure factor
S1(q)S1(—g) demonstrates neither a strong peak at g =7
nor an increased response at ¢ = 2kj.. In the vicinity of the
transition, most correlation lengths become extremely short,
on the order of a few lattice spacings. Furthermore, the critical
point might be surrounded by another phase. Similar behavior
was observed in the Kondo-Heisenberg model [55], and it is
believed to be related to local criticality. We discuss in more
detail the nature of the transition in Appendix 4.

The bottom panels of Fig. 7, namely, panels (d)—(f),
show the same correlation functions with periodic bound-
ary conditions, computed only with the transformer ansatz,
since DMRG becomes substantially more demanding in this
setup. Note that near the phase transition (Jx = 3.0), density-
density correlation functions exhibit stronger peaks at 2kg
and 4kp [see panel (d)]. This can be explained in the fol-
lowing way. For periodic boundary conditions, translational
invariance ensures that momentum remains a good quantum
number, concentrating the 2kr and 4kp spectral weight at
well-defined momenta. In contrast, open boundaries break
translational symmetry and redistribute this weight among
neighboring momenta through boundary-induced mixing, re-
sulting in broader and generally less pronounced peaks in
the connected correlator. Interestingly, for the disconnected
charge correlator, similar strong peaks emerge due to Friedel
oscillations of the density profile (N;).

The spin-spin correlations are similar in shape and am-
plitude compared to open boundary conditions. Importantly,
switching from open to periodic boundary conditions does
not modify the accuracy of the NQS state, which continues
to provide quantitatively reliable correlation functions in the
PBC geometry.

B. Phase diagram

In Fig. 3, we presented the phase diagram of the one-
dimensional ALM as a function of the Kondo coupling Jx
and the interlayer exchange J,, obtained from the values
of the central charge. The central charge c is extracted via
the infinite-size variant of the DMRG (iDMRG) algorithm
[74] using the entanglement entropy of a half-infinite chain
S = ¢ In[§(x)], where & () is the largest correlation length at
a fixed bond dimension x [75,76].

As discussed in Sec. III A, for small Jg, the first layer
effectively decouples from the rest of the system, while the
ancillary spins form rung singlets and exhibit strong anti-
ferromagnetic fluctuations at ¢ = 7w [see Fig. 2(a)]. In this
regime, the system realizes a Luttinger liquid with Fermi
momentum kr and one charge and one spin mode (C1S1)
and central charge ¢ = 2. These modes come from the first
layer only since the ancillary spin degrees of freedom form
spin-gapped rung singlets on each site and decouple from the
electrons [73].

At large J, the system enters a Kondo-screened phase in
which the spins of the first ancillary layer hybridize with the
conduction electrons. At small J,, the second ancillary layer
enables the fractionalization of the gapless mode. Specifically,
the mode splits into a 2k} contribution from the hybridized
layers and a ¢ = m contribution from the second ancillary
layer, forming a phase we call LL* [77] [see Fig. 2(b)]. The
phase has one charge and two spin modes (one arising from
hybridized levels and the other from the second ancillary
layer), which is denoted as C1S2 and has central charge ¢ = 3.
Note that the total momentum of the gapless mode is in accor-
dance with the Lieb-Schultz-Mattis theorem [78,79]. In two
dimensions, the LL* phase descends into an FL* (fraction-
alized Fermi liquid [80]), where the conventional Luttinger
volume constraint is not satisfied. That is because the second
ancillary layer hosts a spin liquid alongside the large Fermi
surface formed by the other layers.

For larger J, , the LL* phase is generally unstable toward
a Luther-Emery phase [55,81,82]; see Appendix 4 for details.
Accordingly, two spin modes become gapped, with only one
charge mode left; the phase is C1S0O with the central charge
¢ = 1. We note that increasing J, increases the spin gap in
the ancillary spin layers, as the triplet gap is on the order of
J1 . Therefore, the critical point moves to larger values of Jx
since it becomes harder for electrons to hybridize with the first
ancillary spin layer.

Alternatively, the phase boundaries can be determined
from the spin-spin correlation functions. In particular, in the
Kondo-screened phase, S;(g)S1(—¢q) develops a pronounced
peak at Fermi momentum ¢g/m = 2k} /m =2 — § (see Fig. 7),
signaling the enlargement of the Fermi surface. The dashed
white line in Fig. 3 shows the phase boundary identified by
analyzing the relative magnitude of the second derivative of
the spin structure factor S;(g)S;(—¢) at momenta ¢ = 7 and
q = 2kj;. This results in a phase boundary that matches the
one determined from the central charge. At the triple criti-
cal point where three phases converge, we observe a central
charge ¢ > 4 that persists even at a bond dimension of x =
2000. This behavior may signal a novel critical point, aligning
with observations previously reported in Ref. [55].
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FIG. 8. Triplet gap at different momenta ¢ for values of ¢t = 1.0,
Ji=J, =J, =1.0 at a filling § ~ 0.2857 on a chain of N =42
sites. The red circles, orange rhombi, and blue triangles correspond to
a decoupled (Jx = 0.0), Kondo-unscreened (Jx = 3.0), and Kondo-
screened (Jx = 7.0) phases, respectively. Black points correspond to
single-particle excitations of a one-dimensional free-fermion system,
computed analytically. Statistical error bars on the gaps are smaller
than the symbol size. Vertical dashed line is at momenta g = 2kg.

Finally, it is worth noting that the phase diagram of the
ALM model can be viewed as the reverse of that of the
Kondo-Heisenberg model. In the Kondo-Heisenberg model,
the system is described by the LL* phase (unstable to Luther-
Emery phase) at small Kondo coupling and Luttinger liquid
at larger Kondo coupling [55]. This contrast helps explain the
success of the ALM model in capturing the phase diagram of
cuprate superconductors in two dimensions. Indeed, the FL.
phase naturally maps to the overdoped regime, while the FL*
explains more intricate properties of the pseudogap regime.
Such a correspondence is difficult to realize in a two-layer
model, where the FL* phase would instead have to describe
a conventional overdoped regime, which is quite inconsistent
with experimental observations.

C. Momentum dispersion

A key advantage of periodic boundary conditions is the
restoration of translational invariance, which enables varia-
tional optimization directly within Hilbert-space subsectors
with definite momentum ¢. In this setting, the transformer-
based ansatz can efficiently access the triplet excitation
spectrum at finite momentum. We define the triplet gap
as A(q) = Euipler(q) — Eo, where Ej is the ground-state en-
ergy and Eyiplet(¢) is estimated by performing Monte Carlo
sampling in the sector $* =1 [29], with a fixed value of
momentum ¢ enforced by symmetry-projection operators
[61,83,84]. Figure 8 shows the triplet gap for three rep-
resentative values of Jx corresponding to the decoupled,
Kondo-unscreened, and Kondo-screened phases. For this
analysis, we set J; =J, =J; = 1.0 to make the spin gap
in the decoupled phase larger. In this regime, the transition
from Luttinger-liquid behavior to the Kondo-screened regime
occurs around Jg & 5.0 (refer to Appendix 4).

For the decoupled case (Jx = 0.0), the physical layer
reduces to a free-fermion system, so its triplet excitations

should coincide with the single-particle particle-hole con-
tinuum, which we compute analytically (see black points
in Fig. 8). At low energies, the numerical gaps follow the
analytical continuum very closely, with a linear dispersion
emerging near ¢ = 0 and near g = 2kp, as expected. At higher
energies, however, the numerical spectrum departs from the
free-fermion prediction: Even at Jx = 0.0, the ansatz retains
the ancilla layers, which are gapped by the intraancilla cou-
pling J, . This spin gap sets an additional energy scale that is
absent in the pure free-fermion problem.

In the regime of small Kondo coupling (Jx = 3.0), the
triplet spectrum still has a pronounced minimum at g = 2k,
in agreement with the Luttinger-liquid behavior. The overall
magnitude of the triplet gap is reduced compared to the de-
coupled case, which implies that the bandwidth of the system
becomes smaller. The slope of the dispersion near Fermi
points decreases; therefore, the velocity of the excitations
decreases.

In the Kondo-screened phase at Jxy = 7.0, we observe an
even more drastic suppression of the amplitude of the triplet
gap, followed by a significant reduction in the quasiparticle
velocity. The phenomenon is widely observed in heavy-
fermion physics: As the conduction electrons and localized
spins mix, the renormalized bands become much narrower
and the effective mass increases [39,85,86]. Overall, as the
transformer architecture is well suited for periodic boundary
conditions, it provides momentum-resolved information about
the excitation spectrum and offers a clearer understanding of
the physics of Kondo screening.

IV. BENCHMARK IN TWO DIMENSIONS

We now test whether the same architecture transfers to the
two-dimensional ALM, the setting of interest for the cuprates,
where controlled numerical benchmarks are scarce. Mapping
the full phase diagram is beyond the scope of this work,
but we verify that the transformer ansatz reproduces the two
analytically understood limits: the decoupled regime Jg = 0
and the strong-coupling Kondo-screened regime Jx — oo.
We use an 8 x 8§ square lattice with PBC at half filling (6 =
0,N,=64),t =1,J, =J, =0.5, fixing J; = 1.25 in order
to be able to compare with QMC results for the two-layer
Heisenberg model from Ref. [87]. The same architecture
and optimization setup as in the one-dimensional case (refer
to Appendix 1) are used. Figure 9 reports the momentum
distribution n(k) = %Za (6;“7 Cre) (top) and the ancilla spin
correlations (S;2(0) - Sy 2(r)) (middle, bottom) for Jx =0
(left) and Jx = 10 (right).

At Jg = 0, the fermions decouple from the ancilla sector.
The momentum distribution [see Fig. 9(a)] shows the sharp
step of a small Fermi surface set by the electron density alone,
as required by Luttinger’s theorem, while the two ancilla
layers reduce to the bilayer Heisenberg model. As a strin-
gent check, we compute the intraplane staggered structure
factor Sipra = 15 ;. (85,55, j)(—l)i_ﬂf and the interplane one
Sinter = # Zi’j((Sii — 85 (St ; — 85 (=1, which are
directly related to the single-plane and full staggered magne-
tizations. We obtain Siya = 5.95(1) and Siper = 11.5(1), in
close agreement with the quantum Monte Carlo results for the
two-layer Heisenberg model at the same interlayer coupling,
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FIG. 9. Two-dimensional benchmark of the transformer ansatz
on the ALM on an 8 x 8 square lattice with periodic boundary con-
ditions, at half-filling and r = 1, J, = J, = 0.5, J, = 1.25, for the
two limiting Kondo couplings Jx = 0 (left) and Jx = 10 (right). (a),
(b) Electronic momentum distribution n(k). (c), (d) First-ancilla spin
correlations (S;(0) - S;(r)). (e), (f) Second-ancilla spin correlations
(S2(0) - Sa(r)).

5.97 and 11.9 [87]. This is the two-dimensional analog of
the decoupled LL phase and, in the cuprate mapping, of the
overdoped Fermi liquid.

At Jg = 10, the first ancilla layer is Kondo screened and
absorbed into a coherent heavy band, reconstructing the Fermi
surface from small to large: Its volume now counts one
localized spin per site in addition to the electrons, the two-
dimensional counterpart of the 2kp — 2k} shift seen in the
one-dimensional case [80]. The screening is visible in the
first-layer correlations [see Fig. 9(d)], which are strongly
suppressed beyond the on-site value, while the second layer,
freed from the rung singlet, orders antiferromagnetically in a
(r, ) Néel pattern [refer to Fig. 9(f)]. As a second check,
the corresponding intraplane structure factor Sipg, = 11.3(1)
is close to the value 11.37 obtained from quantum Monte
Carlo for the isolated square-lattice Heisenberg model [64].
That a single unmodified ansatz captures both the small Fermi
surface at Jy = 0 and the enlarged volume, local screening,
and Néel order at Jx = 10 demonstrates that the construction
transfers to the physically relevant two-dimensional regime,
where the periodic 8 x 8 geometry places these results out of
reach for DMRG.

V. CONCLUSIONS

We have introduced a transformer-based NQS for lat-
tice models with composite local Hilbert spaces, combining
fermionic and spin degrees of freedom within a unified

variational framework. By explicitly tokenizing the local
Hilbert space, following a procedure similar to the one used
in natural language processing [24,37], the proposed ansatz
naturally incorporates heterogeneous on-site structures and
captures correlations both within a site and across the lattice.

Applying this approach to the one-dimensional ancilla
layer model, we demonstrated excellent quantitative agree-
ment with DMRG for ground-state energies and correlation
functions. The transformer wave function accurately re-
produces momentum-resolved charge and spin correlations
across a broad range of Kondo couplings and provides a
faithful description of both weakly coupled LL behavior and
Kondo-screened regimes (LL*). By combining our variational
results with DMRG calculations, we further characterized the
phase diagram of the model and related it to the evolution of
correlation functions.

In the context of two-dimensional ALM models of the
cuprate phase diagram, the LL phase is the analog of the Fermi
liquid phase at large doping, while the LL* phase is the analog
of the fractionalized Fermi liquid (FL*) phase applied to the
pseudogap metal at low doping. We also found an instability
of the LL* phase to an LE phase, and this can be viewed as a
one-dimensional prototype of the onset of superconductivity
from the pseudogap in the cuprates.

A key advantage of the NQS approach is its ability to
perform similarly for both open and periodic boundary condi-
tions. In particular, the rapid convergence of the energy with
system size under periodic boundary conditions highlights the
potential of this method for accessing bulk properties with-
out incurring the computational overhead typically associated
with tensor-network methods. This feature is expected to be-
come especially important in two-dimensional lattice systems,
where boundary effects are more severe and periodic bound-
ary conditions are often essential for reliable thermodynamic-
limit estimates [29]. Building on this, we took a first step
into two dimensions, benchmarking the method on an 8 x 8
square lattice with periodic boundary conditions. Without
any modification, the same architecture reproduces the two
analytically understood limits of the model, the small Fermi
surface at Jy = 0 and the Kondo-screened large Fermi surface
with Néel order at large Jg, with ancilla spin correlations
in quantitative agreement with quantum Monte Carlo. This
confirms that the construction transfers to the physically rele-
vant two-dimensional regime, in a geometry out of reach for
DMRG.

More broadly, our results demonstrate that this architecture
provides a flexible and accurate variational representa-
tion for correlated systems with composite local Hilbert
spaces. The token-based formulation introduced here offers
a systematic route toward the study of higher-dimensional
models, multiorbital systems, and other strongly correlated
settings in which conventional approaches face significant
challenges.
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APPENDIX

1. NQS architecture and optimization details

For most of the calculations in this work, we use a trans-
former with n; = 4 layers, h = 12 attention heads, and an
embedding dimension of d = 72 (see Ref. [29] for more de-
tails about their role). For a system size of N = 42, this choice
results in a total of P &~ 4 x 10° variational parameters. The
transformer state is optimized within the variational Monte
Carlo (VMC) framework [88] using stochastic reconfiguration
[89] with the linear algebra trick [8,12], enhanced via the
MARCH optimizer [10,90]. The optimization is carried out
for 10* steps with M = 2'3 Monte Carlo samples per iteration.
The learning rate is initialized to n = 0.01 and is gradually
annealed during the optimization.

During the VMC sampling, configurations of the vari-
ational wave function are generated by proposing, with
equal probability, three types of Monte Carlo updates:
fermionic hopping moves between nearest-neighbor sites,
spin exchanges between nearest neighbors, and spin-fermion
exchange moves that couple the fermionic degrees of freedom
to one of the spin chains.

2. Decoupled limit Jx = 0.0

An important conceptual aspect of the present wave func-
tion construction concerns the limit in which the electronic
and spin sectors are independent, and the exact wave function
factorizes into a product of a fermionic and a spin compo-
nent (Jx = 0.0 for the ALM). In our architecture, no explicit
factorization between these degrees of freedom is imposed:
The transformer representation is always used to predict a
set of backflow orbitals. Despite this unified parametriza-
tion, we observe that the ansatz performs remarkably well in
the decoupled regime, indicating that the network can effec-
tively learn the appropriate factorized structure when required.
While one could, in principle, enforce a separate spin factor
multiplied by a Slater determinant, our results suggest that
allowing the model to process all local degrees of freedom
jointly leads to a more flexible and robust optimization across
the different coupling regimes.

3. DMRG computational details

The DMRG calculation was performed using the TeNPy
library (version 0.10.0) [91]. The bond dimension yx varied
from 500 to 1000 with the number of sweeps Rgyeeps = 20.
The maximum discarded weight was below 10~ and the
energy converged to 108 between the sweeps. iDMRG simu-
lations were performed using a translationally invariant iMPS
ansatz with unit cell size L = 14, with the bond dimension x
up to 2000 and with the maximum discarded weight below
1073,

4. Nature of the phase transition

In this Appendix, we elaborate on the transition be-
tween the Kondo-unscreened LL phase with Fermi mo-
mentum kr and the Kondo-screened phase with Fermi
momentum k7. We use parameters t = 1.0, J; =/, =J, =
1.0 as in Sec. IIIC. Figure 10(a) shows the spin gap
As =E(S,=1)—E(S, =0) as a function of the Kondo
coupling. In the Kondo-screened phase, the gap becomes
nonzero, suggesting that for large J,, the LL* is ultimately
unstable toward the Luther-Emery phase. A similar conclu-
sion was drawn in Refs. [55,81,82]. However, for small J |,
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FIG. 10. (a) The spin gap Ay as a function of the Kondo coupling Jx, obtained with finitte DMRG with bond dimension x = 1000 for
chains of length N = 28 (purple curve), N = 42 (orange curve), and the extrapolation to N — oo (yellow curve). (b) The central charge as a
function of the Kondo coupling J, obtained with iDMRG with bond dimensions x = 500 and 1000. (c) Spin (&;), charge (&.), density (&),
and pairing (§,) correlation lengths as a function of the Kondo coupling Jx, obtained with iDMRG for x = 1000. Parameters are t = 1.0,

Ji=J =J =10atafilling § ~ 0.2857.

023007-10



TRANSFORMER NEURAL-NETWORK QUANTUM STATES ...

PRX INTELLIGENCE 1, 023007 (2026)

a true LL* phase is realizable, as shown in Fig. 3. This
contrasts ALM with the Kondo-Heisenberg model [55], in
which the LL* phase existed only for ferromagnetic exchange
interactions.

Figure 10(b) shows the central charge, extracted via
iDMRG [74] using the entanglement entropy of a half-infinite
chain § = ¢ In[§(x)], where &(x) is the largest correlation
length at a fixed bond dimension y [75,76]. At Jx < Jk., the
central charge ¢ ~ 2, while at Jx > Jk. it changes to ¢ ~ 1.
This confirms our observation that the kr Fermi momentum

phase is a C1S1 Luttinger liquid and the k; Fermi momentum
phase is C1S0 Luther-Emery phase.

Finally, Fig. 10(c) shows the correlation lengths across
the transition for a finite bond dimension x. The density
correlation length (&) is larger than the pairing correlation
length (§,), which means that the phase is unstable toward
charge-density-wave order. In the region Jx € [5.3,5.6], the
correlation lengths become extremely short, on the order of
several lattice spacings, which implies the ultralocal nature of
the quantum critical point, thoroughly discussed in Ref. [55].
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