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Ghost Mechanism: An Analytical Model of Abrupt Learning in Recurrent Networks
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Abrupt learning, long performance plateaus followed by rapid convergence, is a common phenomenon
in recurrent neural networks (RNNs) trained on working-memory tasks. In such cases, the networks
develop transient slow regions in state space that extend the effective timescales of computation. However,
the mechanisms driving sudden performance improvements and their causal role remain unclear, largely
because we lack an analytical dynamical-systems framework. To address this gap, we introduce the ghost
mechanism, a general process by which finite-dimensional continuous-time dynamical systems exhibit
transient slowdown near the remnant of a saddle-node bifurcation. By reducing the high-dimensional
dynamics near ghost points, we derive a one-dimensional canonical form that analytically captures learning
as a process controlled by a single scale parameter. Using this model, we study a form of abrupt learning
emerging from ghost points and identify a critical learning rate that scales as an inverse power law with the
timescale of the learned computation. Beyond this rate, learning collapses through two interacting modes:
(i) vanishing gradients and (ii) oscillatory gradients near minima. These features can lock the system into
high confidence but incorrect predictions when parameter updates trigger a no-learning zone, a region of
parameter space where gradients vanish. We validate these predictions in low-rank RNNs, where ghost
points precede abrupt transitions and further demonstrate their generality in full-rank RNNs trained on
canonical working-memory tasks. Our theory offers two approaches to address these learning difficulties:
Increasing trainable ranks stabilizes learning trajectories, while reducing output confidence mitigates
entrapment in no-learning zones. Overall, the ghost mechanism reveals how the computational demands of
a task constrain the optimization landscape, demonstrating that well-known learning difficulties in RNNs

partly arise from the dynamical systems they must learn to implement.
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I. INTRODUCTION

A hallmark of natural and artificial neural networks is
the emergence of new capabilities, where computational
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and behavioral algorithms are organically learned from
experience [1-8]. Empirically, such an emergence often
manifests itself as abrupt transitions in learning dynamics,
sudden drops in loss functions that mark the acquisition of
new computational abilities [9—19]. Such abrupt transitions
are frequently accompanied by instabilities, including
exploding or vanishing gradients and sharp shifts in net-
work behavior [20-22]. While numerous studies have
documented slow learning followed by sudden perfor-
mance jumps [23,24], the underlying mechanisms driving
these emergent transitions, even within specific domains of
networks or classes of tasks, remain poorly understood. In
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this work, we perform one such mechanistic study for
recurrent neural networks (RNNs) trained to perform
working-memory tasks.

One key challenge in studying the causal mechanisms
subserving abrupt learning is that most approaches remain
tied to numerical analyses [10,25], particular network
architectures [9,10,26], or simplified linear models [27,28],
making it difficult to identify general principles. Yet, at
least intuitively, one instance of universality is expected if
one focuses on temporal problems solved by dynamical
systems: These systems must somehow reorganize their
internal dynamics to suddenly perform new computations.
This observation suggests that, rather than cataloging
emergent behaviors across different systems, we might
instead search for universal mechanisms, i.e., motifs in
solutions that different architectures tend to converge to.

To understand what these universal mechanisms might
be, it is instructive to examine how different research
communities have approached abrupt learning. In modern
deep networks, abrupt drops in loss with steplike gains in
capability are often described as emergent phenomena,
especially at large model, data, and compute scales
[15-17,19]. While these studies provide extensive docu-
mentation of when and where such transitions occur, most
accounts remain tied to specific architectural assumptions
[17] and rely on empirical evidence without identifying the
underlying dynamical motifs [29]. This empirical focus,
though valuable for cataloging the phenomenon, does not
reveal whether different systems achieve abrupt learning
through shared mechanisms.

By contrast, dynamical-systems theory offers tools
to identify such universal mechanisms, though traditionally
studied mostly in the context of few-dimensional dynami-
cal systems [30]. Then, sharp performance shifts do not
need to depend on the particular architecture being trained,
rather on the general properties of (low-dimensional)
dynamical systems approximated by these architectures
[31], whereas properties of the learned dynamical systems
can be analyzed using established mathematical frame-
works [32]. For instance, wisdom from classical bifurcation
theory [33] would suggest that abrupt learning can occur
when training drives the system across qualitative thresh-
olds in its flow [9], suggesting that bifurcations might be
one such universal motif underlying sudden behavioral
changes [9,30]. This mathematical perspective shifts focus
from architecture-specific details to dynamical structures
that are learned during training. In fact, these agnostic
approaches have proven particularly valuable in computa-
tional neuroscience, where analyses of RNNs have iden-
tified bifurcations as key drivers of both learning
instabilities [20,21] and the emergence of new computa-
tional capabilities [9,11]. However, since both the param-
eters and the state variables are high dimensional in the
trained architectures, the precise causal mechanisms under-
lying such phenomena often remain poorly understood.

In this work, we identify one such universal mechanism
underlying abrupt learning in dynamical-system models
trained to perform working-memory tasks: The formation
of “ghost points,” i.e., transient bottlenecks in the dynamics
of state variables that emerge near the remnants of saddle-
node bifurcations [30]. Our analysis reveals how ghosts
emerge through learning, why they cause training insta-
bilities, and how these instabilities can be mitigated.
Beyond providing one analytically tractable model of
abrupt learning, this work discusses testable predictions
for biological neural networks, practical strategies for
training recurrent networks effectively, and potential
insights for learning in deep neural networks.

We develop this analysis systematically as follows.
In Sec. II, we introduce an analytically tractable one-
dimensional canonical model of the ghost mechanism,
trained on a delayed-activation task. This model captures
a form of abrupt learning as a transient slowdown in the
dynamics of trained systems. Next, in Sec. III, we show that
the ghost mechanism reproduces the behavior of rank-one
and rank-two RNNs trained on working-memory tasks,
including their training instabilities. Section IV extends
these insights to full-rank RNNs, where we identify two
strategies to stabilize learning: (i) reducing output con-
fidence and (ii) increasing the number of trainable ranks. In
our Discussion (Sec. V), we situate our results within the
broader literature on machine learning and computational
neuroscience, explain how the uncovered failure modes
(no-learning zones) differ from vanishing gradient prob-
lems in feedforward or recurrent neural networks that arise
from saturated neuronal activation functions [20,28,40],
and discuss their implications for autoregressive deep-
learning architectures that must learn long-term depend-
encies without explicit mechanisms such as attention [41].
Finally, we conclude that addressing these constraints on
training dynamical systems may shed light on learning in
biological neural networks.

II. GHOST MECHANISM

In this section, we introduce the ghost mechanism and
motivate its broader relevance for dynamical systems. To
start with, we derive a mathematical reduction of ghosts
from high-dimensional systems to a one-dimensional
system that will serve as our canonical model. Using this
model, we conduct analytical derivations of the learning
dynamics and extract insights regarding the abrupt learning
of ghost points.

Throughout this work, we refer to scalars with lowercase
letters such as a € R. We use lowercase letters with bold
fonts to denote the vectors such as a € RV, a vector of N
element. Then, a; refers to the ith element of the vector.
Uppercase letters with bold fonts are reserved for matrices
such as A € RMV, a matrix of size N by N. Then, A,; refers
to the (i, j)th element of the matrix.
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A. Ghosts as temporal bottlenecks
in high-dimensional dynamics

To introduce and motivate the generality of the ghost
mechanism, we first define a general finite-dimensional
continuous-time dynamical system

xRV, (1)

where we refer to f:RY — R" as the vector field and x as
the state variables. We consider the behavior of this system
in the neighborhood of local minima of the (kinetic) energy
function,

1
s@) =3 IF)II3- )
We refer to a state variable configuration, in which this
function attains a local minimum, as a local energy (and
speed) minimum x*. We use a colloquial umbrella term
“dynamical bottleneck” to refer to a compact region around
such minima. One form of local minima is called a fixed
point, for which f(x*) = 0. Not all local minima of energy
functions have this property, and the main goal of this
subsection is to precisely define these different types of
local minima, i.e., slow points and ghost points, for general
high-dimensional dynamical systems [42]. In the next
subsection, using these definitions, we reduce the high-
dimensional dynamics to a one-dimensional variable that
captures the effective behavior of the system in the
neighborhood of a ghost point x*. Such reductions are
classical in dynamical-systems theory, where slow channels
in high dimensions are often captured by one-dimensional
normal forms (e.g., center manifold theory and saddle-node
bifurcations [30,32,43]). This reduction will eventually
allow an analytical study of learning dynamics as ghosts
are formed in dynamical systems.

Definition. Slow point: We define a slow point at a
location x* as one that satisfies the following conditions:
Vs(x*) =0, Vxs(x*)=0, s(x*)#0. (3)
Here, we define Vs(x*) €RY as the gradient with respect
to x and V2s(x*) € RV as the Hessian matrix. The first
condition ensures that the energy function has an extremum
at x*, the second makes it a local minimum [44], and the
third guarantees that the flow does not vanish at x*, i.e.,

creating a distinction between fixed and slow points.

Following this definition, differentiating s(x) gives

Vs(x) = J (x)"f (x), (4)

where J;; = [(df;)/(0x;)] is the Jacobian of f(x). The
extremum condition Vs(x*) = 0 is equivalent to

Ja)f(x") =0 e f(x)J(x*) =07 (5)

This orthogonality relation, in conjunction with the third
condition that f (x*) # 0, suggests that the left eigenvectors
of the Jacobian at x* include f(x*) with a corresponding
eigenvalue of zero.

With the Jacobian in hand, we can now define the
“ghost” as a special case of a slow point. Classically, a
one-dimensional ghost is a remnant of a saddle-node
bifurcation that slows down nearby trajectories [30] (the
term is also used colloquially in higher-dimensional
settings [45]). To generalize this definition to higher
dimensions, we first define what it means for a slow
point to be transverse stable:

Assumption. Transverse stability at a slow point: Let x*
be a slow point and set v :=f(x*)/||f(x*)||,. By Eq. (5),
v'J(x*) = 07. We assume that, for any wev'\{0},
defined as collections of w # 0 satisfying v’w = 0, the
following statement is true:

wevt\{0}, wlJ(x*)=iw! = Re[l] <0. (6)
Here Re[4] refers to the real part of the eigenvalue A.

Notably, slow points in higher dimensions, including
those created after saddle-node bifurcations, can have
mixed stability in the transverse directions. However,
when all transverse directions are stable, the resulting
slow point acts as a funnel that rapidly attracts nearby
trajectories onto a one-dimensional dynamical bottleneck.
As we show in this work, this geometric structure proves
particularly valuable for analyzing RNN dynamics. We
therefore define ghosts as slow points satisfying this
additional constraint:

Definition. Ghost: A ghostis a slow pointx* that satisfies
the transverse stability assumption.

As we show next, under the linearized dynamics near
a ghost x*, the components transverse to f(x*) decay
exponentially so that local trajectories are rapidly confined
to the one-dimensional dynamical bottleneck.

B. Reduction of ghost dynamics
to a one-dimensional canonical form

With the definition of a ghost point, we have all the
pieces ready to perform the reduction to a one-dimensional
system. Recall v = f(x*)/||f (x*)]||, such that v"v = 1 and
let z(f) = x(t) — x* denote the displacement for some x(¢)
nearby x*. We perform Taylor expansions of the vector field
for small z(7), which we can divide into two components as

() =Ky +z (), VL) =0. (7
Here, x(t) = v'z(t) is a scalar parametrizing the evolution
along the slow mode when x(0) = x*. Then, to the first-
order corrections near the ghost point, the flow follows:

(1) =fle" +z(0)] = f (") + J (x7)z (1) (8)
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Inserting z(#) into this equation and projecting down to the
perpendicular component, we arrive at the equation

2u(t) = J(x")z o (1) + k() (x)v,
=J(x")z, (1) + O(x). ©)

For x(0) = 0 and z, (0) = 0, we have that z, (0) = 0 and,
consequently, z(t~0)~vk(¢) with k(1) = v f[x* +2z(1)] ~
[If (x*)||,#0. For ¢ > 0, as long as z(z) remains small,
hence Taylor approximation is valid, each element of z, (1)
decays rapidly to a value at approximately O(x) since the
spectrum of J(x*) has only negative real parts by the
transverse stability assumption. Since we are not interested
in the exact flow direction near the ghost, but in the scalar
variable «(t) = v'z(r), we denote the limiting behavior as
Z =2, + kv = »k for some ». This allows us to analyze the
displacement along v quantitatively by keeping the second-
order terms of the Taylor expansion,

k(1) = v1x(1) = vIf

= [IF )] +

x*+72),

) yrhls, 8]+ O). (10)

Here, h|z, z] is the vector whose ith entry is z" H;(x*)z, with
H;(x*) = V2 f;(x*) €RV*N_ This equation has a constant
term y = |[f( “)||, > 0 and a quadratic term with coef-
ficient f =1v"h[v, 9] that is assumed to be nonzero.
However, there is no linear term, since v’ J(x*) = 07 by
Eq. (5), which leads to the reduced dynamics on the slow-
mode k = y + px*> + O(x?). Rescaling x — x/f and defin-
ing r = yf5, we arrive at the equation

k=12 +r+ 0@>). (11)

This simple one-dimensional dynamical system, effectively
characterized by a single scale parameter » when higher-
order terms are ignored, describes the universal behavior of
the state variables () near the ghost point * = 0. Below,
ignoring the O(k®) corrections, we study the learning
dynamics governing the scale parameter r in order to
achieve a target passage time of the system variable k()
through the bottleneck x = 0. As a side note, since our
interest is in speed and not energy, and energy [4 [|f (x)]|3]
and speed [||f(x)||,] functions both share the same minima,
we will refer to x* as speed minima for the rest of this work.

C. Setting up the canonical model
and the delayed-activation task

The dynamics near a ghost, as derived in Eq. (11), holds
only for small «, as higher-order terms can dominate for
large k > 1. However, since our goal is to study the time
delay caused by very small parameter values 0 < r < 1,
we can focus instead on a simplified canonical model

[Fig. 1(a)],

(@) Delayed actlvatlon Output
via saddle-node transition . _

bifurcation boundary
\ /A ghost
pomt\{
r< 0

1
o—L K
K
r>0
(b) / 5
™ e | B2
t) = t. t - =
LA SN PR3-
<«— Target output =
|
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Time (t)
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FIG. 1. Visualization of the canonical model and the delayed-
activation task. (a) In our canonical model, the state variable is
initialized at x(0) =0 (red dot). Left: for r <0, the system
evolves toward a fixed point at —/—r. Right: when the system
undergoes saddle-node bifurcation as r crosses zero, (7) diverges
(red arrow). A predefined threshold «k partitions the model output
into two states, with x > i corresponding to an activated
response. A ghost point refers to the remnant of a saddle-node
bifurcation at the origin, which is a fixed-point-like structure
emerging from the annihilation of two fixed points. The trajec-
tories considerably slow down and pass the ghost point in times
« 1/4/r [30]. (b) A schematic illustration of an example model
output for a given r. The DA task requires the model to suppress
its output during the delay period and initiate a transition during
the response period. In our canonical model, this is achieved by
ensuring that the state variable x(¢) remains below a predefined
threshold & throughout the delay period and crosses it thereafter.
In this example, reducing r would be needed to slow down the
trajectory, x(f) = /rtan(y/rt), extending the time spent below
threshold x(7) < k.

k(1) = r+ (1), (12)

where higher-order corrections have been dropped. Here
k € R is the scalar state variable and r € R is now learnable.
Since Eq. (12) has a simple quadratic form, assuming that
the initial condition x(0) = 0, and for r > 0, the solution
can be written as

R

0, otherwise,

r<r,
- (13)

where 1 = [z/(24/r)] is the finite escape time at which
k() diverges. This finite-time divergence is not physically
meaningful, nor theoretically interesting to our cause, since
the higher-order terms in Eq. (11) can alter the global
landscape, for example, by introducing an additional fixed
point at k > 0.

In this work, we focus on the behavior of «(7) near
the origin for small r < 1. In this parameter regime, the
trajectory remains confined near x ~ 0 for a duration of
t~O(r™93) before escaping the bottleneck [30,46,47].
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During this time, since k[t ~ O(r )] ~ O(/7) < 1, the
quadratic term [k*> ~ O(r)] contributes comparably to the
constant term (r), while higher-order corrections such as
O(x*) ~ O(r+/r) remain negligible. Once the trajectory
escapes this neighborhood and «(f) ~ O(1), higher-order
corrections in Eq. (11) can have non-negligible effects on
the subsequent dynamics. Thus, since our goal is to
determine when the system escapes the bottleneck, i.e.,
the time at which «(7) exceeds a user-defined threshold &,
Eq. (12) captures the essential ghost dynamics and provides
the appropriate canonical form that we will use in our
derivations below.

Returning to the qualitative study of the canonical
model, we identify the local fixed-point structure: There
are two fixed points for r < 0 and none for r > 0. The
change in the number of fixed points at r = 0 signals a
saddle-node bifurcation, which is well characterized
through bifurcation diagrams [30]. The slowdown of
dynamics near ghost points for » > 0 is textbook knowl-
edge [30], whose computational properties continue to
be studied in contemporary work [47]. To study learning
dynamics, however, we need a task suited to the innate
capabilities of ghosts. Fortunately, ghosts can function as
delayed switches [46], in which a state of O can be assigned
to k < O(4/r) and a state of 1 for k > O(/r). As we just
discussed, when « is initialized near the ghost, this
construction achieves a delay of O(1/+/r) before switching
between two states. In line with this observation, we train
the canonical dynamical system to perform a delayed-
activation (DA) task [Fig. 1(b)]. In this task, the state
variable is initialized with x(0) = 0. We define the model
output as o(x) = ofc(k — k)], where & > 0 and ¢ > 0 are
predefined constants, and o is the sigmoid function. In the
limit ¢ — oo, this output confidently takes on binary values,
either 0 or 1; hence, we call ¢ the confidence parameter.

The objective of the task is for the model’s output
[0[k(2)]] to match the target output [o(#)] of O until some
predefined time point ¢ <7 and transition to 1 for
T <t < 2T. Since the only learnable parameter is r, the
learning process should pick an optimal value r* to ensure
this condition. Intuitively, one expects the solution to scale
as r* ~ O(T~?), so that k() escapes the ghost near k* = 0
around ¢t =T, coinciding with the required switch in
output. It is less clear, however, whether minimizing a
practical loss function can indeed recover this solution,
which is what we investigate next.

D. Analytical derivations of the loss function
and its gradient with the canonical model

We train the canonical model, i.e., update r in Eq. (12), to
perform the DA task by minimizing a loss function,

L) = A 7 (6le(1)] = o(1))dt. (14)

For analytical convenience, we assume the limit ¢ — oo
(referred to as the analytical limit alongside with k — o0)
such that the model output takes the form

olx(1)] = Ok (1) — ], (15)

for some predefined & > 0, where ©(-) is the Heaviside
function with ©(x) = 1 if k > 0 and 0 otherwise. Using this
output, for r < 0, the loss function in Eq. (14) is trivially 7,
since the model output is always 0. Therefore, we will focus
on the case with r > 0.

In the limit k — oo, we will simply assume that the
network output is O before the escape, i.e., t < ¢*, and 1
after the escape, i.e., t > ¢*. Using this, we can explicitly
compute the loss function,

£(r) = / " dt{olk(n)] - o(1)2.
_ / " At {ole(n]) + / Aok - 112 (16)
0 T

There are three important regimes here:
(1) * < T, when the output turns on too early,
(i) T <t* < 2T, when the output turns on late, and
(iii) 2T < t*, when the output never turns on during
the task.
Let us start with the first case, t* < T,

L(r)= Td = =T-"_ f —2 17
T—-t"=T- > .
(r) /t t t NG orr (17)

Next, we consider the second case, T < t* < 2T,

r b3 2 7
L = dt=——-T, for —<r<—. (18
(r) /T NG or ez ST S g (18

Finally, we consider the case t* > 2T,

2

L(r)=T forr< % (19)

When the output never turns on (i.e., t* > 27T), the loss
function is constant. We will show below that this leads to
a failure mode of the model, in which overconfidence
in incorrect output [here, &(¢f) = 0 for r€[0,27]] halts
learning. Bringing all cases together, we find the loss
function

c(r)—{)T‘zLﬁ

T otherwise

72 _rr
forr2—16T2f4,

(20)
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and the gradient as

2 2
T for I <r<zs

4r 16T 477>
2
VL(r)={ 5 forr>/5, (21)
2
T
0 for r < 1672 °

When r* = [z?/(4T?)], this loss function is zero, achiev-
ing the global optimum. Thus, as expected, the loss
function does have a minimum at a value r* ~ 7~2. In this
minimum, the state variable [«(#)] lingers around the
origin with negligible changes up to 7, before abruptly
shooting off to 0. Even though the canonical model has
no fixed points for r* > 0 (and thus for any 7'), the origin
resembles one [for t< T, k=r"+x>~r" leads to
negligible changes in x(#) ~ 0], hence the name ghost.

E. Extracting actionable insights about abrupt
learning with ghost mechanism

To extract further insights from the analytical loss
function and its gradient, we plotted Eq. (20) and numeri-
cally calculated loss function values (with finite &, c)
with respect to r in Fig. 2(a), which revealed three distinct
regimes:

(1) For any r < r*/4, loss minimization would enter

a no-learning zone and cannot easily recover due
to flat loss function values, i.e., zero gradients
[VL(r < r*/4) = 0] in the analytical limit. We call
the boundary of this regime, r = r*/4, the “point of
no return.”

(2) Though r* is a global minimum, the gradient is
discontinuous at r = r*, i.e., VL(r - r*) does not
exist, which leads to oscillatory behavior near
the minimum, implying the existence of a critical

learning rate (a*) for a naive gradient descent
approach [i.e., updates of the form r — r — aVL(r),
where a is the learning rate], beyond which learning
stops. For any a > «*, the training process would
eventually enter the no-learning zone (where gra-
dients are exactly zero in the limit ¢ — o0) and can
no longer recover.
(3) Picking the learning rate close to a* is necessary to

achieve learning as the loss function quickly satu-
rates to flat values, i.e., £(r) — T for large r > r*.
Since the loss function also changes abruptly for
(r*/4) < r <r* (between 0 and T), minimizing it
would lead to an abrupt decline as r — r*.

Apart from predicting its existence, our canonical model

enables deriving an exact formula for the critical learning

rate . Consider the derivative at r = r*,

72 —@ from the left,
at r=-—:VL(r) = N (22)
4T 2%2 from the right.

With a learning rate a*, the model would be thrown from
the global minimum to the point-of-no-return boundary and
get stuck in the no-learning zone during the oscillations if it
receives the following update:

3 3n?
a|VL(r)|,., = Zr* “Ter2 ¢

By 3zt s

=33 T—. (23)
For any a > a*, the model would eventually pass the point
of no return and output only zeros. Most notably, after
rescaling the loss function, and subsequently the gradient,
with 1/T to match a mean-squared error, the critical
learning rate scales with an inverse power law o ~ T™%;

(@)g 1 —\ (2) oscillatory (b)8 1 (c) dg

S (1) point Gf minimum S M 310 , Learningrate =
[0} B : _ -
@ | noreturn (3) rapid g Leamning rate 3 Optimal =z 1830 2 sl
o ] decay of loss 5 = = 1010 > value 8 ) f?’ i Epoch
| Confidence *, 5] m=q=10° 5 > ]\'& = 1,000
N level = T . g ’ = 2,000
] it ] 2) € Point of = v = 3,000
E | o¢2 (1)'1 % @ , g0 ,/ no return g fert = 5,000
So 20 & 5 10,000
0 0.0005 ) 1600 ~ 2000 3000 0 1000 2000 3000 Z  Jom igmioe T i0%
Parameter value (r) Number of epochs Number of epochs Learning rate

FIG. 2. The canonical model trained on the DA task exhibits abrupt learning and co-occurring learning instabilities. (a) We compared
the analytical loss function (black line) vs those computed from realistic parameters (colored dots), in which the model output was
defined via a sigmoid function (k) = o[c(k — &)]. The loss function had three distinct regimes: (1) a point of no return, (2) a minimum
with nonzero gradient, and (3) rapid decay of the loss function for r > r*, where r* = [z?/(4T?)] is the global minimum. We illustrate in
(b) how each regime affects the training. Parameters: 7 = 100, Az = 0.1, and ¥ = 10. (b),(c) Initializing at r := 10r*, we minimized the
loss function values using gradient descent with different learning rates, recapitulating all three regimes in learning dynamics. Plots show
loss function (b) and parameter values (c) vs number of epochs. Notably, for a = 107!9, even though the loss function decreases abruptly
around epoch 1500, the network does not undergo any bifurcations, as evident from r not changing its sign during learning. (d) The loss
function values normalized by T at various epochs vs learning rates used for the training process. The canonical model learned best with
lower learning rates with more epochs of training. As predicted by Eq. (23), learning is no longer possible for a > 9 x 10719, Solid lines,
means; error bars, standard error of the mean (SEM) over 10 training instances, in which r was initialized following a normal distribution
that has the mean 107* and the standard deviation */10. (b)-(d) 7 = 100 and &k, ¢ — oo (analytical model).
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i.e., longer delay timescales make learning progressively
harder and require increasingly fine-tuned learning rates.

To verify the three theoretical insights above, we con-
ducted optimization experiments with naive gradient
descent and fixed learning rates [Figs. 2(b)-2(d)], where
a single epoch corresponds to a numerical update with the
analytically computed gradient. Starting the training from
r = 107" and using a learning rate @ < o, we observed
an abrupt decay of loss function values around epoch
1500, followed by oscillations near the global optimum
[Figs. 2(b) and 2(c)]. In contrast, picking a larger learning
rate, @ > o, pushed the network into the no-learning zone
[Figs. 2(b) and 2(c)]. Moreover, varying the learning rate
values confirmed that there was indeed a critical learning
rate o beyond which learning did not take place
[Fig. 2(d)]. The numerical value of the critical learning
rate matched the theoretical prediction (a* ~9 x 10710)
from Eq. (23). Even though smaller learning rates led to
lower final errors, learning within few epochs was achieved
only with learning rates close to criticality, a ~ o*.

Finally, since r values are always positive during learn-
ing, the abrupt decays in [Figs. 2(b) and 2(c)] are not
preceded by bifurcations, but rather through the emergence
of ghost points followed by careful fine-tuning of the scale
parameter r. Interestingly, even though a global minimum
with zero loss value exists, the canonical model cannot
easily attain it using gradient descent due to complex
learning dynamics (Fig. 2), which is not necessarily
remedied by using standard optimization strategies, e.g.,
adding momentum or adaptive methods [48,49]. In fact,
both can exacerbate the problem: Momentum accumulates
small updates, which can prevent recovery once the system
escapes the loss plateau and slightly overshoots r ~ r*;
adaptive methods increase the effective step size in flat
regions (r > r*) by shrinking their gradient history term,
which can lead to instability near the parameters that form
a ghost (r ~ r*).

Overall, learning instabilities are expected in overpar-
ametrized RNNs [9] or deep-learning models solving
complex tasks [50]. Here, a simple canonical model with
just one state variable and one parameter already captures
several complex learning behaviors commonly observed
in practice, such as oscillatory minima [see blue lines in
Figs. 2(b) and 2(c)]) and a range of effective learning rates
[Fig. 2(d)].

III. GHOST DYNAMICS IN LOW-RANK RNNs

To test whether ghosts emerge during training in RNNs
and whether their formation follows the predictions of
the canonical model, we study the learning dynamics in
low-rank RNNSs trained to solve working-memory tasks,
which we show involve formation of ghosts. Low-rank
RNNs provide a natural test bed for this investigation.
On the one hand, their dynamics can be reverse engineered
and interpreted through low-dimensional phase portraits

[51-53], offering direct access to the mechanisms that
emerge during training, i.e., an advantage not available
in full-rank counterparts (see Sec. IV). On the other hand,
focusing on low-rank dynamics is not overly restrictive:
Even full-rank RNNs often converge to low-dimensional
solutions [51], and our canonical model already captures
local one-dimensional dynamics near ghost points (Sec. II).
For these reasons, we begin with rank-one and rank-two
RNNSs, where interpretability is clearest and direct links
to the canonical model can be drawn; whereas Sec. IV will
generalize the insights derived from low-rank RNNss to the
case of full-rank RNNs.

Specifically, we analyze a representative class of RNNs
with the following equations:

wx(t) = —x(t) + tanh[Wx () + Wihu(t) + b + €],  (24)

where x(7) €RY are firing rates of N neurons, 7 > 0 is
the neuronal decay time, and W € RVN and b € RV are
trainable weights and biases. Here, u(7) € RM» refers to
optional control inputs, which we will use for the working-
memory tasks below, W € R¥*Nin are corresponding input
weights, and € is an optional noise term that is set to zero
unless explicitly stated. In this section, we focus on rank-
one or rank-two RNNs, in which W is constrained to have
N — 1 or N — 2 zero singular values, respectively.

A. Connecting ghost mechanism to rank-one RNNs

Rank-one RNNs are theoretically capable of solving the
DA task by virtue of their universal approximation property
[53,54]; i.e., they can approximate the canonical model
in Eq. (12) with arbitrarily small error. To make this
connection explicit, we first enforce a rank-one structure
and show that the resulting high-dimensional dynamics
reduce to a one-dimensional latent dynamical system. This
reduction of Eq. (24) is standard [53] and has also been
established in alternative RNN formulations [52,54,55].
Building on this reduction, we then show that the latent
system’s parameters can be mapped directly onto the scale
parameter r of the canonical model. This mapping links the
abstract, analytical ghost dynamics to the concrete training
dynamics in low-rank RNNs and provides a principled
account of nonlinear learning dynamics, which we will
illustrate in the next subsection.

We start by enforcing the rank constraint, i.e., by
constructing W ="K m®n®7T for m* eRN and
n® e RN and k = 1, ..., K denoting the rank. Using this
relationship and assuming K = 1 and no inputs for sim-
plicity (we now drop the superscript k; derivations for
larger ranks K > 1 follow similarly), we can define a latent
variable, x(t) =n’x(t), such that the RNN equations
transform into a one-dimensional form,

tic(t) = —«x(t) + n! tanh[mx(t) + b] = f(k;m,n,b), (25)
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which we refer to as the latent dynamical system [53]. In
this transformed picture, training the RNN will implicitly
update the parameters of the low-dimensional dynamical
system, leading to the learning of desired dynamics
[f(k;m,n,b)] [53,54]. We do not impose constraints on
the latent system itself. Instead, the RNN is optimized to
solve the task with a readout defined from the latent
variable, o(¢) = y(k(z)], where y(-) is a parametrized
function (e.g., a sigmoid; see below). This procedure
allows us to use the learned parameters (m, n, b) and
Eq. (25) to visualize the latent dynamical system that
emerges during training. (For further discussions of latent
dynamical systems in low-rank RNNs satisfying Eq. (24),
see Ref. [53].)

For now, we assume training has converged on a task
requiring ghosts, so that a local speed minimum has
emerged at k = k*. Then, we can write the learned flow
near k* as

= f(x) =7+ plk—«)* + O[(k —x*)’].  (26)

where we recall the connection r = yf from Eq. (11) and
denote f(x;m,n,b) concisely as f(x). Our goal is to
connect r to the set of parameters (m,n,b). We first note
that the speed minimum at ¥ = x* leads to the condition

&) =0=

N
nym;[1 — tanh?(m;c* + b;)] = 1. (27)

i=1

The corresponding values of y and f in terms of (m,n,b)
are

N
n; tanh(m;x* + b;),

i=1

y=—-«"+ (28a)

N
B == nm?tanh(mix" + b;)[1 — tanh?(mx* + b;)].
i=1

(28b)
Notably,
r=py=gm,nb,«x(mn,b)) (29)

constitutes a function that depends on the parameters
(m,n,b) explicitly, while x* depends on these parameters
implicitly through the constraint. This function is too
complicated to admit a closed-form analytical expression,
at least within the knowledge of the authors. Nevertheless,
for finite N, all components are analytic, involving only
algebraic operations and the smooth nonlinearity tanh(-).
Consequently, the change in r:= r(m,n,b) under infini-
tesimal perturbations (Am, An,Ab) is linear. Formally,
by Taylor expansion, we obtain

r(m1+Am1,...,n1+An1,...,b1 +Ab1,>
Msenby )+ Ar+O(||(Am,An,Ab)|)3),
(30)

=r(my,...
with the first-order increment

A—NarA NarA NarAb 3]
”—Zami mi+;6_rzi ni+;0_bi i (31)

i=1

Each partial derivative contains both explicit contributions
from m, n, b, and implicit contributions through
k*(m,n,b). Thus, for sufficiently small parameter changes
(Am, An, Ab), e.g., under a small learning rate, Eq. (31)
describes how parameter updates induce a change in r.
Thus, a gradient descent on (m,n,b) would change the
parameters of the low-rank RNN, but can we connect the
resulting change to the gradient-driven parameter updates
of the ghost mechanism?

Fortunately, Eq. (31) provides the necessary link
between Ar and VL(r). To see why, note that the one-
dimensional reduction near the ghost is assumed to capture
the observed neural activities during task performance.
Since the loss is computed from these activities, we
assume that perturbations of (m, n, b) that leave r invariant
leave the loss approximately unchanged, so that
L(m,n,b) ~ L(r). Now, we recall that the canonical model
prescribes this change directly as

Ar = —aVL(r), (32)

with learning rate . In the low-rank RNN, by contrast, r is
not updated directly but through parameter updates,

o0L(m,n,b)
Am; = —q————=, 33
m; a om; (33a)
oL(m,n,b)
An, = —q 22V 1-0) 33b
= a2 (330)
oL(m,n,b)
Ab. — —
b, a b, , (33c¢)

for i =1, ..., N. Substituting Eq. (33) into Eq. (31) con-
nects the gradient dynamics in Eq. (32) to the learning
dynamics of low-rank RNN by

3 h&mmMW, (34)

o€ (m;,n;,b;)

VL(r) =

for coefficients h(m,n,b) = V,r [where V, refers to the
gradient with respect to the parameters (m,n,b)] that
depend on the parameters forming the ghost in the first
place. This equation is simply the inner product of the
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coefficient vector h(m, n,b) and the gradient with respect 6(1‘) = g[C(K - f()]’ (36)
to RNN parameters VyL(m,n,b). Thus, the update to the
canonical parameter r can be written as a projection of the ~ for some & > 0. Training the network corresponds to

high-dimensional gradient of low-rank RNN parameters, minimizing the difference between o(#) and o(z) while
updating the parameters (m, n, b). Unless otherwise stated,
Ar=—-aVL(r), for simplicity, we fix k = 1 (without loss of generality) and
~ —ah(m.n.b)"V,L(m,n.b), ¢ = 10, though we will also report training results with
learnable ¢ below.
=h(m,n.b )TA‘9 ) (35) As a first step, we confirmed that rank-one RNNs exhibit

the ghost mechanism to solve the DA task when trained
where A = —aV,L(m,n.b) refers to the parameter  with a suitable learning rate [Fig. 3(a)]. During learning, we
update in the rank-one RNN. This equation establishes a observed the emergence of a (local) ghost point [Fig. 3(a)],
direct linear connection between the update of the canoni-  \yhich coincided with sharp transitions in both the loss
cal parameter Ar and the update of the low-rank RNN  fypction (abrupt decay) and the L, norm of the gradient
parameters A@: The former is obtained as a projection of  (abrupt increase). Importantly, the latent variable near the
the latter onto Vyr. ghost point had very slow time dynamics, leading to slow
In essence, Eq. (35) is an application of the chain rule to  changes in latent activations. By fine-tuning the distance at
the dependency r = r (m, n.b), relying on the analyticity of  the ghost point [similar to r in Eq. (12)], RNN learns to wait
this mapping and holding under the conditions of small  fo 5 delay period of T and output one only after the latent
learning rate (which is necessary for learning a large  yarjable escapes the ghost point. When we studied the
timescale; as derived in Sec. II) and correspondingly.srr.lall development of this ghost point in the latent dynamical
parameter updates. Under these assumptions, vanishing  gystem, we uncovered that the latent dynamical system has
slopes, ill-conditioned directions, or bifurcations that always had one fixed point (there was only one fixed point
hinder learning in the canonical dynamics are likewise — ,per every epoch within x € [15, 15]). Consequently, as in
expected to appear in the learning dynamics of the low-rank .. <anonical model, this RNN created the ghost point
RNN parameters as we show next. without undergoing any bifurcations, but by carefully fine-
tuning the minimum speed value at the ghost.
Similar to the canonical model, the learning dynamics
in rank-one RNNs also showed the oscillatory behavior
We now turn to the learning dynamics of rank-one RNNs for low loss function values [Fig. 3(a)]. Yet, unlike the
trained to solve the DA task and compare them to the  canonical model, we observed that the rank-one RNN was
predictions of the canonical model. For this task, we define  able to eventually escape the oscillations and decrease the

B. Reproducing theoretical results
from the canonical model

the RNN output as loss further. Studying the learned latent dynamical system
(@) Learning rate = 0.003 (b) Learning rate = 0.02
g Loss function — Epoch
® ™ Output=0 | Output=1 @ Gradient norm ™ poc
g £ P P g 1 T < 5,156
© (i) E’ 5 © q ez ; 2 me 5,163
2102 2 > 102 > — 5,166+
B (ii) 20 > B =
N 2 Epoch N 2
® 10+ (iii) O _ — ®© 1041104 v [} =
£ I(_;osz.valtu o S 2 200,001 £ 5000 pontor 6200 O ° T
2 radient norm g = 499001 § no return —, g
0 500 = -5 0 5 0 5 F -5 0 5
Number of epochs (x1000) Latent variable (k) Number of epochs (x1000) Latent variable (k)

FIG. 3. A rank-one RNN trained on the DA task reproduced the main findings of the canonical model. We trained a rank-one RNN on
the DA task, in which the output of the RNN was defined as 6(k) = o[c(k — 1)]. Here, « is the latent variable and c is the confidence
level. (a) Left: the RNN trained with a relatively low learning rate showed the abrupt jump in the loss function [between (i) and (ii)] and
had oscillatory behavior before converging to a minimum [between (ii) and (iii)]. Right: the resulting network learned local ghost points
with a small, but nonzero, distance from the y = 0 line. (b) When training the same network with higher learning rate, a saddle-node
bifurcation occurred, putting the network beyond the point of no return. The network could no longer recover, as indicated by the
practically zero gradient after the bifurcation. Parameters: 7 = 10 ms, A =5 ms, 7 = 100 ms, N = 100 neurons, ¢ = 10. We sampled
initial RNN parameters following m; ~ N'(0, N71), n; ~ N (0, N7!'), and b; = 0 for i = 1, ..., N neurons. Here, A (u, 6?) refers to a
normal distribution with mean y and variance ¢>. We initialized all units to be x;(0) = —0.3 and used stochastic gradient descent. Red
dots correspond to the initial values of x(7) for the final networks. “Gradient norm” refers to the £, norm of the (flattened) gradient
computed over all trainable parameters. Training videos for multiple seeds are available via the Zenodo link in Ref. [56].
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revealed that the escape was accompanied with a sharp-
ening of the curvature around the ghost [Fig. 3(a)], whereas
our canonical model had a fixed curvature regardless of r.
With the increased curvature, x(7) spent less time in
uncertain states around &, i.e., those with 0~ 0.5, and
the output abruptly transitioned from zero to one. Though
prior work has shown that networks with many parameters
are more expressive compared to their counterparts [54],
this observation suggests an added benefit: They may have
desirable loss landscapes to achieve the global minima
(which may exist but remain unattainable) in less expres-
sive models, echoing earlier work on Gaussian random
fields in high-dimensional spaces [57].

Next, we increased the learning rate to test the prediction
of criticality. As predicted, this prevented learning alto-
gether [Fig. 3(b)]. Specifically, we examined the latent
dynamical-system evolution in a rank-one RNN trained
with a high learning rate [Fig. 3(b)]. Similar to the
canonical model, the network underwent a saddle-node
bifurcation and remained stuck in a no-learning zone with a
nearly zero gradient. Though one might think that the fixed
nature of the output confidence was the reason, we
observed that another network, in which ¢ was trainable,
still got stuck in the no-learning zone (see the data and code
available via the Zenodo link in Ref. [56]).

In summary, low-rank RNNs, whose high-dimensional
neural activities are described by a one-dimensional latent
dynamical system, displayed all three properties predicted
by the canonical model: Abrupt loss decreases with ghost
formation, oscillatory minima near the optimum, and a
critical learning rate that can drive the network into a no-
learning zone.

C. Ghost mechanism in working-memory tasks

Having established the ghost mechanism in the simple
delayed-activation task, we next asked whether similar
dynamics also emerge in more demanding working-
memory paradigms [58,59]. We focused on two canonical
tasks: delayed cue discrimination (DCD) and delayed
match to sample (DMTS). In both tasks, the RNN receives
an input cue of value +1 for a duration T, followed by a
delay interval T4,y during which the network must retain
this information. In the DCD task, after the delay, the RNN
is required to output =1 corresponding to the original cue
for a response window T',. In the DMTS task, a second
cue is presented after the delay for another T, interval, and
the RNN must then report whether the two cues match by
producing 1 (match) or O (nonmatch) during the response
window T,

Although rank-one RNNs might, in principle, solve
these tasks, in practice, they failed to converge to accurate
solutions. We therefore considered rank-two RNNs, whose
activity (assuming no noise) is effectively captured by a
two-dimensional latent dynamical system, which was at

times driven by some control inputs u(¢) € R? depending
on the task,

ti;(1) = —«;(t) +nY)7 tanh(z (7)),

2
2(t) = > mVk;(t) + Wu(t) + b, (37)

where the latent variables are defined as «;(t) = n)7x(r)
for j = 1, 2. The output is read out from latent variables via
o(t) = wiwl k(1) + boy, where w,, € R? and b, € R are
output weight and bias parameters, y is task-dependent
output nonlinearity (tanh for DCD, ¢ for DMTS, Fig. 4).
Training the RNN parameters therefore corresponds to
updating the parameters of this low-dimensional system,
just as in the one-dimensional setting of Eq. (25). We used
this formulation to visualize and study the learned latent
dynamics via two-dimensional phase portraits in the
absence of control inputs (Fig. 4).

In both tasks, training trajectories exhibited abrupt loss
drops proceeded by oscillatory gradient norms, coinciding
with the emergence and subsequent tuning of the ghost
mechanism (Fig. 4). For the DCD task, two sharp loss
transitions appeared within the first 8000 epochs [Fig. 4(a),
markers (i)—(iii)]. Examining the latent phase portraits at
these transition points revealed distinct mechanisms under-
lying each jump [Figs. 4(b)—4(d)]. During the first jump,
between (i) and (ii), the RNN underwent a bifurcation and
acquired bistable dynamics with attractors corresponding to
the go and no-go outputs [Fig. 4(b), middle]. These new
fixed points enabled discrimination of the input cues, but
because no mechanism yet existed to delay the output, the
RNN produced premature responses [Fig. 4(c), first panel].
The second jump in the loss, between (ii) and (iii), led to the
formation of two cue-specific ghosts [Fig. 4(b), right].
These bottlenecks prolonged trajectories in a cue-
dependent manner, suppressing premature outputs during
the delay and enabling the timed transition during the
response window [Fig. 4(c), second panel]. In later epochs,
marked as (iv) and (v) in Fig. 4(a), the loss decreased
gradually as the timescales near the ghosts were fine-tuned
[Fig. 4(d), left] and, eventually, extended slow regions
formed [Fig. 4(d), right]. Ultimately, these changes allowed
the RNN to delay its output for precisely the required
duration [Fig. 4(c), last two panels].

A similar sequence of learning processes unfolded in the
learning of the DMTS task [Figs. 4(e)—4(h)]. In the early
epochs, marked as (i)—(iii) in Fig. 4(e), training again
exhibited abrupt loss changes followed later by oscillatory
gradient norms. At this stage, the latent dynamics failed
to reliably separate match from mismatch trajectories
(Figs. 4(f) and 4(g)]. While several transient ghosts
emerged in this window [Fig. 4(f)], these were not yet
arranged to maintain or compare cue information across or
after the delay, respectively. As a result, network outputs
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down the dynamics as needed [Fig. 4(h)]. This configuration
gated progression within the latent dynamics, forcing trajec-
either knocking them out to a larger cycle that produced a
positive output or leaving them confined to smaller cycles that
and generated a properly timed match vs no-match response

preserved information about the initial cue during the delay
after the second stimulus [Fig. 4(g), final panel].

tories to linger near a ghost until the second cue arrived, i.e.,
yielded zero outputs [Fig. 4(h), right]. In this way, the network

last

’

In later epochs, the network had acquired the ability to

GHOST MECHANISM: AN ANALYTICAL MODEL OF ABRUPT ...
correctly distinguish and compare the cues [Fig. 4(g)

resembled the behavior of the simpler delayed-activation

task, responding in the same way regardless of the input
two panels]. At this stage, several oscillatory cycles had

formed in the latent phase portraits, which enabled cue
comparison, with ghosts positioned in their vicinity to slow

patterns rather than performing the intended cue compari-

son [Fig. 4(g), first two panels].
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FIG. 4. Rank-two RNNs trained on two commonly studied working-memory tasks exhibited ghost mechanisms. (a)—(d) A rank-two RNN
was trained on a delayed cue discrimination task, where the network observed one of two cues (+1 for go, —1 for no-go) and, after a short
delay, produced an output indicating the cue identity. (a) Training dynamics were characterized by abrupt transitions, oscillatory gradients,
and sharp spikes in the loss values. Five representative epochs were marked with colored labels and discussed in subsequent panels. Data
points for every 100 epochs are shown. “Gradient norm*” denotes the sum of Frobenius norms of gradients for the low-rank components of
the recurrent weight matrix. (b) Latent phase portraits revealed distinct mechanisms underlying these transitions. Between (i) and (ii), the
network learned a bistable dynamical system, with attractors corresponding to go and no-go output states. Between (ii) and (iii), the RNN
learned two trial-type-specific ghost points, prolonging latent trajectories near the decision boundary. Flow speed is color coded, arrows show
normalized flow directions, red and green bands denote the decision band [6 €[—0.5,0.5] for a tanh(-) output nonlinearity and
0€[0.27,0.73] for a o(-) output nonlinearity], purple crosses mark speed minima (identified numerically from the phase portraits with
nearest-neighbor comparisons), and blue and red circles track latent states for representative go and no-go trials. (c) Plots show network
outputs across distinct epochs. Dashed lines denote averages within trials of the same type; the SEM values are negligible. (d) A close-up of
the latent phase portrait at two later epochs, marked with (iv) and (v), in which ghost timescales are fine-tuned and extended slow regions
emerge, respectively.(e)—(h) Same as in (a)—(d), but for a rank-two RNN trained on a delayed match-to-sample task, in which the network
receives two input cues (1) separated by a delay and has to output whether these cues match (1) or not (0). Similar to before, RNN underwent
several regimes of learning [denoted as (i—iv)] in (e), with each mechanism (f) endowing the network output with a unique capability (g). In the
final solution, ghosts emerged around and on an oscillatory cycle to delay the network output and to aid matching of the two cues (h).
Parameters: 7 = 10 ms, At = 5 ms, N = 100 neurons. Initial neural activity values (batch size of 500 for each trial type) were sampled as
x;(0) ~ tanh(N(0,0.3%)). Recurrent weights for the rank-two networks are defined as W = MN, with initializations M;; ~ N'(0, 1),
Nji ~ N (0, N _1) fori =1,...,N and j = 1, 2, such that W is constrained to be rank two. Input and output weights are initialized using
Xavier uniform initialization. Neuronal biases are initialized via b; ~ N (0, 0.12) for i =1,...,N and the output bias is initialized by
sampling uniformly from [—1/+/2, 1/+/2]. For (a)—(d), the network was trained with gradient descent (learning rate 10~3); Tipp = 10 ms,
T getay = 50 ms, and Ty, = 50 ms. No additional noise was added to the neurons during forward evolution. For (e)—(h), the network was

trained with ADAM [48] (learning rate 10™%); T, = 30 ms for both input windows, T'gejay = 80 ms, and T, = 50 ms. A random noise with

zero mean and 1072 s.d. was added to individual neural activities at every time step. Training videos for multiple seeds are available via the
Zenodo link in Ref. [56].

Taken together, our results on the DCD and DMTS tasks
suggest that rank-two RNNs can acquire working-memory
behavior through transient, ghost-induced bottlenecks in a
two-dimensional latent space. These bottlenecks emerged
alongside loss jumps and enabled short-lived memory via
slow passage near ghosts, providing an effective delay
without trapping the dynamics in stable attractors. Thus,
although our study of the delayed-activation task may
appear to be a highly constrained scenario, ghosts arise
naturally across distinct working-memory tasks.

IV. INSIGHTS FOR FULL-RANK RNNs

We now extend our analysis to full-rank RNNs, where
lifting the rank restriction expands both the parameter space
and the dimensionality of the underlying dynamical sys-
tem, enabling the networks to explore higher-dimensional
manifolds and exhibit qualitatively richer behaviors [30].
In this section, we first illustrate that ghosts can emerge in
full-rank RNNs during learning. Then, we continue by
studying three key aspects that reveal both shared princi-
ples and distinctive features between low- and full-rank
RNNs. First, both exhibit critical learning rates beyond
which learning fails, though full-rank networks reach
criticality at higher values and display more stable dynam-
ics overall. Second, oscillatory gradients and associated
no-learning zones emerge in both cases, demonstrating the
generality of these phenomena. Third, we demonstrate that
these no-learning zones arise from the properties of the

learned dynamical system and its outputs, rather than
architectural assumptions. By designing an output mapping
that controls confidence levels, we show that networks can
escape no-learning zones and resume learning, validating
our mechanistic understanding.

A. Ghost dynamics in full-rank RNNs

We now turn to full-rank RNNs by lifting the rank
restriction on the weight matrix W& RNV and study
full-rank networks whose dynamics are described by
Eq. (24). Prior studies have shown that such networks
often develop speed minima that are not fixed points,
known as “slow point manifolds,” when trained on
working-memory tasks [10,45,60-62]. We now show that
full-rank RNNs develop the same ghost bottlenecks intro-
duced in Sec. Il A and demonstrated in low-rank networks
(Figs. 3 and 4). These bottlenecks constitute a special form
of slow points that funnel nearby trajectories through
transient slow regions in state space and can be imple-
mented without explicit dimensionality restrictions.

To start with, we equip the full-rank RNNs with readouts

6(0 = W(Wgutx(t) + bout)v (38)

where () is a fixed nonlinearity: sigmoid (DA and
DMTS tasks) or tanh (DCD tasks); and readout is now
taken from the full population via N-dimensional weights
wo e RV with b°*€R being the output bias. For an
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autonomous RNN, whether fixed, slow, and ghost points
exist depends on the subset of parameters @ = {W,b}.
To identify such speed minima, we analyzed autonomous
dynamics by setting all inputs to zero, as task inputs
are sparse. Following [45], we define an RNN-specific
energy function as,

2

o) =3 . ()

N
—x; + tanh (Z Wix, + b,»)

a=1

which we minimize over x while holding @ fixed. Since this
nonconvex optimization can yield multiple minima, we
initialize x with neural activities observed during normal
network operation and perform minimization using a
PYTORCH-based model. A detailed implementation is

provided in the shared codebase (see the data and code
availability statement at the end). Using this procedure, we
reverse-engineered the inner workings of two representa-
tive RNNs as they performed DCD and DMTS tasks,
paralleling our discussion in Fig. 4 for low-rank RNNs.
For the full-rank RNN trained on the DCD task
(Figs. 5(a) and 5(b)), training dynamics showed sharp loss
decreases within the first approximately 200 epochs,
accompanied by oscillatory gradients. Extracting speed
minima from neural trajectories revealed the emergence of
two new fixed points as the underlying state-space phe-
nomenon during this transition. This bistable dynamical
system, similar to the low-rank RNN in Figs. 4(a)-4(d),
enabled the network to map input cues to the correct
outputs. At later stages, refinements in learning introduced
a ghost point, identified through the eigenvalue spectrum of

(a) Full-rank RNN (b) Epoch 11 Epoch 201 Epoch 1001 Epoch 3001
= trained on a DCD task Acc 0.39 Acc 0.86 Acc 0.96 Acc 0.98
T 10 I Lo o
5 I o
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9 I (LU
25 o
© > | [ [ =)
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A speed Trial type e ; . o}
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< o I £
)
5 0 (T 1 o
E m10 o I z
> 9 I I
2B !
® >10?| Loss valjes | i
8 Gradientinorm | ©
— !

| |
10° 102 10
Number of epochs

Trial type
™ Match JiNo match

* A speed

L F: Fixed point
minimum

S: Slow point G: Ghost

FIG. 5. Representative full-rank RNNs exhibited ghost mechanisms when trained on working-memory tasks. To illustrate that full-
rank RNNs can learn ghost mechanism to support working memory, we studied a full-rank RNN trained on a DCD task (a),(b) and
another one trained on a DMTS task (c),(d). (a) The learning progression curves as a function of epochs. Gradient norm refers to
the Frobenius norm of the gradient corresponding to the recurrent weight matrix. Most significant jumps occur within the first
approximately 100-200 epochs, with subsequent epochs refining the learning solution and gradually decreasing the loss function values.
(b) We extracted the speed minima from the neural activities of full-rank RNNs and studied their progression over learning epochs. The
plots show the neural trajectories projected down to the top three principal components (PC 1-PC 3). Diamonds belong to speed minima
found by initializing our numerical solver with the samples along the trajectories. The two speed minima at epochs 1001 and 3001 (with
orange colors) are ghosts, characterized by each Jacobian having one effectively zero and otherwise all negative eigenvalues. Others are
fixed points (though all are not necessarily attractive). The color scale on the right denotes the normalized speed (||7x||,) of the fixed,
slow, or ghost points. (c),(d) Same as in panels (a),(b), but for an RNN performing a DMTS task. Notably, this RNN also utilized a slow
point during learning transitions, which is distinct from ghosts in the sense that its Jacobian can have positive eigenvalues (compare
panels (b) and (d)). Parameters: 7 = 10 ms, At =5 ms, Ti,, = 10 ms, Tgeay = 50 ms/150 ms for panels (b) and (d), respectively,
Tyesp = 50 ms, and N = 100 neurons. Firing rates are initially sampled following x;(0) ~ tanh(A/(0,0.1%)), iid noise with an s.d. of
1072 is added to each neuron during every step of the time evolution. We initialized the recurrent, input, and output weights using Xavier
uniform initialization [63]. Neuronal biases are initialized from the uniform distribution on [—1, 1], whereas the output bias is taken from
the uniform distribution on [—0.1, 0.1]. We trained the networks with gradient descent, each batch containing a single trial from each
type and a = 1072, Accuracies (Acc.) denote the average agreement between ternarized (thresholds #0.33; (a),(b)) or binarized
(threshold 0.5; (c),(d)) network outputs and target outputs across all times and trials.
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the Jacobian computed from Eq. (39). Specifically, this
Jacobian exhibited one (approximately) zero eigenvalue
and otherwise negative values, in line with our definition of
a ghost in Sec. I A. This ghost prolonged trajectories
through a transient slow region for one cue, while for the
other trial type, the RNN delayed its response by curving
trajectories in the high-dimensional state space [blue vs
orange lines in the final two panels of Fig. 5(b)]. Thus, both
the ghost-induced bottleneck and the curved neural tra-
jectory enabled the network to suppress premature
responses and generate appropriately timed outputs, with
the former closely paralleling the progression of learned
mechanisms observed in low-rank RNNs [Figs. 4(a)—4(d)].

For the full-rank RNN trained on the DMTS task
[Figs. 5(c) and 5(d)], training dynamics again showed
abrupt loss transitions and oscillatory gradients. By epoch
1001, the network had developed a ghost in its state
space that indiscriminately delayed responses for all trials
[Fig. 5(d); first two panels]. Trajectories around this ghost
closely resembled the curved shapes observed in low-rank
RNNs [Figs. 4(e)—4(h)]. As training progressed, a slow
point also emerged: A local minimum of the energy
function that, unlike a ghost, can have positive eigen-
values in its Jacobian spectrum [Fig. 5(d), third panel].
Yet, with continued training, the slow point was not found
and the network introduced additional fixed points. These
fixed points, together with the existing ghost, were fine-
tuned to gate trajectories during the delay period before
the arrival of the second cue, eventually yielding a
correctly timed match vs no-match response [Fig. 5(d),
final panel]. Thus, the full-rank RNN trained on the
DMTS task relied on a combination of fixed points, slow

(@ Rank-1 RNNs Full-rank RNN
$ 1 - . o~
[0
> / |
% |
o10° Epochs 10°
9 = 10 000 == 50 000
N w20 000 == 100 000
£ 40 == 30000 -~ 200000 10
o
z 104 10 102 10" 10* 102 100

Learning rate
FIG. 6.

points, and ghosts to learn working-memory computa-
tions, paralleling the mechanisms observed in low-rank
RNNs [Figs. 4(e)-4(h)].

Overall, while earlier work established that full-rank
RNNs rely on speed minima to perform working-memory
tasks [45], our results show that ghosts, as defined in
Sec. II A, also emerge in full-rank networks and play roles
analogous to those in low-rank counterparts. There is,
however, a key difference in interpretability: Low-rank
RNNSs permit far more direct, analytical insights into the
underlying mechanisms (Figs. 3 and 4), whereas in full-
rank networks, the same structures are present but harder to
disentangle and require numerical analysis (Fig. 5).

B. Partial stabilization of critical learning rates
with loosely constrained ranks

In our canonical model of ghost mechanism, which was
trained to perform the DA task (Sec. II), we identified a
critical learning rate above which learning failed; lower
rates led to eventual convergence, but rates just below this
threshold yielded the fastest early progress [Fig. 2(d)].
Consistent with this, when we studied rank-one RNNSs
with outputs defined as in Eq. (36) that utilized the ghost
mechanism to solve this task (see Fig. 3), we found the
same qualitative pattern [Fig. 6(a), left]. Full-rank RNNs,
in contrast, have access to more expressive resources (e.g.,
additional loosely constrained ranks), which could, in
principle, stabilize training dynamics. As before, full-rank
RNNs continued to exhibit a critical learning rate [Fig. 6(a),
right], but the added ranks did substantially stabilize and
improve the learning dynamics: The critical learning rate
increased by nearly 2 orders of magnitude, and rates near

(b) Learning rate = 0.0022 Learning rate = 0.22

@ 1 1 ey
0} w "‘I‘w‘h”““'f| . T H] i
=}

2 \

; 102 M 102 W \’\\
? Number of ranks

o

> 10| 1 mm 4 30 . 104

S =2 mm 5 e 50

20| == 3 m=10 100 10 S
S

Z 10" 10* 10® 10* 10° 10810'" 102 10° 10* 105 10°

Number of epochs

Increasing the ranks of the RNNs available for training partially stabilized learning dynamics in the DA task. (a) We performed

the analysis in Fig. 2(d) for the rank-one (left) and full-rank (right) RNNs trained on the DA task. We reported means and standard errors
over ten random seeds. (b) We trained RNNs with varying ranks (1, 2, 3, 4, 5, 10, 30, 50, 100) on the DA task. Each line corresponds to a
run with a different seed. Left. The RNN trained with a relatively low learning rate showed the abrupt jump in the loss function values
and the following oscillations, similar to Fig. 3(a). Increasing the number of trainable ranks shortened the learning process, with milder
and sustained decreases in the loss function. Right. For a substantially high learning rate, few RNNs that could train without entering the
no-learning zone had higher ranks (here, K > 10). This result contrasts with the K = 1 case that is sufficient to solve the task. See the
Zenodo repository in Ref. [56] for additional data involving varying learning rates, where lower-rank networks progressively fail to train
with increasing a. Parameters: 7 = 10 ms, Az = 5 ms, 7 = 100 ms, and N = 100 neurons. We initialized all units to be x;(0) = —0.3
fori =1, ..., N and used stochastic gradient descent. For rank-one RNNs, we set ¢ = 10. For (a), rank-one RNN’s were identical to those
in Fig. 3 and had the same initialization procedure. The full-rank RNNs were initialized with W;; ~ N(O,N7Y), b; =0,
(Wou); ~ N (0, N71), and by ~ N (0, N~!). For (b), the readouts are taken from the full population x(¢) across all ranks with y(-) =
o(-) output nonlinearity. The networks were initialized similar to full-rank RNNs, except for M;; ~ N (0,N~") and N;; ~ N (0, N7").
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this value became optimal for sustained training (reminis-
cent of the “catapult mechanism” studied in a feedforward
context in Ref. [27]).

We next examined learning curves across different rank
configurations [Fig. 6(b)] and found that increasing the
number of trainable ranks in W consistently resulted in
learning with fewer epochs. Notably, full-rank RNNs
exhibited the loss jump up to 2 orders of magnitude faster
compared to their rank-one counterparts [Fig. 6(b); initial
loss jumps happen rapidly in all cases, note the log scale of
the x axis]. While some of the observed improvements in
training speed may arise from changes in the effective
initialization induced by varying rank constraints (which is
an interesting direction for future work on initialization
strategies for low-rank RNNs), we found that higher-rank
RNNs were substantially less likely to become trapped in
no-learning zones, particularly at larger learning rates
[Fig. 6(b)]. Despite this stabilization, full-rank RNNs still
entered and often remained in no-learning zones and
occasionally encountered oscillatory minima [Fig. 6(b)].
Thus, while loosely constrained ranks helped mitigate
learning instabilities, they did not fully eliminate them.
In summary, full-rank RNNs performing the DA tasks can
still have oscillatory minima and exhibit a critical learning
rate beyond which learning ceases, though adding ranks
increases the range of effective learning rates and improves
the training stability.

C. Oscillatory gradients and no-learning zones
in full-rank RNNs performing working-memory tasks

Encouraged by the results on the DA tasks, we next
considered full-rank RNNs trained to perform DMTS and
DCD tasks. Notably, RNNs often blend in ghosts within
other strategies to solve these tasks (Figs. 4 and 5);
therefore, it is, so far, an unanswered question whether
these other mechanisms make RNNs immune to the no-
learning zones. Here, we test this explicitly by training
RNNs to perform these tasks across a range of learn-
ing rates.

We started with the DMTS task and, as before, observed
the emergence of a critical learning rate in this task
[Fig. 7(a)], beyond which learning failed. Interestingly,
networks trained on this task showed abrupt improvements
in their loss functions, often accompanied by large
(and sometimes oscillatory) changes in the gradient norm
[Fig. 7(b)]. Moreover, in line with Fig. 6, these full-rank
RNNs displayed minimal oscillations near the minima, and
in some cases, these oscillations were absent altogether
[Fig. 7(b), left]. At high learning rates, gradients remained
small even when averaged over the full training window,
indicative of no-learning zones [Fig. 7(a)]. When examin-
ing individual training instances, we indeed found no-
learning zones, in which gradients were effectively zero
[Fig. 7(b)]. Next, we performed the same experiment
with full-rank RNNs performing DCD tasks, which
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FIG. 7. Full-rank RNNs exhibit both oscillatory gradients and
no-learning zones. (a),(b) Full-rank RNNs trained on DMTS
tasks. (a) Loss function values and Frobenius norms of recurrent
weight gradients as a function of learning rate. Each dot
represents a training run with a different seed (Nepochs = 20 000),
averaged over all epochs. (b) Learning dynamics for two example
runs, a & 1.44. The green solid line corresponds to the Frobenius
norm of the recurrent weights during training. (c),(d) Same as in
(a),(b), but for full-rank RNNs performing DCD tasks. For (d),
we used two representative runs trained with the learning rate
a~0.34. Parameters: 7= 10 ms, Ar=35ms, Tj,, =30 ms,
Tgeray = 80 ms, and Ty, = 50 ms, and N = 100 neurons. All
firing rates were initially zero and no noise was added during time
evolution. RNN parameters were initialized following the same
procedure as in Fig. 5 and training ensued with gradient descent
(each batch contains one trial per type).

qualitatively agreed with our findings from the DMTS
task [Figs. 7(c) and 7(d)].

In standard deep learning, vanishing gradients typically
originate from saturating neuronwise activation functions
and are addressed using piecewise-linear activations [64].
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FIG. 8. Lowering the spurious confidence allows recovering from the no-learning zone. (a) To illustrate how lowering output
confidence enables gradients to build beyond the point of no return in the ghost mechanism, we plotted the gradients of the canonical
model with respect to its scale parameter r, otherwise using the same parameters as in Fig. 2(a). Notably, excessively low confidence
leads to incorrect outputs, indicating the existence of an optimal confidence level for training (here, around ¢ ~ 0.1). For infinite
confidence, the gradient is exactly zero for r < r* /4. (b) To test the confidence lowering in practice, we trained 100 rank-one RNNs with
a confidence ¢ = 10 and the learning rate @ = 0.02 for 6000 epochs, otherwise using the same parameters as in Fig. 3. 74 out of 100
RNNs learned the task at some point, whereas 48 of them entered the no-learning zone (quantified as having training accuracy of < 0.5
for the last 50 epochs). We further trained these RNNs after lowering the confidence levels, which allowed them to recover. Left: the
Frobenius norm of the flattened gradient over all parameters. Right: the training accuracy as a function of number of epochs. Solid lines,
means; error bars, SEM over 48 networks that were in the no-learning zones within the epochs [5950, 6000]. Training accuracy is
defined as the agreement between discretized network outputs and target outputs (cf. Fig. 5). (c) To generalize the confidence lowering
to higher-rank RNNs, we trained full-rank RNNs on DCD tasks with & = 0.1 and compared the training dynamics of fixed vs learnable
output confidence. During the first 10000 epochs, c is trainable in both cases. Solid lines, means; shaded areas, SEM over 100 networks.
Parameters for (c): 7 = 10 ms, At =5 ms, Ti,, = 10 ms, Tgepay = 50, and Ty, = 50 ms, and N = 100 neurons. Firing rates were
initialized with x; ~ tanh[A/(0, 0.12)], random noise (with s.d. 10~%) added to the RNN at every time step, and training with gradient
descent with 20 trials (10 per cue) using the ADAM optimizer [48]. RNNs were initialized following the same procedure as in Fig. 5.

However, analysis of the RNN exhibiting a no-learning
zone in Fig. 7(b) (data available via Zenodo [56], refer to
code designated to Fig. 7) revealed that most firing rates lay
outside the saturation regime of tanh(-); that is, the hidden
unit activations were not saturated. Thus, the vanishing
gradients observed here stem from a different source: As
dynamical systems, RNNs are sensitive to small parameter
changes that can qualitatively alter their internal dynamics.
Confident outputs inherited from earlier epochs can trap the
network in a state where the output remains confidently
incorrect, blocking further learning. (See, for example,
Fig. 3(b), where postbifurcation dynamics remain stuck in
negative k values, yielding a confident zero output.)

Overall, our findings here reveal that, in full-rank RNNs
performing complex behavioral tasks, critical learning rates
and no-learning zones emerge as generic consequences of
how dynamical systems navigate optimization landscapes.
Notably, no-learning zones arise from dynamical failure
modes rather than the architectural or numerical limitations
typically encountered in deep learning. In the next section,
we make this observation concrete.

D. Lowering spurious confidence encourages recovery
from no-learning zones

Given the inevitability of the no-learning zones, which
appear whenever learning rates exceed critical values, we
next set out to identify a mechanism through which they
can arise. In earlier literature, vanishing gradients were
extensively studied and attributed to the repeated

multiplication of Jacobian matrices in saturated regimes
of nonlinearities, which drives gradients toward zero [20].
A natural question is whether the no-learning zones
observed here reflect the same phenomenon or, instead,
emerge from a distinct mechanism.

To answer this question, we return to our canonical
model solving the DA task (Fig. 2) and analyze why no-
learning zones arise. Recall that, with infinite confidence
(¢ = o), the model outputs 0 or 1 depending on whether
the state variable x(z) exceeds a threshold k¥ > 1. For a
given T, the optimal solution scales as r* « T~2 [Eq. (20)],
yielding outputs of O for the first 7' time steps and 1
thereafter. As discussed in Sec. 11, this scaling complicates
not only training for large T, but also places r* close to the
value 7 := r* /4, where the output remains identically zero
throughout the full 27 duration. For r < 7, variations in r
no longer affect the output, which stays zero despite
infinitesimal parameter changes. The loss function there-
fore becomes flat with zero local gradient.

If oscillations around the optimum or stochastic fluctua-
tions drive the system into this regime, learning halts,
independent of whether neural activities are saturated. The
resulting no-learning zones are thus distinct from the
classical vanishing gradient problem: They arise not from
architectural properties such as Jacobian contraction in
saturated nonlinearities, but from the structure of the
underlying dynamical system, where small parameter shifts
[e.g., from 7+ 6 to 7 — & for some small §; black line in
Fig. 8(a)] can induce qualitatively different outputs. This
abrupt change reflects the infinite confidence of the
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canonical model. By contrast, fixing confidence to finite
values during training preserves small but nonzero gra-
dients even within the no-learning zone, allowing eventual
recovery [Fig. 8(a)]. In other words, the no-learning zones
originate from the overconfidence of dynamical models in
their outputs: Small parameter changes in the dynamics
can globally alter predictions, leaving training trapped in
incorrect yet overly confident solutions.

We next tested this prediction in practice with rank-one
RNNS trained on the DA task, for which we have already
established no-learning zones for large enough learning
rates (Fig. 3). Specifically, we asked whether artificially
lowering confidence levels can help them escape no-
learning zones. To test this, we returned to rank-one
RNNs performing DA tasks and lowered their output
confidence [c, Eq. (36)] after they were stuck in no-learning
zones [Fig. 8(b)]. As expected, we found that reducing
confidence allowed the RNNs to become unstuck and
relearn the task [Fig. 8(b)], which aligns with the pre-
dictions of the canonical model, in which lower confidence
values permit small but nonzero gradients to form beyond
the point of no return [Fig. 8(a)].

The results from the canonical model and rank-one
RNNs suggest a general principle, which we next tested
in full-rank RNNs performing DCD tasks. To set and fix the
output confidence level in full-rank RNNs, we defined the
readout as follows:

(40)

Twx(t)+b
5(Z) — tanh (Cwoutx( ) + 0ul>’

[Woully

where the division by |[w||, (£; norm) introduces scale
invariance to w,. This modification effectively fixes the
confidence levels of the tanh(-) nonlinearity, similar to
Eq. (36) for the rank-one RNNs.

To better approximate realistic training conditions,
we trained full-rank RNNs using batches and the ADAM
optimizer [48], introduced noise into the firing rates, and
randomized the initial state across trials. With this setup, we
trained full-rank RNNs using a high learning rate that could
produce no-learning zones [Fig. 8(c), purple line]. As
expected, RNNs trained under this condition failed to
improve output accuracy [Fig. 8(c)]. Then, we manually
intervened at epoch 10000 by lowering and fixing the
output layer’s confidence [Fig. 8(c)]. Following this
intervention, output accuracy increased compared to the
baseline condition [Fig. 8(c)], in some cases even reaching
near perfect performance. However, excessively low
confidence values again prevented learning from being
sustained in the long run.

V. DISCUSSION

In this work, we introduced a canonical model that
provides an analytical description of abrupt learning
through the formation of ghost points. This model is not

merely illustrative, but rather an exact reduction of high-
dimensional dynamics near ghosts, recapitulating their
learning dynamics in an architecture-agnostic manner.
With this model, we derive an analytical scaling law for
the critical learning rate beyond which formation of ghosts
becomes impossible. While there are likely other mecha-
nisms for learning long-term dependencies [20], this
theoretical discovery provides one important piece of the
puzzle for why longer working-memory tasks seem to
require increasingly fine-tuned optimization; i.e., the sol-
ution, and not necessarily the architecture, requires it.
We validated these theoretical predictions across both
low- and full-rank RNN architectures, which involved both
the predicted oscillatory gradients and no-learning zones.
Furthermore, we identified two practical strategies for
stabilizing ghost-based learning: increasing the number
of trainable ranks, which partially stabilizes learning at
higher learning rates, and reducing output confidence,
which mitigates the associated vanishing gradient problem
in full-rank networks.

A. Why does the ghost mechanism lead
to abrupt learning?

An important aspect of the ghost mechanism is its
locality in both dynamics and the scale parameter.
Losing sight of this fact, and studying Fig. 2(a), may lead
to an incorrect interpretation, in which ghosts emerge only
within a small range of the scale parameter . Moreover, it is
not necessarily clear why r should start from large positive
values rather than, say, negative values. The key insight is
that we are interested in networks that are randomly
initialized, as in Fig. 3. As shown for rank-one RNNs,
random initialization is unlikely to have any meaningful
fixed-point structure in place [65]. Instead, as learning
progresses, the ghost emerges spontaneously at a specific
location [Fig. 3(a)], and this emergence is rapidly governed
as r approaches O(r*) from a regime with no fixed points
at all, i.e., from large r values. In this regime, the gradient
rapidly changes from flat to very high values as r
approaches O(r*) following Eq. (21), causing learning
to occur abruptly.

That being said, the loss function in Eq. (20) describes
only the local behavior of the scale parameter when the
speed minimum is already formed. Based on the success of
training across various conditions and initial seeds (Fig. 3),
there are likely many parameter configurations in high-
dimensional space that can map current RNN parameters to
a local ghost mechanism, i.e., following Eq. (29). On the
other hand, the large gradients emerging after entering a
parameter region governed by the ghost mechanism are
simultaneously both the blessing and curse of optimization.
For learning rates that scale as 7~* for delay duration T
(and therefore vanish when long-term dependencies must
be learned), these large gradients can trigger saddle-node
bifurcations and eventual entrapment in no-learning zones.

021058-17



FATIH DINC et al.

PHYS. REV. X 16, 021058 (2026)

This dual nature of the loss function clarifies why the ghost
mechanism can lead to both abrupt learning of new
capabilities and entrapment in regions of parameter space
with vanishing gradients.

B. A dynamics-first approach
to studying learning dynamics

Much of the machine-learning literature approaches
learning dynamics by first selecting specific architectures
that exhibit phenomena of interest (e.g., abrupt learning),
then analyzing their behavior [9,10,28]. However, this
architecture-first strategy can limit our ability to extract
universal principles of computation and learning. Here, we
adopt a “dynamics-first” perspective by focusing on prob-
lems solved by dynamical systems, specifically working-
memory tasks. We find that one common solution, the
ghost mechanism, enforces universal constraints on both
the time evolution of state variables and the learning
dynamics of network parameters. These constraints enabled
us to predict diverse phenomena across architectures: the
emergence of oscillatory gradients, the existence of critical
learning rates that scale with delay duration, and the
formation of no-learning zones where optimization fails
entirely. By deriving these predictions from the dynamical
solution rather than architectural specifics, we obtain
results that transfer from our simple canonical model to
low- and full-rank RNNs.

This success of the dynamics-first approach is particu-
larly relevant for systems neuroscience, where the goal is
often not to replicate the brain’s exact architecture but to
understand computational principles that govern neural
processing [52,53,59,67-71]. When RNNs are trained to
match neural recordings or perform behavioral tasks, they
serve as “digital twins” that capture functional dynamics,
which can be tested causally with experimental manipu-
lations [72], rather than replicating biological details at
the level of individual neurons [73]. These models are
valuable precisely because they abstract away from
implementation details to reveal computational motifs.
In this sense, neuroscientists have implicitly embraced a
dynamics-first approach, without necessarily articulating
the associated mathematics. Our canonical reduction
makes this philosophy explicit and precise: By isolating
the ghost mechanism, we identify one fundamental
dynamical structure that endows finite-dimensional con-
tinuous-time dynamical systems with the ability to main-
tain information over time, regardless of whether those
systems are artificial or biological.

Indeed, ghost formation itself is directly relevant for
computational neuroscience: Dynamical bottlenecks, like
ghosts shown in Figs. 4 and 5, are routinely observed in
trained RNN:s, i.e., in silico models of neural computation
[53,60,68], and may underlie short-term memory in neural
circuits [47]. Previous work has typically identified these
structures post hoc, using numerical methods to analyze

fully trained networks [45]. Our approach complements
this by revealing how such bottlenecks form during train-
ing, exposing both their computational utility and the
learning instabilities they create. The canonical model in
Eq. (11) thus provides a conceptual bridge between abstract
dynamical-systems theory and empirical observations in
neuroscience. Specifically, for dynamical systems to learn
ghosts, learning rates should decrease as the timescale of
learned computations increases. Working-memory tasks
with variable delay periods provide a natural setting to test
this prediction. We anticipate two key behavioral signatures:
() Animals should exhibit lower effective learning rates
when trained on longer delay periods, and (ii) interventions
that artificially increase learning rates (e.g., through phar-
macological manipulation) may paradoxically impair learn-
ing by driving network parameters into no-learning zones,
resulting in accuracy plateaus long after the intervention
ends. Testing these predictions on behaving animals requires
observing and modifying correlates of learning rates in
brains, toward which promising research efforts have long
been devoted in the field [74-76].

Finally, this dynamics-first framework also suggests that
when neuroscientists observe slow dynamics or persistent
activity in neural recordings [77-80], these phenomena
may not simply reflect arbitrary network properties but
could arise from fundamental constraints on how general
dynamical systems learn to perform temporal computa-
tions. The ghost mechanism predicts specific signatures in
both dynamics (transient slowdowns near critical points)
and learning (oscillatory gradients, critical learning rates),
which could be tested in biological learning experiments or
in the optimization of RNN models of neural data [51,81].
Such tests would help determine whether ghost points
represent a universal solution that evolution and learning
converge upon when faced with the challenge of main-
taining information over time, and if so, what other
solutions are out there.

C. Ghost signatures persist despite increasing
architectural complexity

Although the ghost mechanism we describe here is
fundamentally one-dimensional [30], RNNs are known
to utilize higher-dimensional slow point manifolds (i.e.,
geometric analogs of ghost points) to solve memory tasks
[34,45,61]. This is an area of growing interest in computa-
tional neuroscience [82], in which high-dimensional state
spaces of full-rank RNNs enable a broader repertoire of
mechanisms (beyond ghostlike attractors) to construct and
sustain such manifolds, raising the possibility that the ghost
dynamics observed in our model may reflect artifacts of
low-rank constraints or task simplicity, and not necessarily
one central mechanism of abrupt learning associated with
delaying network outputs. This is certainly true to some
extent, as we have observed that higher dimensions
contain new strategies for delaying network outputs
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(see Figs. 4 and 5 with the curved neural activities; also
refer to Ref. [83]). Yet, as we show in Fig. 5, full-rank
RNNs still do learn ghosts and, as we show in Fig. 7, the
core insights from our simplified model generalize to the
learning dynamics of full-rank RNNs performing complex
working-memory tasks.

Our progression from simple to complex systems reveals
a fundamental trade-off between interpretability and gen-
erality. In the canonical model, we achieved complete
mechanistic understanding: exact scaling laws, precise
conditions for instability, and analytical expressions for
critical parameters. Moving to low-rank RNNs (Fig. 4), we
could still trace how specific dynamical objects (ghosts,
fixed points, slow points) contribute to computation,
visualizing the complete phase portrait and identifying
each component’s functional role. However, in full-rank
networks (Fig. 5), our analysis necessarily becomes more
limited. While we can identify ghost formations and
observe characteristic neural trajectories in principal com-
ponent projections, the full mechanistic picture remains
opaque. This progression mirrors a broader challenge in the
field: We often need to trade analytical tractability for
biological realism.

This trade-off has shaped how the field of computational
neuroscience studies high-dimensional RNNs. Earlier work
has already made attempts at characterizing these systems,
though even then the search has been for low-dimensional
features (as in Fig. 5) that can be studied with known
numerical methods [45]. As evidenced by existing liter-
ature, this is not always overly restrictive, since in many
cases full-rank RNNs do learn low-dimensional, effectively
low-rank, solutions [51,84]. That being said, characterizing
the full range of solutions learned by full-rank RNNs, or
predicting which degenerate solution will be learned to
solve a particular task in general networks [67,85], remains
a major mystery studied across the board. Our work
contributes to this effort; i.e., at least one mechanism,
the ghost, has appeared consistently across this complexity
gradient as long as the demands of the tasks lead to ghost
formation.

D. Outlook: Broader implications

Our analysis of ghost mechanisms reveals fundamental
constraints on how dynamical systems learn temporal
computations, with implications spanning neuroscience,
machine learning, and biological learning. For machine
learning, our findings illuminate why training RNNs on
temporal tasks remains challenging despite architectural
advances. Previous work has shown that RNNs often
converge to effectively low-rank solutions [51,84,86],
achieved through two distinct strategies: (1) restricting
updates to low-rank components from the outset, as in
reservoir computing [25] and traditional low-rank training
[51,52,54] or (2) allowing unconstrained updates that
gradually refine into a low-rank structure during learning

(see Ref. [87] for recent related ideas in the deep-learning
literature). Our analysis suggests strategy (2) may inher-
ently stabilize learning by providing additional degrees of
freedom during training, even when the final solution is
low dimensional. This insight could inform the design of
training algorithms that delay rank constraints until later
in training, while explicitly leveraging high-dimensional
parameter spaces early in the training to navigate around
no-learning zones before converging to simpler
representations.

Looking forward, the ghost mechanism exemplifies how
careful analysis of minimal models can yield insights that
scale to complex systems. As the field develops increas-
ingly sophisticated architectures for temporal processing,
from transformers [41] to state-space models [88], under-
standing fundamental dynamical constraints becomes ever
more critical. Beyond recurrent systems, feedforward
architectures like deep neural networks and large language
models exhibit analogous abrupt transitions marking the
acquisition of new computational capabilities [14-19].
Whether ghost mechanisms or fundamentally different
dynamical structures produce these transitions in non-
recurrent systems remains an important open problem.
Extending mechanistic analyses of this kind to spiking
neural networks represents a further important direction for
bridging theoretical understanding with biologically plau-
sible implementations [89-91].

The ghost framework demonstrates that some learning
challenges arise not from implementation details, but from
how any dynamical system must reorganize to maintain
information over time. Future work should explore whether
similar canonical reductions can illuminate other persistent
challenges in learning dynamics, ultimately bridging the
gap between theoretical understanding and practical
advances in both artificial and biological intelligence. In
particular, investigating whether critical learning rates, no-
learning zones, and oscillatory gradient dynamics emerge
in these modern architectures could reveal whether the
constraints we identified are truly universal or specific to
RNN-like dynamics.

One particularly compelling case concerns architectures
that introduce delayed inputs directly (most notably,
attention-based ones [41,92]), which stands in contrast to
recurrent systems, which tend to maintain temporal context
in their internal dynamics (e.g., via ghosts). This observa-
tion leads to a concrete, falsifiable prediction: Modern
models may not be subject to the same inverse power-law
scaling of critical learning rates with delay duration
identified here. More broadly, future work should sys-
tematically study the effects of diverse heuristics in the
machine-learning literature (e.g., alternative loss func-
tions, regularization strategies, and choices of nonlinearity
and model architecture), which may reshape the optimi-
zation landscape in ways that interact nontrivially with
ghost formation and the associated instabilities.
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Finally, our findings have implications for future
research in physics, biophysics, and neuroscience. First,
dimensions in parameter space that have little effect on the
system’s output or loss are universally observed in many
physical models [93]. Our findings suggest that one reason
for their existence may be the need to stabilize the learning
dynamics of few well-constrained dimensions. Second, in
the traditional deep-learning paradigm, the confidence
levels could be optimized, not artificially controlled, and
therefore the training process would be susceptible to no-
learning zones. We presented a potential remedy in Fig. 8,
i.e., different mechanisms may be crucial for learning
(practicing) vs inference (performing). This observation
underscores the importance of incorporating mechanisms
beyond loss minimization (e.g., simulated annealing [94])
to modulate system behavior when learning stalls in neural
networks and mirrors seminal work on adult zebra finches,
where males exhibit variability during practice, but perform
with precision and reduced neural variability in the pres-
ence of a female [95,96]. The parallel suggests that
biological systems may have evolved similar strategies
to avoid dynamical traps during learning, providing a
concrete prediction about how neural circuits might modu-
late confidence during skill acquisition.
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APPENDIX: METHODOLOGICAL DETAILS
FOR REPRODUCIBILITY

1. Task details

In this paper, we investigate three key tasks to understand
the nature of the ghost mechanism and evaluate its general-
izability across a spectrum of RNNs, from one rank to full
rank, performing behavioral tasks. To ensure clarity and
reproducibility, we describe all three tasks in detail in this
appendix.

The “delayed-activation™ task is the first of the three
tasks examined using both the toy model and RNNs. This
task consists of two distinct intervals: the delay interval
(T 4eray) and the response interval (7',). Unlike the other
tasks studied in this work, the DA task does not involve any
input signal. Instead, the desired output is defined by the
following piecewise function o(7):

0 if re{Tgeay}
ot:{ {Taeay} (A1)

1 if 1€{T e}

The “delayed match-to-sample” task involves both input
u(t) and output o(r) signals. This task consists of four
distinct periods: the input interval (Tj,,), delay interval
(T gelay)> match interval (also Tj,,), and response interval
(Tresp)- The task features two cue periods: the input and
match intervals. After receiving the input cue (randomly
chosen from {—1, 1}) during the input interval, the model
must retain this information through the delay interval.
During the match interval, a second cue is presented. The
model must determine whether this cue matches the
original input. In the response interval, the model should
output 1 if the cues match, and 0 otherwise. Formally, the
input and output signals are defined as follows:

+1 if te{T;,,, Ty, ,
u(t) = { . i Tracn} (A2)
0 lf te {Tdelay’ Tresp}’
0 ifre {Tinp’ Tdelayv Tinp}’
o(t) = 1 if 1€{Tresp} and tiny = Upgen,  (A3)

0 if t€{Tesp} and uinp # Unach-

The “delayed cue discrimination” task also involves
both an input u(¢) and an output o(¢) signal. However,
unlike the DMTS task, it does not include a match interval;
only the input interval serves as the cue presentation.
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The objective of the task is to retain the input cue through
the delay period and produce the corresponding response
afterward. Formally, the input and output signals are
defined as follows:

+1 if 1€{Tip}

u(t) = { . (A4)
0 if te {Tdelaya Tresp}’
0 if te{Ty,,, T )

o(t) = { . g Toc ) (AS)
Uinp if re {Tresp}'

Here uj,, refers to the input presented during the input
window at the particular trial.

2. Analyses with RNNs

There are several important distinctions between the
trained RNNs and our toy model. First, for large «, the time
evolution equations asymptotically becomes

k(1) = —«x(1) + O(1), k| = oo, (A6)
where O(1) refers to the k-independent saturation term due
to the saturation of tanh(.) nonlinearities. Thus, unlike the
toy model, RNN equations cannot generate a global ghost
point, as there is always at least one fixed point to
accommodate f(k;m,n,b) — —«k limit as k — +oo. Instead,
as we show in Fig. 3, the ghost point emerges locally.

Second, the RNN equations have a characteristic time-
scale 7, with respect to which we perform an Euler
discretization and design the delay period 7. Specifically,
we pick Ar = 5 ms such that A = At/z = 0.5 and the time
evolution equation becomes

x[t + Af] = (1 — A)x[t] + Atanh(z[1]), (A7)
where z[t] = Wx[t] + Wihu[t] + b +e.

A rank-one RNN, despite being characterized by a single
dynamical variable, has O(N) parameters, which means
there are far more knobs to turn, effectively creating
redundancy and loosely constrained parameters. Thus,
we do not expect the critical learning rate in RNNs to
follow Eq. (23), as the RNNs are more expressive than the
toy model. For example, they can learn to change the
curvature of the ghost point as shown in Fig. 3(a). However,
as shown in Fig. 6(a), we did recover the same trend
between the learning rates and the final loss function
values.

For our analysis with increasing ranks in Fig. 6, we used
the RNNs described by Eq. (24), but with the following
output:

6(t) = a[w£utx(t) + bout]’ (Ag)

where wo,, €RY and b, €R are trainable parameters.
Unlike the rank-one RNN settings in earlier figures, this
choice allows one to train the confidence parameter (¢ for
the previous models) and the threshold value. We enforce
the rank constraints by defining M € R¥*X and N € RK*N
such that

W =MN (A9)
is at most a rank-K matrix. We train these networks by first
computing the forward evolution using the same discreti-
zation procedure explained in Eq. (A7) and performing
stochastic gradient descent on the discretized version of the
loss function in Eq. (14).

For our analyses on working-memory tasks, presented in
Figs. 5, 7, and 8, we used two distinct readouts for full-rank
RNNs. For the DMTS task, we used the same network
output as in Eq. (A8). For the DCD task, since the output is
contained within [—1, 1], we used a tanh(-) nonlinearity in
the readout layer in Eq. (A8). For Fig. 4, we instead
computed the readouts from the two-dimensional latent
variables as opposed to the neural activities, with the task-
specific output nonlinearities as described above.
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