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Quantum measurements affect the state of the observed systems via backaction. While projective
measurements extract maximal classical information, they drastically alter the system. In contrast, indirect
measurements balance information extraction with the degree of disturbance. Considering the prevalent use
of projective measurements in quantum computing and communication protocols, the potential benefits of
indirect measurements in these fields remain largely unexplored. In this work, we show that measurement
backaction, a purely quantum effect, can be harnessed within the quantum reservoir computing framework
to enhance temporal data processing. Incorporating indirect measurements leads to improved execution-
time scaling and overall performance. Our results reveal that carefully optimizing the measurement strength
can significantly improve the quantum reservoir computing algorithm performance. Furthermore, our
approach demonstrates improved memory performance when compared with state-of-the-art classical-
feedback protocols. This work provides a comprehensive and practical recipe to promote the imple-
mentation of indirect-measurement-based protocols in quantum reservoir computing. Moreover, our
findings motivate further exploration of experimental protocols that leverage the backaction effects of

LT

indirect measurements.
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I. INTRODUCTION

A fundamental aspect that makes quantum measure-
ments unique and counterintuitive from a classical per-
spective is backaction, the influence of observers on the
state of quantum systems. From a foundational perspective,
this phenomenon is central to the “measurement problem,”
sparking formal and philosophical debates about different
interpretations of quantum mechanics since von
Neumann’s time [1,2]. From a more applied viewpoint,
the so-called collapse of the wave function after the
measurement process is crucial for different quantum
technologies. For instance, in quantum key distribution [3],
the disturbance caused by measurement is exploited to
detect eavesdropping attempts, ensuring secure communi-
cation. Similarly, quantum sensing [4] harnesses the
extreme sensitivity of quantum systems to external inter-
actions, achieving precision levels beyond classical
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methods. In this work, we explore a novel application of
quantum backaction: enhancing the performance of
machine-learning algorithms.

The degree of disturbance induced by a measurement
depends on its nature. Conventional projective measure-
ments cause substantial disruption to the quantum system,
forcing it into the eigenstate (or a degenerate subspace)
associated with the measured outcome. This strong inter-
action collapses superposition and fully determines the
system’s state. In contrast, indirect measurements provide a
gentler alternative by using indirect interaction between the
system and the measurement apparatus [5]. The strength of
the coupling and the duration of this interaction govern
both the disturbance introduced by the measurement and
the amount of information extracted. Consequently, indi-
rect measurements can provide only partial information
about the system, inducing a backaction that depends on the
degree of measurement strength. This approach allows the
quantum state to retain some coherence, enabling ongoing
observation of the system without fully collapsing it.
This makes indirect measurements a valuable tool for
quantum information processing [6—8]. Indirect measure-
ments have been both demonstrated and widely used across
various quantum platforms [9-11]. Superconducting
qubits, for example, are typically measured through indirect
measurements using ancillary microwave pulses [12,13].
By adjusting the strength and duration of these pulses,
experimenters can tune the measurement strength from

Published by the American Physical Society
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weak to strong, with the strong regime approaching
projective measurements in the limit [11,14,15]. In general,
the capacity to implement indirect measurements relies on
the ability to prepare convenient ancillas [16] or to extract
information through projectively measuring only a portion
of the system [17,18].

We illustrate our findings within the context of time-
series processing using quantum reservoir computing
(QRC) [19]. QRC belongs to the broader category of
quantum machine learning, a field that emerged from
the desire to combine machine-learning techniques with
the unique advantages of quantum systems [20]. First
introduced in Ref. [21], it is a supervised quantum
machine-learning technique that leverages the advantages
of quantum systems as the exponential growth of their state
space with increasing system size. At the same time, it
incorporates the simple and efficient training strategy
characteristic of classical reservoir computing [22], where
the internal dynamics of the reservoir are fixed, and only
the output layer is trained. Recently, there has been growing
interest in QRC and related approaches, with progress both
in theoretical advancements [8,23-55] and experimental
implementations on diverse platforms [10,16,17,56-62].

In QRC, memory refers to the reservoir’s ability to retain
and utilize information from past inputs to inform future
predictions. It plays a key role in processing temporal series
by capturing the time correlations within the dataset. The
amount of memory retained by quantum reservoirs has
been shown to depend on their dynamical regime [31] and
to be reduced by the effects of quantum backaction [8].
When online processing time series, projective measure-
ments introduce significant decoherence, which negatively
impacts the memory capacity of the reservoir. As a result, to
truly take advantage of the scaling benefits in online
processing, a weak approach that minimizes the system
disturbance is more suitable [8]. In this case, there is a
trade-off between the amount of information extracted and
the quantum backaction introduced. Although reducing the
disturbance preserves the reservoir’s memory, it also limits
the information available, leaving the potential advantage
uncertain. This approach has already attracted experimental
interest and has been realized in superconducting devices
through midcircuit measurements [16,17].

In this work, we reveal that adjusting the strength of
quantum measurements enables the optimization of quan-
tum backaction introduced into the system’s evolution,
thereby enhancing the performance of machine-learning
tasks beyond what is achievable without this control.
Interestingly, in various contexts, controlling the degree
of decoherence introduced into the reservoir has been
shown to improve its memory capacity [42,47,54,63]. In
this work, we build on this insight by systematically
exploring the entire range of indirect-measurement regimes
and jointly optimizing the measurement strength with the
reservoir Hamiltonian parameters, in order to clarify its

fundamental role in the reservoir’s performance. By lever-
aging the ability to tune the measurement strength, we
optimize the trade-off between information extraction and
backaction. This allows for an online processing scheme
that benefits from linear scaling without suffering draw-
backs from decoherence. Instead, by carefully controlling
the measurement strength, we can enhance the reservoir’s
capacity. To achieve this, we introduce a new figure of
merit to compare the performance of the indirect-measure-
ment-based protocol, where backaction is controlled, with
projective measurement-based protocols that rely on
restarting strategies to avoid backaction. By optimizing
this metric, we identify the optimal measurement strength
that maximizes performance. We illustrate this improve-
ment across different realizations of reservoirs operating in
distinct dynamical regimes, validated through two bench-
mark tasks: the forecasting of the Santa Fe chaotic series
[64] and the short-term memory task. Furthermore, we
extend our analysis to a realistic finite-resource scenario
and show that the enhancement effect is amplified by the
favorable scaling properties of the indirect-measurement
protocol. Finally, we compare our approach with a
classical-feedback strategy, demonstrating the advantage
of exploiting a pure quantum effect such as backaction with
respect to incoherent feedback.

II. PRELIMINARIES

A. Quantum reservoir computing via indirect
measurements

Reservoir computing was proposed as a training-efficient
alternative to more complicated recurrent neural-network
models like long short-term memory for processing tem-
poral data and time series [22]. Quantum reservoir comput-
ing extends the concept by leveraging quantum properties
and dynamics using a quantum system as the reservoir [21].
The general pipeline of QRC algorithms is structured in
two steps: First, the reservoir has to process the time series
of interest, and then a linear regression model is trained to
perform predictions [Fig. 1(a)]. While the latter is a
straightforward process, the former includes three stages
to be repeated for each element of the dataset: input
encoding, time evolution, and information extraction
[Fig. 1(b)]. At the encoding stage, the information of the
kth element of the time series is injected into the amplitudes
of the state of a fixed spin of the reservoir [21,31,33]. The
information is then spread through the system by evolving
it for a time Atz under a transverse-field Ising Hamiltonian
H. Ultimately, we measure a set of observables {(0;)} to
extract information from the quantum system. However,
when performing projective measurements, it is convenient
to reset the system and reprocess the previous k elements
without applying measurements before processing the next
input, k + 1. This is because projective measurements erase
the stored information in quantum coherences through a
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Quantum reservoir computing via indirect measurements. (a) Example of the reservoir’s prediction (dashed lines) over the

target series (solid lines) on two specific instances (7 = 5) for the forward prediction task (top panel) and memory retrieval task (bottom
panel) (see Sec. II B). (b) Schematic view of the information processing step of the QRC algorithm; the coupling strength g between the
measurement apparatus and the reservoir is the main parameter of this work’s study. (c) Illustrative example of the effect of indirect
measurement on a single spin state for different values of the measurement strength, g. As g — oo, the measurement becomes equivalent
to a projective measurement, fully collapsing the state onto one of the measurement axes. However, as g decreases, the postmeasurement
state is no longer collapsed along the measurement axis and is less perturbed. In this analysis, we assume measurements are performed

along the z axis.

destructive process. This procedure, known as the restarting
protocol (RSP), has long served as the canonical bench-
mark in the field, since it introduces no additional disturb-
ance to the system.

Beyond full restarting, an alternative strategy is the
rewinding protocol (RWP) [8,57]. Instead of repeating
the entire past evolution after every projective measurement,
the RWP leverages the fading-memory property of the
reservoir and rewinds only the last z,,, steps. Concretely, at
each output extraction the system is reprepared at time
fx — Two, and only the corresponding N, = 7,,,/At inputs
are reinjected before measurement [see Fig. 1(c) in Ref. [8]].
This reduces the repetition overhead from quadratic to
linear in the dataset size while still preventing the accumu-
lation of measurement backaction. Still, the RWP relies
on projective measurements and explicit replay of past
inputs, making it intrinsically nononline. This has moti-
vated alternative approaches that preserve single forward-
pass reservoir evolution while achieving competitive
performance [17,51,65], including indirect-measurement-
based schemes introduced in Ref. [8]. In this scheme, referred
to as the online protocol (OLP), only a small amount of
information is lost due to the backaction effect [Fig. 1(c)],
allowing the QRC algorithm to run continuously without
restarting at each step in the time-series processing. The OLP
introduces backaction during the evolution as a trade-off,
allowing for better algorithm scaling by avoiding the need to
restart at each input.

B. Two benchmark studies

We perform an in-depth analysis of how the backaction
effect due to using an indirect-measurement-based protocol
affects the performance of QRC. To do so, we take into
account two tasks: the forecasting of a chaotic time series

and the efficiency in storing past information. The chaotic
time series we use in this work is a subset of K = 2000
elements of the Santa Fe laser time series, a common
benchmark dataset that follows the chaotic behavior of an
NH; laser [64]; the exact data points can be found in
Ref. [66]. On the other hand, to test the ability to retrieve
past information through the short-term-memory task, we
generate a set of K = 1000 random points from the uniform
distribution in the range [0, 1]. We build #,,, different
subtasks for both benchmarks where #, the prediction
distance, varies from 1 to #7,,. Given an 7, the target
series kth element becomes 7(17) = sy4,, Where § is the
original time series. The capacity of the reservoir for each
subtask is evaluated by computing the coefficient of
determination C(n) of the algorithm predicted series p
and the subtask corresponding true one 7(1):

C(n) _M (1)

- var(p)var[r(n)]

The predictions of the QRC algorithm are generated by a
linear model trained on 70% of the output dataset, which
consists of the expectation values of the measured observ-
ables for each time-series element. An example of the
predictions of the QRC algorithm on a specific instance of
the two tasks is presented in Fig. 1(a). Then, the overall
performance of the reservoir on the task is measured
through the sum capacity:

TTmax

=Y cm. @)

where 7., denotes the  for which C(1) ~ 0.
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III. METHODS

A. Reservoir Hamiltonian

The quantum reservoir considered in this work consists
of a system of N spins with an all-to-all connection scheme,
where the dynamics is governed by the transverse-field
Ising Hamiltonian:

H= J 6565 +

171 J
0 i

(o}
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z
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T
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In the numerical simulations, we considered systems of
N = 6 spins with random couplings J;; uniformly sampled
from the range [—J/2,J/2] and we set J = 1. Then, when
referring to the other parameters of the Hamiltonian, we
always implicitly express them in units of J. At the
beginning of the protocol, the initial state of the system
is set to be |¥) = |0)®V.

B. Details of the algorithm pipeline

Focusing on the first step of the QRC algorithm pipeline,
we provide a detailed description of the framework used in
this work. To process the time series, first it is necessary to
normalize it and encode each element in the quantum
system. Among the N spins of the reservoir, we consider
the following bipartition: We fix one spin to act as the input
node, partition A, while the others N — 1 form the partition
B. For each element of the sequence s;, the encoding

routine consists of resetting p* to the pure state

lwi) = T =s¢[0) + /5¢|1) [33]. After the input injec-
tion, the reservoir evolves under A for a time Ar = 10/J,

U = ¢=ifIM The duration of Ar is chosen following
Ref. [27], ensuring that the reservoir exhibits a sufficiently
rich dynamical response capable of supporting both linear
and nonlinear memory. In summary, if before the encoding
of the element s; the state of the reservoir was p;_i,
afterward the reservoir undergoes a completely positive
trace-preserving (CPTP) map [21,31]:

Li(prr) = Ullye) (il ® Tra(proi)) U 4)

At this point, before the next input injection, it is
necessary to extract the elaborated information from the
system. As previously described, here we use the online
protocol proposed in Ref. [8] based on indirect measure-
ments. These are realized by measuring the momentum
quadrature of an ancillary coherent-state pulse coupled to
the indirectly measured qubit. As a result, the following
measurement operator, e.g., along the z direction, is
implemented:

(

A 1 —q2 +_q2
& == (F 100+ 1)

/21

) ©

ﬁ

where the continuous-valued measurement outcome V and
the measurement strength g are in units of the Gaussian
width (see Supplementary Information of Ref. [8] for
details). The effect of this measurement on the z-axis
direction on the unconditional state of the reservoir can
be modeled through the action of the matrix

. 2.
M = (1 + e 76%)®, such that the state after a measure-
ment with strength g is given by

P =M 0 Li(Pi). (6)

where © indicates the elementwise product. Actually, the
CPTP map in this last equation is equivalent to a dephasing
channel [42]. We can then extract the expectation value of
the observable 67 on the ith spin as Tr(p,67). To measure
single-qubit observables in the x and y directions, it is
necessary to apply proper rotations to L (p;_;) before
applying M. For two-spin observables, the same descrip-
tion applies. Since the RSP is equivalent to dynamics
without backaction, it can be conveniently simulated by
setting ¢ = 0 in this model, for which M reduces to an all-
I's matrix and has no effect on the state. For our purposes,
the RWP is simulated identically to the RSP. Because
rewinding reproduces the same unperturbed reservoir
dynamics after the short washout transient, the ideal
RWP coincides with the RSP at the level of state evolution.
Their difference manifests only when accounting for finite
resources, where the two protocols incur different repetition
overheads, but this affects only the practical resource cost
and not the simulated dynamics themselves.

After having processed all the elements of the sequence
5, we obtain a dataset where for each element of the input
data vector we have the corresponding expectation values
of the single-spin observables (67), (67), (6%) for each spin
in the reservoir, as well as the two-spin observables
(6767),(8/6;), (6765) for all pairs of spins i # j. Single-
spin variances, i.e., ((6%)?), are also computed as a
consistency check, though they do not affect the perfor-
mance. Since measuring in the x and y directions implies
applying rotations, this means that the algorithm has to go
through the entire dataset three times and not just once.

From the obtained (K x 81) dataset, we discard the first
20 rows, which correspond to the expectation values of the
initial 20 elements of the time series. This washout step and
the fading-memory property of the reservoir ensure that its
state becomes independent of the initial conditions and
depends only on the recent input history. The choice of 20
steps follows the analysis of the required washout length
for this system reported in Ref. [27].

IV. RESULTS

A. Performance analysis in the infinite-resource
scenario

Previous work [8] revealed that the same performance
achieved by protocols following the unperturbed reservoir
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dynamics, such as the RSP and the RWP, can, in some
cases, also be obtained with the OLP, despite the intro-
duction of backaction effects. On the basis of this, we
analyze the performance of QRC with the OLP at different
measurement strengths. Moreover, we consider different
external field strengths £, i.e., different dynamical regimes
of the reservoir [31]. Both quantities are expressed as
dimensionless throughout this work.

To quantify the performance of the OLP with respect to
protocols that preserve the unperturbed reservoir dynamics,
we introduce the performance ratio Pg. Since the RSP and
the RWP are equivalent in the ideal limit, as both reproduce
the same unperturbed trajectory, we use the RSP as
representative of the unperturbed dynamics. In its simplest
form, P compares the OLP at fixed (g,h) with the
unperturbed dynamics evaluated at the same field value h:

CP (g, h)
Pr(g.h) = 2> 7
r(g.h) Clzzsp(h) (7)
This is the key quantity for our analysis, as it directly
reveals whether measurement backaction helps or hinders
the performance of the reservoir for that particular
configuration.

For completeness, we also consider a stricter perfor-
mance indicator ", where the denominator is replaced by
the best-performing unperturbed reservoir across all
scanned values of h:

min CgLP(g’ h)
PR™ (g, h) = max, CRP (1) (8)

While Pp captures the role of backaction for the given
reservoir, PR" answers the stronger question of whether the
OLP can outperform even the optimal unperturbed con-
figuration. Because the benchmark in the denominator is
the best reservoir available, this metric is intentionally
strict: Values PP™ > 1 are attained only when the reservoir
is intrinsically very good and, in addition, backaction
provides a genuine performance enhancement. One could
also choose to maximize Py or PR" separately for each
direction, thereby obtaining optimal parameters independ-
ently along each axis. In Appendix B, we show that in our
case this does not improve the results; however, it could
guide an informed choice of the preferred measurement
direction when resources are limited or bring advantages if
one cares about a specific task with small 7.

We average the Py over 50 different reservoir realiza-
tions, where the couplings in between the spins are
randomly selected each time. In the subsequent plots,
the lines indicate the mean values, while the shaded regions
denote 1 standard deviation around the mean. In Fig. 2, we
show how P varies across different values of g and £ for
the forward prediction task on the Santa Fe dataset (top
panel) and for the short-term memory task (bottom panel).

4
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h

FIG. 2. Performance ratio analysis for the forward prediction
task (top) and for the short-term memory task (bottom). A Py in
the range [0, 1) shows that the unperturbed-dynamics protocol is
performing better than the OLP in that point of the g-h2 map. A Py
around 1 shows that the OLP is performing as well as the RSP,
and over 1 indicates an overperformance due to the effect of
backaction. The maximum Py and corresponding parameter
values for each task are: g* = 0.355, h* =0.01, Pr =2.178
(forward prediction); ¢* = 0.486, h* =0.01, Pp =27.302
(short-term memory).

Each color map is composed of 33 by 40 points and is
computed under the assumption of having access to an
infinite number of shots for each measured observable.
Regions where P > 1 indicate that backaction provides an
advantage over the corresponding unperturbed reservoir.
The Py at g = 0 is set to be 0 since it corresponds to the
case in which the measurement apparatus is not interacting
with the reservoir, and the measurement output is then a
random number uncorrelated to the system.

A consistent and evident performance enhancement is
observed across broad regions of the parameter space. In
particular, backaction is most beneficial when the unper-
turbed dynamics struggles the most, such as at very small
values of i, where the reservoir becomes fully localized and
the RSP performance drops significantly. In these regimes,
the OLP can substantially improve the effective dynamics,
reaching enhancement factors of up to Py ~ 2 for the Santa
Fe task and Py ~ 27 for the short-term-memory task. When
the unperturbed dynamics already performs well, the values
of P typically remain close to 1, showing that the OLP can
match the performance of the unperturbed reservoir. As we
discuss in the next analysis based on P%" identifying
operating points where backaction also improves upon the
best unperturbed configuration requires a more stringent
comparison.

In Fig. 3, we show the behavior of PR across the same
(g, h) grid used in the previous color maps (33 by 40 points,
infinite-shot assumption) for the forward prediction task on
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FIG. 3. Minimum performance ratio analysis for the forward

prediction task (top) and for the short-term memory task
(bottom). A P;‘i“ in the range [0, 1) shows that the best-
performing RSP is performing better than the OLP in that point
of the g-h map. A P%" around 1 shows that the OLP is
performing as well as the best-performing RSP, and over 1
indicates an overperformance. The optimal parameters and
corresponding P values for each task are: RSP h'* = 0.346;
OLP g* = 0.355, h* = 0.273, P‘,‘Qi“ = 1.006 (forward prediction);
RSP /'* = 0.084; OLP g* = 0.256, h* = 0.066, PR™ = 1.029
(short-term memory).

the Santa Fe dataset (top) and for the short-term memory
task (bottom). Since P?i“ compares the OLP with the best-
performing RSP over all scanned values of 4, it provides a
stricter benchmark.

For both tasks, a region with Ppi" > 1 clearly emerges,
showing that backaction plays a role even for those OLP
configurations that yield the highest capacities. The effect
is smaller than in the P maps but remains visible: For the
Santa Fe task the advantage concentrates at small /2, where
the unperturbed dynamics is most limited, while for the
short-term-memory task a narrower enhancement region
appears around & ~ 10!, consistent with the location of the
optimal unperturbed performance.

Overall, the two sets of color maps convey a consistent
picture. The P, maps show that backaction can substantially
enhance the performance of the reservoir, especially in regions
where the unperturbed dynamics is most limited. In these
regimes the OLP not only compensates for the information
extracted during the indirect measurement but can even
surpass the corresponding unperturbed dynamics. The PR
maps confirm that this positive contribution persists also for
the best-performing OLP configurations, although the effect is
naturally smaller due to the stricter benchmark. Together,
these observations demonstrate that a properly tuned indirect-
measurement protocol can retain the full capabilities of the
unperturbed dynamics while also providing genuine perfor-
mance gains in suitable regions of parameter space.

= RSP

—— OLP with g = g*

OLP with g =2
10.0 4
7.5 4
A ]
O 50

] < - RSP

25 ] 4 — OLP with g = g~

004+ OLP with g = 2

T ML | AL | L | AL |

10-2 101 100 10t 102

h

FIG.4. Sum capacity comparison of the RSP with respect to the
OLP with and without optimizing the strength of the measure-
ment g. With ¢g* we denote the g value that maximizes the P/yi".
The top panel shows the results for the forward prediction task,
while the bottom panel is for the short-term-memory task.

To stress this last point, in Fig. 4, we compare the
different sum capacities of the QRC running with the RSP
and with the OLP in the case in which ¢ is fixed to a
nonoptimal value and in the case in which it is fixed to the
value that maximized P in Fig. 3. As a first observation,
we can refer to Ref. [31] to justify the dependence of the
performance on the A value. In fact, along the horizontal
axis, the quantum system undergoes a transition from a
localized regime to an ergodic one, and it was showcased
that being in the ergodic regime is a preferential condition
to perform reservoir computing. Moreover, what emerges
clearly is that optimizing the measurement strength, rather
than simply minimizing backaction, is crucial for improv-
ing the protocol.

The previous analysis is related to the sum capacity of
the QRC across two different tasks. However, for different
subtasks, defined by varying 7, the performance may
systematically differ. In this context, Fig. 5 compares
two points in the ¢g-h parameter space explored in
Fig. 3, the one that maximized PF" and a nonoptimal
point. We then evaluate the performance for each different
subtask relative to the performance of the RSP at optimal 4.
For the forward prediction task, we observe that, given an
optimal external field and measurement strength, the OLP
consistently outperforms the RSP for every value of 5. In
contrast, for the memory retrieval task, the optimal OLP
outperforms the RSP only for # values less than 10, while
the RSP performs better for the other subtasks. Moreover,
in the upper panel, a nonoptimal choice of parameters
results in a constant factor decrease in performance.
Instead, for the short-term-memory task, the choice of
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FIG.5. Capacity for different subtasks. The figure compares the

performance in single subtasks of the optimal restarting protocol
with respect to the optimal and nonoptimal versions of the OLP.
The top panel shows the results for the forward prediction task,
while the bottom panel is for the short-term-memory task.
The optimal parameters correspond to the values obtained in
Fig. 3, whereas the nonoptimal parameters are fixed to g =2
and h = 38.88.

parameters significantly impacts performance across
almost all subtasks. Therefore, depending on the specific
task, selecting the appropriate values for g and £ is crucial
when using the OLP, as illustrated by the performance at
high # with nonoptimal parameters in the bottom panel
of Fig. 5.

B. Considering a finite amount of resources

In the previous section, we analyzed the effect of making
use of an indirect-measurement-based approach to QRC in
the ideal scenario of infinite resources. Here, we consider
the case in which each expectation value extracted from the
reservoir is computed with a finite number of shots N,. To
take this into account, it has been shown that it is enough to
add a Gaussian noise dependent on N, and g to the
previously computed expectation values [8]. Namely, for
one- and two-spin observables the following statistical
uncertainties are considered:

For the RSP, one simply considers the asymptotic regime
of very large g. In this context, it is important to consider
the inherent inefficiency of the RSP compared to the OLP,
as discussed in Ref. [8]. This analysis takes into account the

time resources required for executing each protocol. With
the RSP, the time required to run the QRC scales quad-
ratically with respect to the dimension of the time series,
whereas for the OLP, this dependence is linear. Therefore,
by fixing the number of shots available for the OLP, we can
compute the required time and subsequently determine the
number of shots available for the RSP within that same time
frame. Approximately, we find that the number of shots
available for the RSP is proportional to the number
available for the OLP divided by K, the size of the dataset
(see Appendix A). Finally, for completeness, we also
consider the RWP. Since the RWP shares the same linear
scaling in time as the OLP, both protocols can be allocated
the same number of shots for a fair comparison at finite
resources. This makes the RWP a natural unperturbed-
dynamics benchmark in the finite-resource setting,
allowing us to isolate the contribution of measurement
backaction without the additional overhead present in
the RSP.

As a first step, we focus on the practical and strict
performance indicator P" applied to the RSP. The goal is
to quantify, in a realistic setting with finite resources, the
combined effect of measurement backaction and the
intrinsic scaling limitations of the RSP. Since the RSP
becomes increasingly inefficient as the length of the time
series grows, it provides a relevant baseline for evaluating
how backaction interacts with sampling noise and resource
constraints.

Using P¥" is particularly appropriate in this context: By
comparing the OLP with the best-performing unperturbed
reservoir across all scanned parameters, this measure
allows us to visualize the behavior precisely in the regime
where the reservoir performs well and where meaningful
improvements are most significant. In other words, PR
highlights whether backaction can still provide an advan-
tage even when the unperturbed dynamics is operating
close to its optimal configuration, making it a stringent and
practically motivated first benchmark before moving to
more efficient protocols such as the RWP. We therefore
compute PP for the RSP (Fig. 6). In this analysis, we
fix NOP = 1.5 x 10°. As before, PR" is evaluated on a
33 x 40 grid in the g-h parameter space, and each point
corresponds to an average over 50 different reservoir
realizations.

In this case, the same clear message emerges from the
analysis of PTI" in both tasks: In the finite-resources
scenario defined above, using the OLP with properly tuned
g and h leads to higher performance with respect to the
unperturbed dynamics of the RSP, which is intrinsically
inefficient at finite resources. This conclusion is conveyed
by the red regions that appear in the plots for 4 > 10~! and
g < 1. In these regions, P is substantially greater than 1,
meaning that the OLP is performing better than the best-
performing RSP under the same resource budget. As
discussed earlier, this behavior reflects the combined effect
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FIG. 6. Minimum performance ratio analysis for the forward
prediction task (top) and for the short-term-memory task (bottom)
in the scenario of finite resources. We fixed N = 1.5 x 10° and
computed NR®S" consequently for both tasks (approximately
equal to 1.5 x 103 for the forward prediction task and approx-
imately equal to 3 x 10° for the short-term-memory task). The
optimal parameters and corresponding Py values for each task are:
RSP A'* = 15.118, OLP g* = 0.486, h*=30.703, PF"=1.158
(forward prediction); RSP A*=1.245 OLP g¢* = 0.355,
h* =0.170, P}?i" = 1.416 (short-term-memory).

of the higher efficiency of the OLP at finite resources and
the positive contribution of backaction in the regime where
the measurement strength is optimally tuned.

While this analysis is very useful in practice, it is difficult
to isolate the true contribution of backaction when compar-
ing the OLP with the RSP, since the finite-resource
inefficiency of the RSP also plays an important role. For
this reason, we complement the previous study with a
comparison against the RWP. The RWP provides an
efficient unperturbed-dynamics benchmark, as it shares
the same linear scaling as the OLP; both protocols can
therefore be allocated the same number of resources. This
allows us to disentangle the effects of sampling noise from
those of measurement back-action.

In this setting, we consider the maximal value of
Pr(g,h), now defined with respect to the RWP, ensuring
a fair comparison between protocols with identical resource
budgets. As shown in Fig. 7, we compute this quantity for
different total numbers of resources and observe that the
contribution of backaction remains significant even at finite
sampling. Increasing the number of resources improves the
performance, as the OLP requires higher sampling reso-
lution to fully exploit the expectation values of its observ-
ables. This behavior shows that the advantage observed in
the ideal scenario is not an artifact of assuming infinite
resources, but persists in practical conditions and progres-
sively approaches the ideal limit as more measurements are
available.

N,

FIG. 7. Maximum value of P, when comparing the OLP with
the RWP, as a function of the total number of measurements N,
for the forward prediction task (top) and for the short-term-
memory task (bottom). The red dashed line marks the threshold
Pr = 1. For both tasks, the maximal Py remains above 1 even at
modest sampling, indicating that backaction provides a positive
contribution to the performance of the OLP. As N increases, the
maximal P, grows and approaches the ideal values obtained in
the infinite-resource scenario.

C. Comparison with a classical-feedback-based
protocol

So far, we have compared the OLP driven by an optimal
backaction with the restarting protocol. This allowed us to
highlight the advantage of exploiting the information
disturbance trade-off with respect to an ideal but inefficient
scenario were measurements did not affect the system.
More recently, alternative online schemes have been
proposed where the reservoir is restarted at every step
but complemented with a classical-feedback layer that
reconstructs the reservoir state informed by the previous
expectation values [51,67]. This approach is undoubtedly
practical and efficient, yet it relies entirely on a classical
memory, which limits the exploitation of genuinely quan-
tum resources. By contrast, in our indirect-measurement
OLP protocol, although less information is extracted per
measurement, the reservoir retains quantum coherences
that constitute a form of quantum memory. We therefore
expect that, at comparable resource scaling, the optimized
OLP can outperform protocols that rely only on classical
memory like the feedback-driven protocol proposed
in Ref. [51].

To test this expectation, we adapt the feedback-driven
protocol to our spin-reservoir setting and benchmark it
directly against our optimized OLP. The adapted protocol
operates as follows: For each element & of the input time
series, (i) the value s; is encoded into one of the reservoir
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FIG. 8. Feedback-driven protocol. We adapt the feedback-
driven protocol by inserting the unitary feedback layer in our
reservoir pipeline. The measurements after the evolution are
projective, and at each new input, we reset the system to the initial
conditions.

)

qubits with the same encoding map of the OLP, (ii) a
unitary feedback layer is applied, which reinjects informa-
tion about the previous expectation values (st ,) into the
reservoir, (iii) the system is evolved under the reservoir
Hamiltonian (3), and (iv) all qubits are measured projec-
tively, and the reservoir is reset to its initial state before the
next input. This routine is repeated sequentially for the
entire time series. To ensure consistency with our previous
analysis, we measure single-spin observables in all three
directions (x, y, z), but exclude two-spin observables since
the classical-feedback protocol was originally devised for
single-spin readout. The feedback layer is implemented as a
staggered array of two-qubit modules acting across the
reservoir qubits (see Fig. 8). Each module is parametrized
by the measured expectation values at the previous step and
a feedback strength ag,. This module acting on qubits i and
j takes the form

R;;(6) = RX;()RX ;(6)CX;RZ;(6)CX (10)

Lj»
where RX(-) and RZ(-) denote single-qubit rotations, CX;
is a controlled NoT with control i and target j and
0= Ay <0;(_1>.

We test this adapted feedback-driven model on the same
short-term-memory task considered above. As a first step,
we vary the Hamiltonian parameter /s, which controls the
external field, and evaluate the sum capacity at different
feedback strengths ag,. The results [Fig. 9(a)] show that the
maximum sum capacity is obtained for 4 = 10 and
ag, ~ 0.63. We then fix & = 10 and examine in detail the
capacities of individual memory tasks at different delays 7,
while still scanning over agm. The resulting capacities
are compared with those of the optimally performing
OLP [Fig. 9(b)]. The comparison reveals that at short
delays (7 = 1) the optimal feedback-driven protocol per-
forms comparably to the optimized OLP. However, as the
task becomes more demanding (larger ), the advantage of

37 0.01
0.05
0.22 <

1.00

10.00

FIG. 9. Performance of the feedback-driven protocol across
different systems (top) and versus the optimal OLP (bottom) for
the short-term-memory task. We consider an infinite-resource
scenario, and each line is the average over ten different realiza-
tions. The shaded regions denote 1 standard deviation around the
mean. In the bottom panel, the system chosen for the feedback
protocol has an /4 value of 10.

the OLP becomes evident: The presence of quantum
memory allows it to maintain higher performance, clearly
surpassing the classical-memory-based feedback strategy.

V. CONCLUSIONS AND DISCUSSION

In this work, we demonstrate that backaction, a purely
quantum effect absent in classical systems, can be exploited
as a computational resource, leading to enhanced perfor-
mance of quantum reservoir computing in temporal data
processing tasks.

By studying the performance ratio Py, we showed that a
suitable choice of the measurement strength and external
field enables the OLP to match or even surpass the
performance of unperturbed-dynamics protocols. In par-
ticular, large regions of the (g, 1) parameter space display a
clear advantage for the OLP, with the strongest enhance-
ments appearing precisely where the unperturbed dynamics
1s most constrained. To further characterize this effect, we
introduced the stricter measure P?i“, which compares the
OLP with the best-performing unperturbed reservoir. This
allowed us to isolate the contribution of backaction
independent of parameter choice. Notably, even for OLP
configurations that already achieve high capacities, we
observe that backaction continues to provide a measurable
improvement, demonstrating that its beneficial role extends
across the relevant operating regimes.

We then extended the analysis to finite-resource scenar-
ios, where both sampling noise and protocol efficiency
became relevant. When comparing the OLP with the RSP,
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the observed enhancements combined the intrinsic advan-
tage provided by backaction with the superior scaling
properties of the OLP. To disentangle these effects, we
next compared the OLP with the RWP, which shared the
same linear scaling in resources. By examining the maxi-
mal value of Pp with respect to the RWP, we find that the
positive impact of backaction remains significant even at
finite sampling and converges toward the ideal infinite-
resource behavior as the number of shots increases. This
confirms that the advantage observed for the OLP is a
genuine effect of backaction rather than a consequence of
differing resource requirements.

Across several subtasks derived from two standard
benchmark problems, we also highlighted the importance
of tuning the OLP parameters. The optimal measurement
strength and external fields depend on the specific compu-
tational goal, and choosing these parameters appropriately
is crucial to unlocking the benefits of backaction.

Finally, by benchmarking the OLP against the feedback-
driven protocol, a linear-scaling classical-quantum hybrid
scheme, we demonstrated that the OLP’s ability to partially
preserve coherences in the reservoir state provided an
advantage inaccessible to purely classical-feedback mecha-
nisms. Taken together, these findings establish that meas-
urement backaction itself serves as a genuine computational
resource for quantum reservoir computing.

As the field transitions to experimental implementations,
our results highlight the importance of identifying protocols
that make the best use of limited resources while exploiting
the beneficial role of measurement backaction. In this
context, we combine the previous knowledge on the better
scaling of the OLP compared to the RSP with the ability to
positively affect the reservoir dynamics by tuning the
measurement strength. Together, these findings emphasize
the OLP as a compelling candidate for near-term exper-
imental demonstrations of QRC. This practical orientation
is essential as experimental interest in QRC continues to
grow [10,16,17,57-62,68]. From an experimental perspec-
tive, the OLP is feasible with currently available technol-
ogy. Its main requirement is the ability to implement weak
or partial measurements with a tunable strength, a capabil-
ity that has already been demonstrated in several quantum
platforms, including superconducting circuits, cold atoms,
and photonic systems [9-12,16]. In integrated photonics,
for example, such measurements can be naturally realized
by using parametrized beam splitters or tunable directional
couplers that route the signal mode into an ancillary path
only with a controlled probability. By detecting the ancilla
mode while leaving the main mode largely undisturbed,
these devices effectively implement a weak measurement
whose strength is set by the beam-splitter transmissivity.
This approach, together with the ability to incorporate
additional ancilla modes on chip, provides a practical route
for realizing indirect-measurement-based protocols such as
the OLP on scalable photonic hardware.

Moreover, our work addresses the growing concerns
regarding the scalability and trainability of quantum
machine-learning models. As variational quantum algo-
rithms face challenges related to these issues, QRC emerges
as a compelling alternative. Not only by following this
approach, trainability issues such as barren plateaus [69]
are avoided. Using the optimized OLP, we provide a
pathway for conducting machine-learning tasks efficiently
at scale.

In conclusion, our analysis underscores the fundamental
role of indirect measurements in enhancing the perfor-
mance of QRC through the OLP framework. By demon-
strating that making use of indirect measurements not only
improves the scaling of the algorithm but can also improve
its performance given an appropriate parameter selection,
we lay the groundwork for future research.

Looking forward, we recognize the need for extended
studies across a broader range of tasks, classical and
quantum [40], and metrics, which may reveal even more
generalized conclusions regarding the behavior of QRC
algorithms under the OLP. In this direction, studying the
effects of evolution time and coherence dynamics may
provide deeper insights into the quantum processes under-
lying these systems. Our results strongly support the
experimental realization of the QRC algorithm with indi-
rect measurements through the OLP, particularly within
emerging platforms that utilize neutral atoms and photons.
As quantum computing evolves, these insights will drive
both theoretical and practical applications in quantum
machine learning.
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APPENDIX

1. Details on the finite-resource scenario

Here we consider the case in which each expectation
value extracted from the reservoir is computed with a finite
number of shots N,. To take this into account, it has been
shown that it is enough to add a Gaussian noise dependent
on N, and g to the previously computed expectation
values [8] [for further details, refer to Eq. (9)].

Within this scenario, it is also important to consider the
inherent inefficiency of the RSP compared to the OLP as
discussed in Ref. [8]. This analysis builds upon taking into
account the time resources that each protocol requires to be

x direction

1072 1074 100 10! 10% 1072 107t 100
h h

y direction

executed. Let us start by assuming that the time required to
reset the reservoir and to take a measurement is negligible.
Hence, we can define the experimental time required to
run the QRC algorithm with the RSP on a dataset of K
elements as

1
Ty = 3N (K'ngg + 3 (€4 DK, (A1)

where K’ is equal to K minus the number of samples used
for the washout stage K, and 7, = K,,,Af is the time
required for the washout stage. On the other hand, in the
case of using the OLP, we get a linear dependence on K’
rather than a quadratic:

ng,l’ = 3NOP (KAt). (A2)

In both Eqgs. (A1) and (A2) the factor 3 is because we
cannot measure simultaneously in all the directions x, y,
and z.

Then, if we fix N, for the OLP, we expect to have a
smaller amount of resources for the RSP given the
assumption that we have the same experimental time at
our disposal for both protocols. To see this, let us formally
set T = T = Tayr as the available resource in time and
fix the number of shots for the OLP. The available shots for
the RSP result to be

2K

NRSP _ pOLP )
' P K? 4+ K'(2Kyo + 1)

(A3)

2. Independent parameter optimization per direction

In this appendix, we explore the effect of maximizing the
minimum performance ratio P{" independently for each
observable direction. We do this analysis for the short-
memory task. Concretely, we consider three separate
scenarios in which only the observables along a single
axis (either x, y, or z) are used to compute P%ﬂn, and we
determine the optimal parameters (g, /) that maximize Pi"
for that direction following the same procedure described in
the main text. This per-direction analysis gives intuition

z direction

10! 10% 1072 1071 100 10! 10%

FIG. 10. Minimum performance ratio analysis for the short-term-memory task computed independently for each measurement
direction. Each panel shows the g-h map when only observables in a single direction are used to evaluate P'}i". The optimal parameters
and corresponding Pgi" values for each direction are: RSP A'* = 0.170, OLP ¢* = 0.150, 2* = 0.170, P}Pi" =0.981 (x); RSP
h'* = 0.084, OLP ¢g* = 0.355, h* = 0.041, PWin = 1.145 (y); RSP /" = 0.084, OLP ¢g* = 0.355, i* = 0.041, P¥" = 1.159 (z).
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FIG. 11. Capacity for different subtasks. The figure compares

the capacity of the OLP when optimized independently for each
measurement direction and combined across directions with the
OLP optimized jointly over all observables. The per-direction
strategy gives a modest gain, redistributing capacity from long to
short delays (see main text for discussion).

about the contribution of each direction to the total
performance.

As shown in Fig. 10, the x direction contributes less to
P?i“ than the other two directions, which are very similar
both in behavior and in optimal parameters.

Next, we take the observables corresponding to each
direction’s independently optimized parameters and build a
combined dataset used to solve the task. In Fig. 11, we
compare the capacities of this combined dataset with those
obtained from the joint (global) optimization reported in the
main text. The combined, per-direction strategy yields a
small increase in the performance ratio PF" = 1.040 (vs
PRin = 1,029 for the global optimization). Although this
increase has little impact on the summed capacity reported
in the main text, the independent optimization redistributes
capacity from larger delays (the “tail”) to shorter delays (the
“head”): Capacities at small delay # are improved, while
long-n performance is slightly reduced. Thus, for applica-
tions that prioritize short-delay memory, the per-direction
strategy can be advantageous. Finally, since the x direction
contributes relatively little, one may reasonably omit x
observables when resources are constrained and focus on
the more informative y and z directions.
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