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Fault-tolerant quantum computers promise the simulation of complex quantum systems beyond the reach of
classical computation. In contrast, current noisy intermediate-scale quantum devices are constrained by hardware
noise. Consequently, quantum simulation methods remain limited in their near-term applicability. Two prominent
techniques addressing these challenges are zero-noise extrapolation (ZNE) and incremental structural learning
(ISL). In this work, ZNE and ISL are benchmarked for simulating the Trotterized time evolution of two models:
the Tavis-Cummings model (TCM) and the Heisenberg spin chain (HSC), using a classically simulated noisy
hardware backend. The methods are evaluated on the basis of the accuracy of expectation values relative to
noiseless simulations and their resource demands such as circuit depths and shot counts. The impact of noise on
optimization routines in ISL, previously underexplored, is also investigated. Results indicate that ISL performs
more favorably in HSC systems, consistently surpassing ZNE in expectation value accuracy. Conversely, for
the TCM, ISL generally yields lower accuracies despite reduced Trotter circuit depths, with weak interactions
often leading to pronounced phase lags or flat expectation curves. Notably, when performing ISL optimization
under noiseless conditions, the protocol is generally able to reduce dephasing errors, but average accuracies still
vary on the simulated Hamiltonian. Our findings highlight the sensitivity of quantum simulation protocols to the
structure of the Hamiltonian encoding system dynamics. Trends across systems suggest that ISL optimization
benefits from Trotter circuits with stronger interactions, and that ansatz construction favors isotropic couplings.
Moreover, although ISL introduces approximation errors, it demonstrates greater robustness than ZNE in systems

1

with deeper Trotter circuits.
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I. INTRODUCTION

Quantum computing has emerged as a powerful paradigm
with potential applications across many scientific and en-
gineering domains, where it may outperform classical ap-
proaches for specific tasks [1,2]. Areas of potential quantum
advantage include quantum-secure cryptography [3], acceler-
ated training of certain machine learning models [4], efficient
solvers for combinatorial optimization problems [5], and the
simulation of quantum systems [6]. Among these, quan-
tum simulation holds particular importance due to its direct
relevance to quantum mechanics, enabling the study of many-
body dynamics, quantum chemistry, and condensed-matter
phenomena that are classically intractable [7-9].

Classical simulation of quantum dynamics becomes ex-
ponentially demanding as system size increases, due to the
rapid growth of the Hilbert space. To address this limita-
tion, Richard Feynman proposed, in 1982, the engineering
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of quantum systems to simulate other quantum systems [10].
He conjectured that such quantum devices could naturally
and compactly represent quantum states of interest, leverag-
ing quantum mechanical properties such as superposition and
entanglement. Quantum simulation methods have since been
broadly classified into analog quantum simulation, where en-
gineered hardware directly mimics a target physical system,
and digital quantum simulation (DQS), where time evolution
is implemented using programmable quantum circuits com-
posed of logic gates acting on qubits [11]. Devices that operate
by manipulating qubits with a universal set of quantum logic
gates are correspondingly known as digital quantum comput-
ers (DQCs) and enable DQS.

In 1996, Seth Lloyd established foundational methods for
DQS, demonstrating that the time evolution of local Hamil-
tonians can be efficiently simulated using Trotterization [12].
This method employs the Trotter product formula [13], ap-
proximating the exponential of a complex Hamiltonian as a
product of exponentials of simpler local terms. As a result,
continuous time evolution is discretized into a sequence of
time steps, with approximation accuracy dependent on step
size. Trotterization has since become a standard approach for
simulating Hamiltonian dynamics on DQCs [11,14].

Despite the algorithmic flexibility and hardware inde-
pendence offered by DQS, its practical realization on cur-
rent noisy intermediate-scale quantum (NISQ) hardware is
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severely constrained by decoherence, limited qubit counts,
and shallow achievable circuit depths [15—-17]. These limi-
tations restrict both the system sizes and timescales that can
be meaningfully explored, since increased noise directly de-
teriorates the fidelity of simulation results. This problem is
particularly severe for Trotterized simulations, as circuit depth
scales linearly with the number of time steps, making fine-
grained, long-time evolution especially vulnerable to noise
accumulation [18,19]. Thus, techniques specifically designed
to enhance simulation accuracy under realistic hardware con-
straints have become essential.

Quantum error mitigation (QEM) constitutes a class of
such techniques, aiming to reduce noise-induced biases in
estimated expectation values using postprocessing meth-
ods, without requiring hardware-level error correction [20].
Among these methods, zero-noise extrapolation (ZNE) has
gained considerable attention due to its ease of implementa-
tion [20]. In particular, ZNE estimates noise-free expectation
values by extrapolating measurement statistics collected from
equivalent circuits under systematically varied noise levels
[21-23]. Given its simplicity, ZNE serves as a suitable base-
line for evaluating more complex algorithmic approaches.

Complementarily, variational quantum simulation (VQS)
methods directly adapt quantum simulation methods to the
limitations of NISQ devices [23]. VQS encompasses a subset
of hybrid quantum-classical algorithms known as variational
quantum algorithms (VQAs), which encode computational
tasks into parametrized quantum circuits optimized via clas-
sical algorithms [18]. The adaptive circuit structure and
parameter flexibility inherent in VQAs have demonstrated
resilience against noise, allowing the implementation of
shallow-depth circuits tailored specifically to hardware limita-
tions [18,24-26]. In VQS, trial quantum states are optimized
iteratively to approximate a discrete-step time evolution of
quantum systems. Prominent approaches include variational
approximations to Trotterized dynamics [27-29], differential
equation-based methods [29,30], and extensions suitable for
mixed states [31] or open-system dynamics [23].

This work specifically investigates incremental structural
learning (ISL) [28], a VQS approach that iteratively trans-
forms Trotterized quantum circuits into shallower, optimized
approximations. The method relies on approximate recom-
pilation, wherein parametrized circuits are constructed to
maximize fidelity with respect to an input circuit. While ISL
has been studied individually [28,32], and variational methods
have been broadly compared to standard Trotterization [33],
a direct comparison between ZNE and ISL under realistic
hardware noise remains absent. Furthermore, the robustness
of approximate recompilation routines in noisy environments
is not yet well understood.

To fill these gaps, this study presents a comparative analy-
sis of ISL and ZNE applied to the Trotterized time evolution
of Hamiltonians with different interaction structures. The
protocols are evaluated on emulated NISQ hardware and
compared against both ideal Trotterized evolution and ISL
optimization performed on noiseless hardware. Two repre-
sentative quantum simulation models are considered: the
Tavis-Cummings model (TCM) [34] and the Heisenberg spin
chain (HSC) [35]. These models differ significantly in their
coupling pattern and time-evolution dynamics, enabling us to

evaluate how algorithmic performance depends on Hamilto-
nian characteristics.

Our analysis focuses on two main metrics: accuracy,
defined as deviations of expectation values from noiseless
benchmarks, and resource requirements, measured by circuit
depth and the number of circuit executions. By evaluating
both protocols across representative systems of varying sizes
and associated noise levels, this study seeks to clarify their
respective strengths, limitations, and overall practicality for
quantum simulation within the NISQ regime.

The remainder of this paper is organized as follows. Sec-
tion II outlines the methods employed for DQS, details the
implementation of ZNE and ISL, and describes the quantum
simulation models alongside their mapping to NISQ hard-
ware. Section III presents numerical comparisons of ISL and
ZNE in TCM and HSC systems, highlighting their relative
performance under different simulation scenarios. Finally,
Sec. IV summarizes the main findings and offers concluding
insights along with suggestions for future research directions.

II. METHODS

This section describes the computational and theoretical
methods employed in this study. First, the methods used for
DQS are introduced, including the standard Trotterization
procedure, with the application of error mitigation through
ZNE, and through a variational approach following the ISL
protocol. Next, the two considered physical models, the TCM
and the HSC, are outlined, alongside their respective qubit
encodings for DQS. The simulation framework is then de-
tailed, including the choice of observable used as an accuracy
metric, the parameters of the emulated NISQ hardware, the
circuit execution strategy, and the algorithm hyperparameters
employed. Finally, the estimation of resource requirements is
discussed, focusing specifically on the overhead introduced by
ZNE and ISL over standard Trotterization.

A. Trotterized time evolution for DQS

Given a Hamiltonian H of interest acting on a system of
qubits and an initial state |¢g), the goal of DQS is to find the
state of the system at a later time ¢ > 0, using a DQC.

For a time-independent Hamiltonian, the unitary evolution
of the state is given as |¢(t)) = U(t)|@o), where U (t) = e~
is the time-evolution operator [36]. To simulate this evolution
on a DQC, the operator U(¢) must be decomposed into a
sequence of elementary quantum gates that can be directly
implemented on the chosen quantum hardware. However,
this decomposition is generally intractable for Hamiltoni-
ans of large dimensionality due to the exponentially scaling
number of terms. Therefore, approximate methods are often
required [14].

The Trotter product formula (also known as Suzuki-Trotter
decomposition) provides a framework for approximating ex-
ponentials of operator sums [37]. Following the formulation
of Ref. [14], it states that for any two Hermitian operators A
and B, and any ¢ € R, the following identity holds:
iAr/neiBt/n)n _ ei(A+B)l. (1)

lim (e
n—oo
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By defining a step size At =t/Ny for some Ny € Z, one

obtains the first-order Trotter approximation:
ei(A+B)At — eiAAteiBAt 4 O(Atz) (2)

This result naturally generalizes to sums of more than
two terms. In particular, for a time-independent Hamil-

tonian H = fozl H,, the time-evolution operator can be
approximated as
M Nr
U(t) = (]‘[ e—"”mA’> + O(AF). 3)
m=1

Defining the Trotter step as T =[], e 2", the time-
evolution operator can then be approximated by repeated
applications of T, i.e., UnAt) ~ T" for n=0,1,...,Nr.
In DQS, T is represented as a sequence of quantum gates
that must be applied repeatedly for each time step, leading
to deeper circuits with increasing time step, which can be
challenging to evaluate on NISQ devices due to noise accu-
mulation.

This approximation is particularly efficient for local
Hamiltonians, where each term H,, acts on at most a constant
number of qubits. In such cases, the individual exponen-
tials e~ nA1 are easier to compute or approximate on DQC
hardware. The Hamiltonian terms {H,,} are typically mapped
to Pauli strings (i.e., tensor products of single-qubit Pauli
operators, including the single-qubit identity operator) [38],
which admit well-studied decompositions into quantum gate
sequences [39,40].

Higher-order Suzuki-Trotter decompositions can also be
employed to achieve more accurate approximations, at the
cost of additional terms and increased circuit depth [14,41].

It is worth noting that if all terms in the Hamiltonian
commute, meaning [H,,, H;] = 0 for all m and [, then the time-
evolution operator factorizes exactly as U (1) = [[V_, e,
and no approximation is required. However, this condition
rarely holds in practice [14].

B. QEM with ZNE

For an observable O of interest, QEM aims to reduce the
deviation between the expectation value (O) estimated on
noisy hardware and the corresponding ideal, noiseless value
0. Specifically, QEM methods seek to minimize the mean
squared error ((O) — 0)? [20]. These techniques involve post-
processing the outputs from ensembles of circuit runs to
improve aggregate results, rather than reducing noise on indi-
vidual runs. QEM encompasses a broad range of approaches,
including probabilistic error cancellation [42,43], readout er-
ror mitigation [44,45], Clifford data regression [46—48], and
tensor network methods [49], among others. QEM is par-
ticularly relevant for near-term devices, with several studies
demonstrating measurable improvements over unmitigated
execution on NISQ hardware [22,50-53].

In this work, ZNE [21,30] is implemented to mitigate er-
rors in circuits for Trotterized time evolution. ZNE operates
by executing the same quantum circuit under systematically
scaled noise levels and fitting the resulting measurement out-
comes to an analytical model, which is then extrapolated to the
zero-noise limit. The local gate folding technique is adopted

[54], in which individual gates U in the input quantum circuit
are replaced by repeated applications and their inverses, U +—
UUTUY, for some positive integer /. This amplifies the effect
of noise by increasing the number of physical operations,
without altering the underlying computation. As applying
folding to the entire circuit scales the effective depth by odd
integers, final folding can be applied to a subset of s gates in
the circuit to obtain a finer-grained noise scaling factor. Thus,
for an input circuit of depth d, the total number of layers in
the folded circuit increases by a factor of A = 2(I + s/d) + 1.

In this investigation, the resulting noisy expectation values
(O)(A;) are fitted using an exponential ansatz,

(0)(%) = a +be™", “

where ¢ > 0, and a € R represents the noisy asymptote value
of the observable for A — oo. This model is motivated by
the assumption of exponential decay in fidelity with respect
to circuit depth under weak stochastic noise [22]. The fit is
performed via linear regression on the logarithmically trans-
formed values:

log ({O)(X) — a) = logb — cA, (®)]

with a treated as a hyperparameter defined a priori based on
knowledge of the observable. This approach is favored over
polynomial fits such as Richardson extrapolation [21,30], as
the assumptions underlying a low-order Taylor expansion may
break down in deeper circuits or for small noise levels [23].

C. ISL protocol for VQS

ISL recompilation is a protocol designed to recursively
construct hardware-efficient variational circuits that approx-
imate the action of a target sequence of deep (or otherwise
hardware-inefficient) circuits [28]. Originally developed as a
VQS method, ISL is particularly well suited for Trotterized
DQS.

In its standard VQS formulation, ISL constructs a sequence
of variational circuits {Vn}gi , to approximate the outputs of
Trotterized circuits {T" 2’;1, with each V,,; trained to match
the action of T on the preceding variational state. Assuming
the circuit acts on the all-zeros state |0) = |0)®™, a success-
ful approximation is expressed as V,,11|0) ~ TV,|0), where
Vo = Uy prepares the chosen initial state acting on |0). This
recursive approach exploits the local structure of Trotteriza-
tion by constructing each V,, =V, (#) as a sequence of layers
of 2-local subcircuits (called thinly dressed controlled-NOT
gates (CNOTS) [28]), consisting of a CNOT gate surrounded by
single-qubit rotation gates, with both placement and parame-
ters optimized using learning-based techniques.

In particular, the parameters @ are optimized at each step
n =1, ..., Ny to minimize the cost function

C(0) =1—[{0[V,(0)'TV,_1]0) . ©6)

In this study, ISL is implemented under realistic conditions,
where both the Trotterized target circuit 7 and the varia-
tional ansitze V,, are executed on simulated noisy hardware.
Consequently, the cost function is estimated from noisy mea-
surements. The impact of gate errors and shot noise [55] on
the accuracy of the optimization is therefore central to the
investigation. This implementation deviates from the standard
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formulation of VQS protocols and enables a realistic assess-
ment of algorithmic robustness in the NISQ setting.

A crucial step in ISL optimization is the selection of qubit
pairs for constructing the parametrized circuit, known as the
ansatz. At each layer, reduced density matrices for physi-
cally connected qubit pairs are estimated via quantum state
tomography (QST) [56], allowing identification of the pair
with the highest local entanglement measure. This pair is then
selected for the next thinly dressed CNOT layer; if all entangle-
ment measures are zero, heuristic rules based on deviations
in local expectation values are applied. While QST enables
more effective circuit design and can accelerate convergence,
it also introduces a non-negligible measurement overhead (see
Sec. I1 G for a quantitative analysis).

ISL recompilation proceeds as follows:

(1) Initialization. Define the initial state preparation cir-
cuit Uy, and the Trotter step circuit 7 governing time
evolution.

(2) Recursive recompilation. For each time step n =
1, e NTI

(a) Append a thinly dressed CNOT layer to a qubit pair
in the parametrized circuit V;,(0).

(b) Optimize the parameters in the layer added in step
(a) to minimize the cost function C(#) using the Rotoselect
algorithm [57] until convergence. Then, employ the fol-
lowing transpilation strategies [58] to simplify the circuit:
Perform the Rotosolve [59] algorithm [57] once on all
parameters, merge adjacent rotation gates acting around the
same axis, remove pairs of consecutive CNOTS, and remove
rotation gates with angles below a threshold 6y, (fixed to
1073 in this investigation).

(c) Assess convergence: If the cost drops below a user-
specified cost threshold Cqy, or if improvement saturates
or resource constraints are reached, finalize V,,. Otherwise,
repeat steps (a) and (b).

(3) Output. After Nr steps, obtain a sequence of shallow
circuits {V,} that collectively approximate the Trotterized evo-
lution.

Further technical details, including a graphical illustration
of the ISL workflow, are provided in Appendix A.

In the literature, ISL has been applied to VQS for a variety
of systems, including the Fermi-Hubbard model via dynam-
ical mean field theory [28], the TCM and Jaynes-Cummings
model [32], and electron-phonon dynamics [60]. Outside of
VQS, ISL has also been employed to quantum neural net-
works in order to optimize the number of two-qubit gates
needed [61]. While ISL can substantially reduce circuit depth
and thereby improve robustness to noise, this benefit comes
at the cost of introducing classical optimization overhead and
a greater number of quantum circuit executions required for
optimizing circuit parameters and gate placement [32].

D. Tavis-Cummings model

Various spin-boson models have been used as model
Hamiltonians to demonstrate and investigate specific in-
stances of DQS [32,33,62,63]. Among these, the TCM is
considered here as the N-atom generalization of the Jaynes-
Cummings model [64]. The TCM describes a system of N
two-level atoms coupled equally to a quantized single-mode

electromagnetic field. This model was originally formulated
in the context of atomic gases interacting with a common
electromagnetic field [65,66], and has since been physically
realized in implementations based on double quantum dots
[67], as well as in superconducting [68] and semiconducting
[69] qubits. Its Hamiltonian is given by [70]

()
Hre —a)aa+QZ—+gZ(ao(’)+afa(’)) (7

Here, w is the frequency of the field mode, €2 is the separation
between the atom energy levels, and g is the coupling constant.
The operator a” denotes the annihilation (creation) opera-
tor for the bosonic mode, and the Pauli operators {o\" | o €
{x,y, z}} act on the ith atom. The spin- ra1s1ng (+) and spin-
lowering (—) operators are defined as 0" = (0¥ + io0)/2.
Since each term in Eq. (7) contains an equal number of
creation/spin-raising and annihilation/spin-lowering opera-
tors, the total number of excitations is conserved throughout
time evolution [71].

Throughout this work, all simulations are performed un-
der the resonance condition 2 = w. The initial state (before
mapping to the qubit basis) is defined as [g) = |1) ®f\’=1 18);s
where the field mode contains a single photon and each atom
is in its ground state.

Tavis-Cummings qubit encoding

To simulate the TCM on a DQC, both the Hamiltonian and
initial state must be mapped to the qubit formalism.

Each two-level atom in the system is represented by a
qubit: The ground state |g); and excited state |e); of the ith
atom are mapped to the computational basis states |1); and
|0); of the ith qubit, respectively. In this encoding, the spin
operators o (for « € {x,y,z}) correspond directly to the
standard Pauli operators acting on the ith qubit.

The bosonic field mode is described by Fock states |n),
where n is the photon number. As the Hilbert space of the
field is infinite dimensional, it must be truncated to D states,
retaining only |n) with 0 < n < D [72]. In this study, because
the initial state contains exactly one photon, the dynamics
are restricted to the single-excitation subspace spanned by the
Fock states |0) and |1). Consequently, the field mode can be
efficiently encoded in a single qubit, with |0) (zero photons)
mapped to the qubit state |0), and |1) (one photon) mapped to
I1)p-

The resulting qubit system consists of N, = N + 1 qubits:
Qubit 0 encodes the field mode, and qubits 1-N represent the
atoms. The qubit-encoded TCM Hamiltonian takes the form

w N

e (@)

2 ZUZ
i=1

N
g 005D — 5O
EZ VD). (8)

HTC B (I[ — 0‘(0)

The corresponding encoded initial state is |gg) = |1) =
[1)®V which can be prepared using the state preparation
circuit Uy = ®f\25 ! o? acting on the all-zeros state |0) =
10)2%.
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To perform Trotterized time evolution under this Hamil-
tonian on quantum hardware, the evolution operator must
be decomposed into implementable quantum gates. For the
TCM, a single Trotter step can be expressed as

N
Tre = e @/2 R§°>(—wAz)]_[R§f>(wAt)
Jj=1

N
< | TTRS(@AORS (—gAr) |. ©9)
j=1

where R%" (0) = exp(—i%o” ® o). The global phase fac-
tor e~/ does not affect measurement outcomes and can be
omitted in practical circuit implementations.

E. Heisenberg spin chain

The quantum Heisenberg model (QHM) describes nearest-
neighbor spin-to-spin interactions in lattices of spin-1/2
systems [35]. The one-dimensional version of the QHM, often
referred to as the Heisenberg spin chain (HSC) [73], consists
of a lattice of L sites arranged linearly, with each site hosting a
spin-1/2 particle that interacts with its two nearest neighbors.
This model has been extensively applied to the study of mag-
netic properties in condensed-matter physics, and has been
experimentally realized using quantum dots [74], Josephson
junctions [75], and trapped ions [76]. Additional applications
arise in quantum information processing, where schemes have
been developed for quantum state transfer [77], and experi-
mental demonstrations of quantum spin transistors have been
reported [78]. The system is governed by the Hamiltonian

Husc = —

| =

L
Z (Jx (J+l) +J, 0 (J+1)
j=1

+ LoPetD + k- g7 (10)

Based on this formulation, J = (J,, J,,J;) € R3? is de-
fined as the vector coupling constant between adjacent lattice
sites [79]. The individual components specify the interac-
tion strengths along the three canonical axes; each term
Joo otV couples the o components of neighboring spins.

The vector h = (hy, hy, h;) € R3 represents a uniform ex-
ternal magnetic field applied to all spins. Each component
h, specifies the field strength along the corresponding axis,
and the term h - ¢/ describes the interaction of the jth spin
with the field. The notation ) = (., ay(j ). o) is used for
brevity.

To properly define the term o/ in the Hamiltonian,
boundary conditions must be specified. Here, periodic bound-
ary conditions are employed, such that ¢{t*1 = (1) for all
a € {x,y,z}.

In order to perform DQS, the system is initialized in the
state o) = ||.)®F, where ||.); represents the spin-down
eigenstate along the z axis for the ith spin.

Heisenberg spin chain qubit encoding

Each site in the Heisenberg spin chain hosts a spin-1/2
particle, which can be naturally mapped to a qubit. The

mapping chosen here assigns the spin-down state along the
Z axis, |J;);, to the computational basis state |1);, and the
spin-up state, |1;);, to |0);,. Under this encoding, the spin
operators o) correspond directly to the standard Pauli gates
acting on the ith qubit.

With this mapping, the Hamiltonian Hysc, which is al-
ready expressed in terms of Pauli operators, translates directly
to a qubit Hamiltonian without additional transformation
required. Therefore, the resulting qubit system consists of
N, = L qubits. This direct correspondence allows for efficient
quantum circuit implementations, particularly when applying
Trotterization.

The Trotterized time-evolution operator for the HSC reads

Tusc = (]_[]_[R(J /“)(——J At))

j=1aeP
L 1
x (]’[ ]‘[R?(—Ehﬂm)), (11)
i=1 BeP
where P = {x,y, z} is used as a shorthand for the canonical
axes.

The initial state for all simulations is taken to be fully
spin-down along the z axis, which corresponds in the qubit
encoding to |¢g) = |1), analogous to the TCM encoding.

F. Simulations

The numerical experiments in this work are designed to
benchmark the performance of standard Trotterization, as well
Trotterization enhanced with ZNE and ISL, under realistic
noise conditions. Each simulation begins with a unitary state
preparation circuit Uy (as defined in Sec. II D 1), which maps
the vacuum state to the desired initial state |¢g).

The time evolution is performed in Ny = 40 discrete steps
of size At =0.01. After n time steps, the system state is
represented by the density operator p,, corresponding to the
noisy execution of 7"Uy|0), or its ISL-approximate version.

The main observable tracked throughout the simulations is
the overlap between the evolved state and the noiseless initial
state, with an expectation value given by

P(lgo)) = (@olpnlo)- (12)

This observable is accessible for all methods and enables
direct comparison, as ZNE mitigates errors in expectation
values rather than correcting state vectors directly. The time
evolution under noiseless Trotterization is set as the baseline
for optimal performance. Thus, Trotter error is not considered,
and any observed deviations from the noiseless evolution arise
from a combination of hardware noise, algorithmic variability
(ZNE and ISL), and approximation errors introduced during
ISL recompilation.

All quantum simulations are performed classically with
Qiskit [80], with the seven-qubit ibm_nairobi FakeBackend
to emulate the noise model and characteristics of a con-
temporary NISQ device [81,83]. The available basis gates
are {I, R;, /oy, o, CNOT}, and the qubit connectivity graph
is shown in Fig. 1. This topology determines which qubits
can perform native two-qubit gates without SWAP routing,
directly influencing circuit depth and gate counts. Backend
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FIG. 1. Qubit connectivity graph for the ibm_nairobi backend.
Nodes represent qubits and edges indicate pairs that can perform
native CNOT gates without SWAP routing.

transpilation routines were run with maximal optimization to
minimize single- and two-qubit gate counts, thus reducing
depth and mitigating cumulative noise [84].

ZNE is implemented using the Mitiq library [85], and the
code for ISL is available on GitHub [86], as an adaptation
of the original implementation [28]. All codes for the simu-
lations presented, including TCM and HSC implementations,
the noise model, and applying quantum simulation libraries,
are publicly available (see Ref. [87]). Simulations were exe-
cuted on the Triton computing cluster provided by the Aalto
University School of Science “Science-IT” project [88].

Each protocol is tested on instances of both the TCM and
HSC for arange of parameters. System sizes with N, = 2, 3, 4
qubits are considered. The number of shots per circuit evalua-
tion, k, is varied over k = 1024, 4096, 8192, and 16 384 shots,
for all methods. This allows an assessment of the influence of
shot noise on protocol performance, under comparable circuit
evaluation resolution across all methods. However, the total
number of required circuit executions differs between meth-
ods, due to the distinct number of circuits evaluated per time
step (see Sec. IIIC2).

For ZNE, noise mitigation is carried out using three dif-
ferent noise amplification rates, A = 1, 2, 3. For each A, the
observable is estimated by averaging results from 7, = 10
independent circuit evaluations, to reduce statistical fluctua-
tions in the zero-noise predictions. Extrapolation is performed
by fitting an exponential model, with the asymptote parameter
a fixed at 1/N, 5 This value reflects the probability of measur-
ing the initial state in a fully randomized outcome, providing
a physically motivated constraint for the fit.

Some additional considerations apply to ISL. An inade-
quately chosen cost threshold Cys can result in insufficient
convergence if set too high, or excessive computational effort
if too low. To address this, two thresholds are considered:
Cautr = 1072 (as considered in Refs. [28,60]) and Cys = 1074
for stricter optimization. Furthermore, due to the recursive
structure of ISL and variability in the optimization (espe-
cially under high shot noise), the approximate states produced
at later time steps can vary significantly across independent
runs. To assess robustness, six independent ISL runs are

performed under noisy conditions, for each combination of
system instance, cost threshold, and shot count. Unless oth-
erwise specified, all reported ISL results correspond to the
median performance across these independent runs.

To evaluate protocol accuracy, three complementary met-
rics are used. First, the median absolute error & in P (|¢p) ) for a
given protocol, with respect to noiseless Trotterized evolution.
Second, the fidelity of the simulated state with respect to the
noiseless Trotterized state is considered. Here, the density ma-
trix is obtained directly from the underlying Qiskit simulation
at each time step. For a density operator p, resulting from
noisy simulation at time step ¢+ = nAt, and the corresponding
noiseless state |¢p,) = T"Ug|0), the fidelity is defined as

F(on, l0n)) = (@ulpnlen). (13)

This provides a direct measure of how closely the simu-
lated state follows the target noiseless trajectory. Importantly,
because the density matrix is computed directly from the
simulator rather than reconstructed through QST, this met-
ric cannot be meaningfully extended to ZNE. QEM methods
reduce errors only at the level of aggregated measurement out-
comes, not across individual circuit executions. Consequently,
this metric is applied only to plain Trotterization and ISL.

Finally, dephasing in ISL is quantified by extracting the
phase shift 7j,, between the first major peak of the noiseless
probability curve and the corresponding feature in the ISL
evolution. Negative dephasing indicates that the ISL curve is
lagging behind the noiseless evolution, while positive curves
indicate a lead. Peaks in the noiseless evolution are detected
using the find_peaks function from SciPy [89], with a height
threshold of 0.3. The initial time step (a trivial local maximum
for all systems) is excluded. Within a search window of five
steps from the noiseless peak, the ISL peak is identified using
the same procedure; if no clear peak exists, the maximum
within the window is taken instead. This approach ensures
consistent peak identification across parameter regimes. Only
the first oscillation is considered, since weakly coupled sys-
tems (g or ||J| small) may exhibit limited oscillations within
the simulated time window, and later peaks are more strongly
degraded by accumulated noise.

G. Estimating required circuit executions

In the NISQ era, quantum circuits must remain shallow
enough to mitigate decoherence and gate errors, as increasing
circuit depth rapidly degrades result fidelity and limits the
potential for quantum advantage [90]. However, even circuits
with low depth can become impractical if they require a
prohibitively large number of executions. This issue arises
prominently in both VQAs [18] and QEM techniques [91],
which rely on repeated circuit executions per input circuit. If
the total number of circuit executions scales unfavorably, such
as exponentially with the number of qubits, any theoretical
quantum speedup may be negated by excessive run-time.

Consequently, the total number of circuit executions
required to perform time evolution over a fixed period, cior—
here referring to a fixed number of Trotter steps—is presented
for each algorithm. This metric is critical for assessing the
practical feasibility of quantum algorithms, alongside their
accuracy.
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1. Trotterization and ZNE circuit execution counts

For plain Trotterization, circuit executions are only re-
quired to estimate the target expectation value for each Trotter
circuit. Thus, the total number of executions over Ny Trotter
steps is given by

CTrotter = N1 k, ( 1 4)

where k denotes the total number of measurement shots em-
ployed per circuit evaluation.

When ZNE is applied, each Trotterized circuit must be
evaluated at the three chosen noise amplification rates. For
each noise rate, n,yg-independent circuit evaluations are per-
formed, each consisting of k measurement shots, to obtain a
robust average. This leads to a total execution count of

CZNE = 3navgcTroller- (15)

With n,ys = 10, as used throughout this work, ZNE-enhanced
Trotterization therefore requires 30 times as many executions
as the plain case.

2. ISL circuit execution counts

The total number of circuit executions needed in ISL-
approximated Trotterization is determined by following three
main factors: (1) the number of cost function evaluations dur-
ing variational optimization, (2) the number of measurements
required for qubit pair selection, and (3) the evaluation of the
target observable.

Qubit pair selection is primarily performed via QST, a
protocol for reconstructing the reduced density matrix of a
subset of qubits by measuring them in different bases [92]. In
ISL, pairwise QST is carried out at each layer to determine the
local entanglement structure, which guides the construction of
the ansatz. For each qubit pair, QST requires measurements in
nine different basis settings [56,93], adding a fixed overhead
of measurement circuits per pair, per layer.

Thus, for an ansatz constructed on hardware with Ny,
connected qubit pairs and N; layers, the total QST resource
cost is at most 9N Ny,k circuit executions per Trotter step.
This value is only an approximation, as practical heuristics
are employed to reduce the number of qubit pairs measured
when adding another layer. For instance, the algorithm keeps
track of recently selected layers that did not yield significant
cost improvements and temporarily avoids their reselection.
Moreover, an exact resource cost would also need to account
for any additional measurements required for qubit pair se-
lection routines when all measured pairs exhibit zero local
entanglement. Since ISL behavior is difficult to predict in
advance, the exact QST resource cost cannot be determined
prior to execution.

Including the contributions from variational optimization
and observable evaluation, the total number of circuit execu-
tions required for ISL is hence approximated by

CISL ~ (1 + Nce + 9N1qu)CTrottera (16)

where N, is the total number of cost function evaluations
across all Trotter steps. Both N, and N; depend on system
size, optimization dynamics, and problem instance, and thus
cannot be determined a priori.

Shot noise, governed by k, is another key consideration in
determining cisp.. Increasing k reduces statistical fluctuations
in measured expectation values and can improve optimization
accuracy, possibly accelerating convergence, yielding smaller
(Nee, N;). However, increasing k also linearly raises the to-
tal number of circuit executions. Balancing k is therefore
a primary challenge: Systems with higher N, are typically
associated with higher ¢ due to a larger number of qubit
pairs and increased Hamiltonian terms, which may require
greater (N.e, N;) to obtain sufficient ansatz expressibility. For
these larger systems, increasing k may be necessary to address
greater statistical uncertainty in expectation values; but such
increases can render ISL computationally infeasible if not
properly tuned.

The scaling of cigp. with respect to k, N, and N, is complex
and often problem-dependent. For practical applications, care-
ful empirical benchmarking is required to determine realistic
resource requirements and to ensure that ISL-approximate
quantum simulations remain feasible on current hardware.

III. RESULTS

This section presents a comprehensive analysis of the
performance, accuracy, and resource requirements of the
quantum simulation protocols studied in this work.

The results are organized to progressively build an un-
derstanding of each protocol’s performance across different
quantum systems, simulation parameters, and evaluation
metrics. First, simulations of the TCM are analyzed for rep-
resentative parameter sets, with varying coupling strengths
characterizing the speed of state evolution. Second, analogous
analyses are performed for instances of the HSC, including
both TCM-inspired systems and higher-dimensional interac-
tions with subsequently larger Hamiltonian terms. This is
followed by a cross-protocol and cross-system comparison,
including relevant statistics on resource requirements, accu-
racy measures, and a focused discussion on the direct impact
of noise during recompilation in ISL.

Within each subsection, simulation results are presented in
detail, with key findings supported by figures and tables as ap-
propriate. Where relevant, comparisons are made with respect
to the number of qubits (N,), the number of measurement
shots per circuit evaluation [94] (k), and other algorithmic
parameters.

Throughout this section, plain Trotterization refers to the
evaluation of Trotter circuits directly under noise, ZNE refers
to plain Trotterization enhanced by zero-noise extrapolation,
and ISL refers to Trotterized evolution approximated by incre-
mental structural learning under noisy conditions. Similarly,
noiseless evolution refers to the evaluation of Trotter circuits
in an ideal, noiseless backend, which is used as the baseline
for ideal performance. Furthermore, kn.,x = 16384 denotes
the maximum number of shots per circuit evaluation studied.
In addition, the two tested ISL cost thresholds will be indi-
catedby C_o = 1072 and C_4 = 107%.

A. Tavis-Cummings simulations

The qubit-encoded TCM Hamiltonian [Eq. (8)] is sim-
ulated using a coupling strength of g = 10 and a system
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FIG. 2. Time evolution of P(]¢y)) for (a) N = 1, (b) N = 2, and
(c) N = 3. Plain denotes plain Trotterization; other columns show
results with noise reduction protocols. Each method uses k shots
per circuit evaluation (darker lines: higher k). The dotted line is the
noiseless reference curve (evaluated with k = k., shots).

transition frequency of w = 1. The frequency w introduces
only a relative phase in the Trotter step and thus does not affect
the chosen observable. The coupling g was chosen to ensure
that the resulting time evolution displays clear and nontrivial
oscillatory dynamics within the simulated time window.

From this section onward, the main TCM parametrization
refers to the physical system defined by this parameter choice,
for a varying number of two-level atoms N.

1. Evolution of probabilities

The time evolution of the probability of measuring the
initial state, P (|¢p) ), is presented in Fig. 2. For ISL, the plotted
probability curves correspond to the median value at each time
step across all independent recompilations; the absolute error
at each time step is computed with respect to this median
value.

To provide a concise summary of algorithmic accuracy, the
median of the absolute error over all time steps is reported in
Fig. 3. The use of the median, rather than the mean, reduces
the influence of outlier values that can arise from rare but large
deviations at individual time steps, yielding a more robust
measure of typical performance.

For this parametrization, plain Trotterization accurately
captures the noiseless time evolution for N = 1 [see Fig. 2(a)],
showing minimal degradation from noise over increasing time
steps. The application of ZNE provides marginal improve-
ments, while ISL exhibits slight underperformance, showing
minor deviations from the noiseless evolution, especially for
lower shot counts with both Cyg. These algorithmic trends are
reflected in the median absolute errors & (see Fig. 3).

However, the accuracy of plain Trotterization begins to
degrade for N = 2 [see Fig. 2(b)], particularly in reproducing

plain ZNE ISL, C'_» ISL, C4

T | = | ¥
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2 3 4 2 3 4 2 3 4 2 3 4
N N N N
k=1024 k =4096 — | = 8192 — = 16384

FIG. 3. Median of the absolute error & over all time steps as a
function of system size N, for the studied methods and experimental
setup as in Fig. 2. Vertical bars show the range (minimum to maxi-
mum) of absolute error observed across all time steps for each k.

the amplitude of the second peak. While the ZNE method
improves probability estimates, it introduces instability near
extrema, suggesting that gate noise results in more frequent
fluctuations at the maxima and minima of the noiseless ex-
pectation value. ISL outperforms ZNE, achieving a median
absolute error of 0.075 (0.076) with C_, (C_4) compared to
0.084 for ZNE at kp,x shots (see Fig. 3), and visibly improved
agreement with the reference curve at the second trough,
indicating increased robustness over extended time steps.

The performance of plain Trotterization degrades further
for N =3 [see Fig. 2(c)], consistent with the expected in-
crease in noise accumulation for wider circuits (i.e., higher
qubit count). Although noise bias is not directly measured
here, it is well established that both decoherence and gate
errors compound as circuit width and depth increase [17,95],
leading to greater deviations from the noiseless reference.
ZNE remains sensitive to increasing noise and displays grow-
ing fluctuations in later time steps.

However, ZNE still outperforms ISL, which struggles with
the larger system size: ISL fails to reconstruct the final peak
and instead plateaus to near-zero probabilities in the final time
steps for most recompilations. This effect is compounded by
phase-lag errors, which visibly affect all ISL recompilations,
and cause the ISL time evolution to increasingly lag behind
the noiseless reference. As illustrated in Fig. 3, these effects
lead to a significant scaling in errors for ISL recompilation
at N = 3. While ISL recompilation with larger shot counts
generally improves accuracy, as seen in the figure, large errors
still persist at knax, With phase lag attributed as a significant
source of error. This suggests that a further increase in k
may be necessary to improve the viability of ISL for TCM
systems with N > 3. However, this requirement poses a chal-
lenge for the scalability of the method. In contrast, for plain
Trotterization and ZNE, increasing the shot count beyond a
certain threshold yields minimal changes in accuracy. This
observation indicates that, for these approaches, factors other
than shot noise are the main limiting sources of error under
the tested conditions, while also demonstrating the viability
of shot counts lower than ky,,x for these protocols.

Notably, both tested cost thresholds yield broadly similar
performance, as seen by the close agreement of their proba-
bility and error curves. However, a more detailed inspection
shows that the looser threshold C_, yields slightly lower er-
rors than C_4, despite the latter requiring more demanding
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FIG. 4. ISL recompilation cost at the end of each layer, for
the main TCM parametrization, evaluated at k.. The rows cor-
respond to sampled individual recompilations performed with the
cost thresholds: (a) C_, and (b) C_4. The color scale represents the
corresponding time step. The dashed horizontal line marks the cost
C,2.

optimization. For instance, at kp,x, the median curve for C_4
yields higher & (0.292) than C_, (0.261), with similar trends
also present for N = 1 and N = 2.

This somewhat counterintuitive result motivates the in-
spection of the recompilation cost history for ISL in the
studied systems. The evolution of the recompilation cost per
ansatz layer [96] is presented for a single generic run in Fig. 4.
The median cost across runs is not shown here, as varying
number of layers between independent recompilations would
complicate the interpretation. Notably, Fig. 4 demonstrates
that the cost function does not reach either of the Cgyg thresh-
olds tested. Instead, the ISL procedure most often halts the
addition of layers when further optimization fails to yield
appreciable reductions in the cost function. In fact, all tested
curves exhibit a gradual upward drift in the cost with ad-
ditional layers during later time steps. This behavior likely
reflects the accumulation of noise and approximation errors as
circuit depth increases, reinforcing the need for careful control
over the ansatz depth in noisy environments.

This result explains why both C_, and C_4 lead to similar
performance: The chosen threshold has not affected the final
Rotosolve optimization step of any layer, meaning any differ-
ence must be marginal, as it can only arise in intermediate
optimization steps. As a result, the overall pattern in the cost
curves is visibly similar for both Cy¢ values.

2. Further TCM parameters

To further assess the robustness of the observed trends,
additional simulations are performed for alternative coupling
strengths, specifically g = 1, 5, 20, while w is kept constant.
All simulations are performed using km,x shots to mini-
mize shot noise, and ISL circuits are recompiled for both
studied cost tolerances {C_,, C_4}. In this study, these sys-
tems will be collectively referred to as the alternative TCM
parametrizations.

00 02 04 00 02 .
¢ ¢ t

04 0.0

—— plain /INE ~—— ISL,C, =—— ISL,C_4

FIG. 5. Time evolution of P (|¢,)) for plain Trotterization, ZNE,
and ISL, for different coupling strengths and system sizes. Columns
(left to right) correspond to g = 1, g = 5, and g = 20, and the system
sizes are (a) N =1, (b) N =2, and (c) N = 3. The dotted line
denotes the noiseless time curve. All algorithms are evaluated with
k = kyax. For ZNE reference curves, points outside the interval [0, 1]

have been clipped.

The results for the probability evolution of the initial state
in the alternative TCM parametrizations are presented in
Fig. 5.

As in the main TCM parametrization, results for N = 1
across all g values indicate that plain Trotterization remains
viable in this regime. This protocol continues to provide an
accurate time evolution that is robust to increasing time steps,
with ISL and ZNE only providing marginal differences in
the results, despite their associated overhead compared to the
baseline method.

For N > 2 and the smallest coupling factor tested (g = 1),
plain Trotterization and ZNE both outperform ISL, as the
latter produces nearly constant probability amplitudes after
the initial time step. This outcome illustrates that noisy ISL
recompilation can fail to approximate the target unitary when
interaction strengths are small. In this regime, ISL is expected
to exhibit low sensitivity to parameter updates, since each
Trotter step induces only minimal state changes that may
not be fully captured by the recompilation protocol. Indeed,
ISL transpilation discards rotation gates in the ansatz for
sufficiently small angles, which can limit the output circuit’s
ability to encode weak dynamical effects. Additionally, ansatz
growth may terminate prematurely due to noise accumulation
with added layers, as the stopping criterion is then reached
before sufficient depth is achieved. Consequently, the result-
ing ansatz may stabilize at too shallow depths, restricting
expressivity, resulting in noise effects dominating dynamics
over the weak evolution in the cost function being optimized.

For the remaining systems studied, with coupling strengths
g =5 and g = 20, the observed trends are similar to those in
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FIG. 6. Median absolute error & in the time evolution of P (|¢,))
for TCM systems, shown for each protocol executed at kp.x, as a
function of system size N and coupling strength g. Error bars denote
the range observed (minimum to maximum) across all time steps.
The purple curve shows the mean across all g.

the main TCM parametrization. For N = 2, ISL outperforms
the other two protocols, with Trotterization suffering from the
expected decay due to noise over increasing time steps, and
ZNE being particularly unstable near the troughs of the evolu-
tion curves, often resulting in points outside the valid domain
[0, 1] that had to be clipped in postprocessing. As such, ISL
with C_;, (C_4) generally obtains a relative improvement in &
over ZNE, of 16.4% (23.4%) for g =5, and of 9.1% (11.7%)
for g = 20.

For N = 3, however, ZNE achieves the best performance,
effectively mitigating the increasing noise-induced decay in
plain Trotterization, while ISL exhibits great phase-lag errors
in both cases. Notably, in the g = 20 case, there is substantial
variation in the dephasing across independent ISL runs, result-
ing in median values that fail to capture oscillatory dynamics
beyond the initial time steps, as explored in more detail in
Sec. III C3. As a result, ZNE is able to achieve substantial
relative improvements in & over ISL with C_, (C_4) of 74.3%
(68.6%) for g = 5, and of 38.5% (49.6%) for g = 20, demon-
strating a consistent advantage in these systems.

3. Error summary across TCM systems

A comprehensive comparison of amplitude errors in all
tested TCM parametrizations is presented in Fig. 6, which
illustrates the median error over all simulation steps, per al-
gorithm, for all considered TCM systems.

Across all protocols, the median amplitude error & in-
creases substantially from N =1 to N = 2, likely reflecting
the effect of increased noise associated with deeper Trotter
circuits and higher qubit count. Median error is also sensi-
tive to the coupling strength g: For Trotterization and ZNE,
the highest errors occur at g = 1 for all N, illustrating how
different time evolution curves may lead to significant vari-
ations in baseline accuracy errors. Although this coupling
strength achieves the lowest median error for ISL with both
cost thresholds at N = 3, this does not correspond to improved
algorithmic performance, given the constant probability pro-
duced by ISL in this case.

Furthermore, the advantage of ISL for N = 2 can be con-
firmed, with & achieving 0.085 (0.082) for ISL with C_; (C_4)
averaged over all parameters, compared to 0.219 and 0.121

0.04
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FIG. 7. Dephasing between the first major peak of the noiseless
evolution of TCM systems and the corresponding peak in the ISL
evolution, for k = ky,x, with varying system size N and coupling
strength g. Scatter points represent the mean phase shift across inde-
pendent ISL recompilations, while error bars denote the range. The
purple curve shows the mean across all g. Positive (negative) values
indicate a delayed (advanced) peak relative to the noiseless case.

for plain Trotterization and ZNE, respectively. In contrast, at
N =3, ZNE is able to provide a relative improvement over
ISL of 41.6% for C_,, and of 40.4% for C_4.

Phase shift (dephasing) errors in ISL recompilations across
the studied TCM parametrizations are presented in Fig. 7. The
phase error analysis contrasts trends between dephasing errors
and Cgy. Notably, for N = 1, the mean dephasing across
g =10 and g =20 is negligible—0.004 (—0.004) for C_,
(C_4)—and is driven primarily by outlier runs, with most re-
compilations showing zero dephasing. For N = 2, C_, yields
a larger dephasing error on average, but it remains negligible
(Itiag| < 0.01). For N = 3, average dephasing increases by
a factor of 2.93 (6.89) for C_, (C_4). Average dephasing in
ISL tends toward leads (positive shifts) for N = 3, although
partially offset by lags. Furthermore, at this system size, vari-
ability in dephasing is somewhat greater for C_,, with the
distance between error bars having an average length of 0.047,
compared to 0.033 for C_4.

Despite the previously discussed bias in 1, toward larger
coupling strengths, the mean magnitude of dephasing errors
is smallest in magnitude for g = 5 at N = 3, reaching |7j,¢| =
0.005 (0.000), whereas the maximum magnitude is 0.032
(0.040), reached by g = 10 for C_, (C_4). However, this does
not reflect a genuine reduction in dephasing for g = 5, but
instead arises from large variability in dephasing, resulting
in significant lags and leads that partially offset each other.
This is reflected in the error bars having a length of 0.090
for both Cyy values in this system. Visual inspection of the
time-evolution curves (Fig. 5) confirms that the median ISL
traces at g = 5, N = 3 exhibit significant phase lag, suggest-
ing that many individual runs fail to correctly identify the
peak structure. In contrast, ISL runs at g = 20 achieve error
bars of distance 0.020 (0.010) for C_, (C_4), suggesting more
consistent alignment with the noiseless evolution for the initial
identified peak and resulting in lower and more reliable per-
run dephasing errors.

Taken together, these results show that accounting for
dephasing variability yields agreement with expected trends
based on the oscillation pattern. Since this variability arises
from the systematic procedure for dephasing, no strong
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TABLE I. Summary of qualitative performance in accuracy for all tested TCM parametrizations, for each protocol.

N g Plain ZNE ISL (C_,/C_4)

1 All Close to noiseless evolution Marginal improvement Slightly worse than Trotter

2,3 1 Large errors at all ¢ Substantial improvement Nearly constant afterr = 1

2 5,10, 20 Increasing errors with ¢ Substantial improvement; Outperforms Trotter and ZNE
outlier points need clipping

3 5,10, 20 Errors slightly higher than N = 2 Substantial improvement; Significant phase lags; higher

small fluctuations, no outliers

amplitude errors

evidence is found for a link between Hamiltonian structure
and dephasing in the considered systems. Instead, the ob-
served dephasing may arise from the natural accumulation
of error during ISL recompilation, stemming from approxi-
mate ansatz optimization (see Sec. II C), and the algorithm’s
tendency to favor shallower circuits due to the high noise
observed with increasing layer counts (Fig. 4).

Table I summarizes the general trends observed for each
studied configuration of the TCM. Overall, protocol perfor-
mance across (N, g) has been classified into four different
cases. Trotterization remains reliable throughout all two-qubit
systems, ISL generally performs best for N = 2 systems, but
ZNE achieves the greatest improvements for increased system
size and weak coupling strengths.

B. Heisenberg spin chain simulations

To assess the performance of the considered methods
in a spin-lattice model, simulations are conducted for the
one-dimensional HSC model. The chosen parametrization
maintains the same single- and two-qubit Pauli operator mag-
nitudes and signs as in the main TCM parametrization, but
applies them to the cyclic interactions of the spin chain. This
enables a direct comparison of how the coupling pattern im-
pacts the performance of all tested algorithms.

The coupling vector is set to

Jmain = (=10, 10, 0), a7
and the external magnetic field is chosen as
hain = (0,0, —2). (18)

As in the TCM, the term main HSC parametrization refers
to the physical system described by this choice of parameters,
for a varying number of spin sites L.

1. Evolution of probabilities

For the main HSC parametrization and varying site counts
L =2,3,4, the time evolution of P(|gpy)) is presented in
Fig. 8, while the corresponding median absolute errors are
presented in Fig. 9. As in TCM systems, all ISL time-
evolution probabilities are obtained as the median of multiple
independent runs, for each time step.

The results for L =2 in the HSC model closely mirror
those discussed for N, =2 (i.e., N = 1) in the TCM simu-
lations, and are therefore not analyzed in further detail here
to avoid redundancy. In the two-qubit system, the cyclical
spin interactions in the chosen HSC parametrization lead to a
Hamiltonian structure that is effectively equivalent to the main
TCM parametrization, but with doubled coupling strength

due to the inclusion of both oo %) and 6! terms. As
these operators contribute additively, the resulting dynamics
correspond exactly to the TCM evolution with g = 20, as can
be verified by comparing the time evolution in both cases
(see Fig. 5). This equivalence results in comparable perfor-
mance across all methods, with ZNE and ISL only providing
marginal differences relative to plain Trotterization.

However, key differences in algorithmic performance
emerge between the two models at L = 3, where the Hamil-
tonian equivalence no longer holds. In this case, plain
Trotterization rapidly deteriorates, as evidenced by the con-
vergence of the probability curve toward the noisy asymptote
1/N?, leading to large accuracy errors near amplitude peaks.
ZNE provides a small relative improvement of 10.1%.
Nevertheless, it still exhibits convergence toward the same
asymptote, resulting in similarly large deviations from the
ideal evolution. In contrast, ISL maintains a stable reconstruc-
tion of the underlying time evolution and visibly outperforms
the other methods, achieving a relative improvement in & by
27.2% and 26.4% over ZNE for C_, and C_4, respectively,
further illustrated in Fig. 9, showing lower errors for ISL at
both Cyygr.

plain ZNE

ISL, C_» ISL, C_4
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FIG. 8. Time evolution of P(|¢gy)) for the studied algorithms,
with system sizes (a) L = 2, (b) L = 3, and (c) L = 4. Darker shades
correspond to an increased number of shots per circuit evaluation,
and the dotted line denotes the noiseless time curve, with k = k.
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FIG. 9. Median of the absolute error & over all time steps as a
function of system size L for the examined methods. As in Fig. 3, the
vertical bars indicate the range between the minimum and maximum
error observed across all time steps. For clarity, minima below 1072
are displayed at 1075,

At L =4, performance degrades across all methods due
to the increased noise per time step, as expected from the
greater depth and width of the Trotter circuits. The conver-
gence of plain Trotterization toward the noisy asymptote is
further amplified, visibly flattening the evolution curve after
the first trough. Correspondingly, ZNE offers only minimal
improvement over plain Trotterization (2.2%), and displays
increased instability at early time steps (r < 0.2), even at kp,x.-
Interestingly, both methods achieve a lower & compared to
L = 3; however, this appears to be an artifact of the reduced
oscillation frequency in the noiseless evolution, which bet-
ter aligns the troughs with the asymptotic value. Visually,
ISL is able to provide with the closest reconstruction of the
oscillatory pattern in the time evolution. However, it still
suffers from significant phase lags, large amplitude errors,
and eventual plateauing near t = 0.36. As a result, ISL yields
the largest errors among all methods for this system size,
as shown in Fig. 9, of 0.184 (0.182) for C_, (C_4), com-
pared to 0.137 and 0.134 for plain Trotterization and ZNE,
respectively.

Reducing the instability of ZNE in these systems would
likely require more extensive sampling (i.e., larger ny,.) at
each time step, which could help suppress outlier behavior
in the extrapolated expectation values by enabling more sta-
ble statistical averages. However, such an approach would
linearly increase the number of required circuit executions,
and it may still be unable to provide significant improvements
over plain Trotterization in the presence of substantial circuit
noise—as appears to be the case for circuits considered here.
Ultimately, the large circuit depths associated with Hamilto-
nians with large term counts and longer time ranges impose a
fundamental limitation on ZNE for DQS, as evidenced here,
since the method mitigates measurement error in expectation
values but does not address the underlying accumulation of
circuit-level noise. Indeed, increasing shot counts for plain
Trotterization and ZNE in these systems provides minimal im-
provement against noisy plateauing, only reducing instability
and fluctuations.

As with the TCM, the evolution of the cost function for
ISL in this system provides insight into the performance lim-
itations of the method. However, the observed trends closely
resemble those in the main TCM parametrization (see Fig. 4),
including costs not reaching below the set Cyyg thresholds and
gradually increasing with added layers. The cost evolution

plots for a generic run of the main HSC system is presented in
Appendix B 1 for completeness.

2. Further HSC parameters

To further assess the performance of the tested methods
in HSC systems, additional simulations were performed for
systems with variable coupling strengths J, with a focus on in-
teraction structures with additional Hamiltonian terms. These
alternative configurations were selected to introduce a range
of anisotropic and fully coupled regimes, while maintaining
coupling magnitudes comparable to the main parametrization
(Jmain)- The goal is to explore the robustness and generaliz-
ability of the algorithms beyond a single interaction profile,
under more entanglement-rich and diverse coupling condi-
tions.

Specifically, four alternative coupling vectors were se-
lected, denoted J; through J4, which span a range of
physically relevant regimes:

(1) J1 = —(20, 20, 2), a weakly perturbed XXZ extension
of XY coupling systems;

2) J»=-(2,2,20), an XXZ system with dominant z-
axis coupling;

3) J3 = —(20,20,20), fully balanced
(termed XXX spin chains [73]);

@) Jy=-(2,20,4), asymmetric XYZ coupling with
strong y and z components.

These J vectors were chosen heuristically, but they enable
consistent comparison across qualitatively distinct coupling
structures. The negative signs in each case ensure that, after
accounting for the —1/2 prefactor in the HSC Hamiltonian
[cf. Eq. (10)], the resulting 2-local terms yield positive inter-
action strengths with magnitudes comparable to those used in
the presented TCM simulations.

To complement the varied interaction terms, the following
three-dimensional magnetic field was applied across all con-
figurations:

interactions

hye = (—20, —20, —20). (19)

This choice introduces isotropic 1-local terms along all
spatial directions, increasing the Hamiltonian terms per qubit,
and subsequently the gate overhead in the Trotter decom-
position. The magnitude of magnetic field components was
selected to match the scale of the J components, ensuring
that single-qubit effects remain significant in the dynamics—
unlike previously analyzed systems, where only relative phase
evolution from local terms was observed. As in the TCM,
these systems are collectively referred to as the alternative
HSC parametrizations.

The explored parameter space remains necessarily lim-
ited. While a broader scan over (J, h) configurations would
strengthen the empirical validation of observed patterns, it
would also incur substantial computational cost; particularly
due to ZNE and ISL time evolution, and extending the scope
of the analysis beyond the intended focus. Later sections ana-
lyze the selected systems in greater detail to highlight relevant
performance trends.

The results of the probability evolution of P(|¢pg)) under
the chosen coupling strengths are presented in Fig. 10.
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FIG. 10. Time evolution of P(|¢)) for plain Trotterization,
ZNE, and ISL, under different HSC parametrizations. Columns (left
to right) correspond to different coupling vector J values, while
system sizes are (a) L = 2, (b) L = 3, and (c) L = 4. The dotted line
denotes the noiseless evolution curve. All simulations are evaluated
with k = ky,x. For ZNE reference curves, points outside the interval
[0, 1] have been clipped.

With the increased dimensionality of parameters, the L = 2
systems studied no longer exhibit direct equivalence to TCM
systems with N = 1, as the coupling between qubits is no
longer antisymmetric [97] along the x and y axes. Addi-
tional differences arise from the inclusion of z-axis coupling
and isotropic single-qubit rotations, as previously described.
Despite these structural differences, the relative performance
among the three algorithms remains consistent at this sys-
tem scale, as shown in Fig. 10(a). This is primarily due
to plain Trotterization maintaining high simulation accuracy,
similar to earlier two-qubit systems. These results reinforce
the robustness of plain Trotterization in yielding low errors in
small-scale HSC systems, consistent with observations from
the TCM.

For L =3, pronounced differences between the proto-
cols emerge across all four parametrizations [see Fig. 10(b)],
consistent with trends observed in the main HSC case. As
before, plain Trotterization rapidly converges toward the noisy
asymptote, resulting in significant accuracy loss beyond early
time steps. ZNE suffers similarly, with large accuracy er-
rors, persistent fluctuations, and eventual collapse toward
near-constant asymptotes—limiting its gains. Relative im-
provements over plain Trotterization vary substantially: ZNE
achieves its largest relative improvement in & for J, (48.7%),
and the smallest for J4 (—0.4%).

In contrast, ISL maintains accurate reconstructions of the
noiseless time evolution, avoiding plateauing and showing
minimal dephasing over time. Nonetheless, non-negligible
errors remain, with visible deviations in certain J, potentially
due to the increased Hamiltonian term count associated with

the larger system, thus increasing the depth of Trotter circuits.
The largest relative improvement over plain Trotterization
occurs for C_; in J4 (81.6%), with the smallest improvement
for C_;, in J3 (54.0%), indicating a consistent advantage over
plain Trotterization across all tested systems, in contrast to
ZNE.

For L = 4 [see Fig. 10(c)], despite the larger system size,
the performance of plain Trotterization remains relatively sta-
ble, likely due to saturation in noise impact per Trotter step. In
some cases, changing noiseless trends even reduce & relative
to L = 3 for plain Trotterization, despite plateauing behavior.
A similar trend is observed for ZNE, with fewer outlier points
than at L = 3 but persistent variability across all four systems.
For instance, in Ji, errors decrease for plain Trotterization
(ZNE) from 0.496 (0.439) at L = 3 t0 0.290 (0.288) at L = 4.

ISL performance degrades with increasing system size,
though the extent varies across parametrizations. Some cases
exhibit significant phase lags and distortions in oscillatory
patterns. For J, ISL errors with C_, (C_4) increase by 22.5%
(55.9%) relative to L = 3. For J,, relative error increases are
more severe: 163% (116%). Even in J3, with fully isotropic
interactions, errors increase by 7.25% (38.5%), though visual
inspection shows that oscillatory structure is still captured.
In contrast, despite highly asymmetric couplings, J4 shows
minimal dephasing and high robustness, with a slight im-
provement of 4.26% for C_,, and of 1.69% for C_4. Notably,
this case corresponds to a coupling vector with the highest
Euclidean norm, providing additional evidence that stronger
overall interactions may be more effectively captured by ISL
in noisy, larger-scale systems.

These findings further illustrate the sensitivity of ISL to
the specific structure of the target Hamiltonian, across the
different HSC parametrizations studied here. In particular,
ISL recompilation appears more robust in the alternative HSC
configurations, most notably for J3 and J4. Despite the in-
creased number of Hamiltonian terms compared to the TCM
and the main HSC systems, and thus deeper Trotter circuits,
the results suggest that ISL benefits from isotropic 1- and
2-local terms, as well as stronger interactions, characterized
by larger norms in J for the HSC.

3. Error summary across HSC systems

As was done for the TCM, the median error over all time
steps across the considered HSC systems is plotted for each
algorithm in Fig. 11.

Analyzing trends across system size reveals that, as in
the main HSC parametrization, increasing system size from
L =3 to L =4 leads to relatively smaller errors & in plain
Trotterization by 30.4%, and similarly for ZNE by 26.5%. As
before, this appears to be an artifact of the specific evolution
patterns that emerge with increasing L. As visually observed
across time-evolution curves, these lower error values do not
necessarily indicate improved performance for these two pro-
tocols over different time ranges.

In contrast, ISL exhibits a consistent increase in average
error with system size, unaffected by curve plateauing, in-
creasing by 46.7% and 63.4% for C_, and C_4, respectively.
Despite this, ISL maintains the lowest average error of all
three methods for L > 3. In addition, results are consistent
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FIG. 11. Median absolute error £ in the time evolution of P (|¢))
for HSC systems, shown for each protocol executed at k = ky,y, as
a function of system size L and coupling vector J. Error bars denote
the range across all time steps, and the purple curve shows the mean
across all J. For clarity, minima below 107> are displayed at 107>,

across both Cgyy values, with J,i, and J4 corresponding to
the systems with the largest and smallest &, respectively, on
the two larger system sizes.

To complement the discussion of amplitude error, a de-
phasing analysis was conducted for all HSC parametrizations,
as presented in Fig. 12.

All studied HSC systems contain suitable peaks across all
considered parametrizations, with peaks obtained at earlier
time steps relative to certain TCM systems. This enables a
larger sample for the dephasing analysis under more com-
parable noise conditions across systems. However, in some
systems with more complex dynamics, peaks identified in the
noiseless evolution become less visually prominent. For ex-
ample, the find_peaks function identifies a peak atr = 0.11
for J;, L = 3 [Fig. 8(b)], which may be more prone to errors
in reconstruction across individual ISL runs, due to its lower
height relative to subsequent peaks. Nonetheless, to maintain

072 C,4
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FIG. 12. Dephasing between the first major peak of the noiseless
evolution of HSC systems and the corresponding peak in the ISL evo-
lution, for k = kuay, With varying system size L and coupling vector
J. Scatter points represent the mean phase shift across independent
ISL recompilations, while error bars denote the range. The purple
curve shows the mean across studied J. Positive (negative) values
indicate a delayed (advanced) peak relative to the noiseless case.

comparable magnitude, as can be observed in the error bars.
This is reflected in the mean error bar length, going from 0.020
(0.004) at L = 2 to 0.047 (0.033) at L =4 for C_, (C_4). In
contrast to the TCM, mean dephasing in the studied HSC
systems tends toward negative values, indicating a greater
prevalence of lags across individual ISL runs, potentially in-
dicating model-specific behavior. However, the parameter size
considered remains limited, and this trend does not hold for all
considered J systems. For instance, J; and J i, show positive
average dephasing across L > 3.

Nevertheless, certain observations can be made regarding
performance across J. For L = 4, J5 yields the smallest av-
erage dephasing magnitude, |7i,e| = 0.002, averaged across
both Cy. This is followed by J; and J4, with 0.013 and
0.015, respectively. Finally, Jmain and J, produce the largest
average dephasing magnitudes, 0.036 and 0.021, respectively.
This result complements previous observations on ISL accu-
racy being smallest for Jy,in. This is further supported by large
variation across runs, with error bars extending to 0.07 (0.09)
for C_2 (C_4).

Overall, these trends indicate reduced dephasing and vari-
ability in systems with increasing interaction strength, as
well as showing optimal results for isotropic coupling. Since
greater interaction strengths did not always yield earlier peaks
in the noiseless curve, the bias observed in TCM systems is
avoided, providing more robust evidence. The observation of
dephasing of ISL in the HSC is in line with expectations that it
arises from error accumulation, indicating that this is a general
property of ISL time evolution.

Table II summarizes the general trends in protocol
performance across all considered (J,h) HSC configura-
tions. Overall, the performance of plain Trotterization and
ZNE degrades significantly for larger systems (L > 3) due
to convergence toward noisy asymptotes, indicating high
noise levels in the underlying circuits. In contrast, ISL
recompilation circumvents this issue and provides more
robust time-evolution reconstruction, although still demon-
strating approximation errors that vary in scale across J
parametrizations.

C. Cross-system comparison of algorithmic behavior

Having examined the behavior of the studied protocols
within individual instances of both the TCM and the HSC,
additional cross-model analyses are considered to further in-
vestigate trends between the two models. In particular, this
comparative analysis is organized as follows.

Section III C 1 presents the time evolution of fidelities for
plain Trotterization and ISL relative to the noiseless evolu-
tion, across the two main parametrizations. Section IIIC2
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TABLE II. Summary of qualitative performance in accuracy for all tested HSC parametrizations, for each protocol.

L J Plain ZNE ISL (C_,/C_4)

2 All Close to noiseless evolution Marginal improvement Slightly worse than Trotter

3 All Rapid convergence to 1 /qu Minor improvements, unbounded fluctuations Visually stable reconstruction, lowest &
4  Js—s  Faster convergence to asymptote ~ Minimal improvement, some fluctuations persist ~ Slight worsening relative to L = 3

4 Rest  Same as for J;_4 Same as for J3_4 Greater errors relative to L = 3

examines the scaling of circuit depths across time steps and
system sizes, alongside a discussion of the total circuit shot
execution requirements, for all three time-evolution methods
in the main parametrizations. Finally, Sec. III C3 presents
statistics on the variation across independent ISL evaluations,
as well as a comparison between noisy ISL time-evolution
trends and those obtained through noiseless circuit execution
and/or noiseless ansatz optimization, for all parametrizations
previously considered.

1. Protocol fidelities

As outlined in Sec. II'F, a key metric for evaluating the per-
formance of simulation protocols is the fidelity F = F (p, |¢))
of output states p, relative to the ideal (noiseless) Trotterized
evolution |@). The results for different system sizes are shown
in Fig. 13.

For N, =2, both plain Trotterization and ISL achieve
fidelities close to unity throughout the evolution, with no
clear advantage for either method. For N, = 3, ISL shows
a clear benefit, with both Cyg values exhibiting mini-
mal fidelity decay, whereas plain Trotterization suffers a

TCM HSC
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FIG. 13. Fidelity F between the noisy quantum state and
the corresponding noiseless Trotterized state, for the main TCM
parametrization (left) and the main HSC parametrization (right).
Results are shown for qubit counts (a) N, =2, (b) N, =3, and
(c) Ny =4, with k = kpyy. Blue dotted curves: plain Trotterization.
Green dashed and solid curves: ISL median fidelity across all tested
runs, for cost thresholds C_, and C_4, respectively.

pronounced drop—particularly in the main HSC system. For
N, =4, ISL fidelities display stronger fluctuations but gen-
erally remain higher than those from plain Trotterization,
which exhibits a more severe and monotonic fidelity decay.
The exception is C_4 in the TCM, where plain Trotterization
achieves marginally larger mean fidelities (0.538) compared
to this method (0.530).

Moreover, across both parametrizations, no clear fidelity
advantage is observed from using a stricter Cyy threshold
in ISL. For N, < 3, the results for both thresholds are visu-
ally indistinguishable, while for N, = 4, C_, mean fidelities
exceed those of C_4 by 0.058 (0.090) in the TCM (HSC).
This supports earlier observations that performance differ-
ences between thresholds are generally small, with the largest
deviations occurring at N, = 4. In principle, a tighter thresh-
old should improve accuracy and fidelity by enabling more
extensive optimization of the circuit parameters. However,
due to the non-negligible noise in the target circuits, optimiza-
tions rarely terminate by surpassing the threshold. Moreover,
stricter optimization may actually amplify deviations from
the noiseless evolution: Since the optimization process min-
imizes a noisy approximation of the true cost function (which
corresponds to fidelity), it can systematically steer the recon-
structed state away from the ideal noiseless one.

Overall, the results validate the applicability of ISL in im-
proving circuit fidelities over plain Trotterization, extending
beyond correcting expectation values, which is not possible
with QEM methods. Consequently, a direct comparison with
ZNE is not feasible here, as ZNE only mitigates errors through
aggregate circuit measurements and therefore cannot be di-
rectly associated with a corrected state vector.

However, addressing the pronounced fidelity decay ob-
served at N, = 4 is essential to ensure ISL scalability, to allow
for sustained fidelities in larger system sizes and over longer
time evolutions. As such, improving suboptimal parameter
optimization and ansatz construction under noise remains a
key consideration, for instance, through QEM applied to ISL
cost function evaluations, potentially enabling tighter cost
thresholds to achieve finer-grained tuning.

2. Circuit evaluation cost and depth analysis

As discussed throughout the text, the depth of the resulting
circuits obtained through Trotterization and ISL recompila-
tion plays a key role in determining algorithmic performance.
Here, circuit depth refers to the length of the longest path
in the transpiled circuit, measured in ibm_nairobi native
gates. For ZNE, the reported depth corresponds to the longest
folded circuit, which is three times the plain depth under the
chosen noise amplification scheme. In NISQ hardware, large
gate noise and limited native two-qubit connectivity mean that
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FIG. 14. Depth of the time-evolution circuits for plain Trotter-
ization and ISL, as a function of the time step ¢ measured in the
ibm_nairobi native gates, for qubit counts (a) N, = 2, (b) N, = 3,
and (c) N, = 4. For visual clarity, the y-axis scale of the N, =2
results has been adjusted from the other rows.

Trotterized Hamiltonians with a larger number of terms acting
on qubits not connected in the hardware topology are more
susceptible to noise (see Fig. 1). In addition to introducing
noise into Trotterization and ZNE, higher-depth Trotter steps
can limit the accuracy of ISL optimization, as these corre-
spond to deeper, and therefore noisier, target circuits to be
recompiled at each time step. Furthermore, analyzing circuit
depths in optimized ISL circuits can complement prior results
on the cost evolution (see Fig. 4); the final number of ansatz
layers in ISL does not always translate directly to circuit
depth, as the latter is also influenced by ISL transpilation and
posterior Qiskit transpilation to the quantum processing unit
(QPU), potentially benefitting from more compact representa-
tions.

Another critical metric for assessing scalability is the total
number of circuit executions ¢y, required across all Trotter
steps (see Sec. IIG for the definition). These two metrics
capture complementary aspects of algorithmic practicality:
Circuit depth directly relates to noise accumulation per execu-
tion, while ¢ reflects the overall run-time burden on quantum
hardware. The remainder of this subsection first focuses on
circuit depth trends, followed by a combined analysis of depth
alongside total circuit executions.

The circuit depths for plain Trotterization and ISL for
each time step after transpiling the circuits with the Qiskit
transpiler are presented in Fig. 14, while final depths as a
function of system size N, are shown in Fig. 15. For ISL,
mean depths obtained across six independent runs are reported
for all systems. Although this analysis is limited to the main
parametrizations of both models, structural similarities in the
Hamiltonians across the systems studied—and consequently
in the corresponding circuit implementations—suggest that
these results are indicative of broader trends, including those
in the alternative parametrizations.

Figure 14(a) shows that efficient backend transpilation
allows plain Trotterization to yield constant circuit depths
(= 11) for N; =2 across both models. The shallow depths
obtained explain the near-noiseless performance of plain
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FIG. 15. Depth of the final time-evolution circuits achieved by
the different methods as a function of the qubit size N, for the main
parametrizations studied in (a) the TCM and (b) the HSC.

Trotterization in two-qubit systems. Consequently, ZNE
offers only marginal error mitigation, while the rigid ansatz
structure in ISL generally produces larger depths and intro-
duces approximation errors. For all two-qubit TCM and HSC
parametrizations studied, and likely broader domains of both
models, fixed-depth Trotterized evolution appears attainable
with the employed methodology, explaining the comparable
performance of these algorithms in this domain.

For N; > 3 [see Figs. 14(b) and 14(c)], plain Trotterization
circuit depths grow approximately linearly with the number of
time steps. This results in final depths roughly two orders of
magnitudes larger when moving from N, = 2 to N, = 3, and
increasing further for N, = 4 (see Fig. 15). In the HSC case,
individual Trotter steps are deeper still, due to the larger num-
ber of Hamiltonian terms and the additional qubit-swapping
operations needed to implement interactions consistent with
the system’s cyclical coupling pattern, not directly al-
lowed by the native QPU topology for N, > 3. This is in
contrast to the TCM, where the qubit connectivity directly
allows for circuits implementing the star-shaped interactions
characterizing TCM systems of up to four qubits (see Fig. 1),
hence avoiding significant gate overhead associated with qubit
swapping. This relative depth difference explains the larger
amplitude errors for plain Trotterization and for ZNE in the
HSC time evolution (see Fig. 8). The same trend likely ex-
tends to the alternative parametrizations, where the higher
dimensionality of (J, #) would further increase depths. This is
consistent with the stronger decay toward the noisy asymptote
for Trotterization and ZNE, as observed in Fig. 10.

In contrast, while ISL-recompiled circuit depth also in-
creases from N, =2 to N, > 3, it remains bounded at
approximately 100 gates across all tested systems and models,
including variations in Cgg and N,. As a result, ISL depths
are quickly surpassed by plain Trotterization for all systems,
yielding final depths that scale more favorably for ISL. How-
ever, significant fluctuations in depth persist between time
steps (on the order of 50 gates), likely correlating with vari-
ations in ansatz layers across time steps, as seen in the cost
evolution trends in Fig. 4 (and Fig. 23 in Appendix B 1).
Besides oscillatory-like deviations in ISL depths for N, = 3 in
the TCM, no consistent systematic trends are observed across
systems.
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FIG. 16. Final circuit depth, total circuit executions ¢, and the
median absolute error & in the probability relative to noiseless Trotter
evolution. All protocols are considered, for both (a) main TCM
and (b) main HSC parametrizations, evaluated across all four tested
circuit shot counts k. For all subplots, an increase in k always corre-
sponds to a rightward shift in the figure for all methods, meaning a
higher c.

The relatively constant ISL depth, even at N, = 4, may
indicate insufficient ansatz expressibility, limiting reconstruc-
tion accuracy. This interpretation aligns with the dephasing
and reduced probability amplitudes observed in the N, =4
time evolution for both systems. However, it is questionable
whether deeper ISL ansitze could improve accuracy in the
tested noisy backend, given the increasing per-layer errors
observed in the cost evolution trends.

The relationship between final circuit depth and ¢y is
summarized in Fig. 16, along with the median absolute error &
relative to the noiseless Trotter evolution. For plain Trotteriza-
tion and ZNE, ¢ is computed using the analytical formulas
discussed in Sec. II G for all tested k values. For ISL, final
depths and ¢ are averaged across independent runs, with
total cost approximated by Eq. (A2) using average N, and
N;. For completeness, an alternative plot focusing solely on
Cio scaling across N, is provided in Appendix B 2.

Figure 16 highlights the substantial ¢,y overhead of ZNE
and ISL compared to plain Trotterization. For ZNE, this over-
head is exactly determined by the chosen noise amplification
protocol, here producing a factor-of-30 increase, as discussed
earlier. While this sampling cost could be reduced by adjust-
ing amplification parameters (e.g., lowering n,y,), the large
errors and instability observed for the HSC for N, > 3 (see
Fig. 8) suggest that such sampling overhead may be neces-
sary to maintain stability in larger HSC instances. Indeed, for
this parametrization, final ZNE depths reach almost 10* for
N, = 4, while providing no clear advantage in & relative to
plain Trotterization. In contrast, in the main TCM systems,
ZNE with k = 1024 shots is already able to achieve low &
across all system sizes, with the smallest ¢y, overhead relative
to plain Trotterization—even outperforming all ISL recompi-
lations for N, = 4.

In ISL, results across all systems illustrate significant cyo
overhead, relative to the other methods. Most of these trends
remain stable across Cy values, further highlighting ISL’s
inability to benefit from tighter optimization routines under
noisy conditions, due to the nature of its cost history (see
Fig. 4). Similar behavior appears across both models for fixed
N,, suggesting underlying ISL properties that are not system
specific. In particular, ISL with & = 1024 shots already re-
quires approximately two orders of magnitude more execution
shots than plain Trotterization with ky.x across all systems
and both Cg (equivalently, over three times the executions
of ZNE with kpay). For ISL with kpax, cior approaches ~10'°
for N; = 4. Indeed, ¢ scales approximately linearly with k
across all systems. Although limited sample sizes prevent firm
conclusions, ISL data suggest that N, and N; remain roughly
constant for fixed N, (and hence Ngp), producing the observed
linear scaling, as predicted by the analytical approximation.
Nevertheless, non-negligible variability in N; is reflected in
final depths across k. Averaging over both Cy¢r, ISL with kp,x
yields ¢t ~ 3.0 x 10° in both systems for N, = 2, increasing
to ~7.5 x 10° (~6.1 x 10%) in the TCM (HSC) for N, = 4.
Given the substantial shot noise in four-qubit systems, po-
tentially requiring increased k, this scaling is unfavorable for
larger N,.

In summary, ISL and ZNE exhibit diverging resource pro-
files for DQS in the NISQ era: ISL achieves lower depths at
the cost of dramatically higher ¢, while ZNE depth remains
tied to plain Trotterization but incurs a fixed multiplicative
execution overhead. The high ¢y overhead of ISL was also
reported by Fitzpatrick ef al. [32] in their comparison of Trot-
terization with ISL and alternative VQS approaches. Although
increasing executions can improve ISL results for smaller
systems, its scalability remains a concern. Similarly, ZNE
faces inherent limitations in mitigating noise for deep Trotter
circuits, particularly in systems with Hamiltonian with multi-
ple nonlocal terms, and connectivity constraints that prevent
optimal qubit mapping.

3. Variation across ISL recompilations

The purpose of this analysis is to assess the variability
of ISL time-evolution results across repeated recompilations,
and to determine how this variability depends on system type,
parametrization, and cost threshold. As discussed in previ-
ous sections, the recursive nature of ISL means that small
stochastic differences in early steps can propagate through the
time evolution, leading to variations in amplitude errors, de-
phasing, and qualitative behavior between independent runs.
Evaluating this variability across multiple models and param-
eter sets provides insight into the robustness of ISL and its
sensitivity to noise.

For clarity, three ISL variants are considered:

(1) Noisy ISL. recompilation and evaluation carried out
entirely on the noisy backend, as studied in previous sections.

(2) Noiseless ISL. recompilation and evaluation carried out
on an ideal (noise-free) backend.

(3) Mixed ISL. recompilation carried out without noise
[98], followed by execution on the noisy backend.

This comparison separates the effects of noise during re-
compilation from those arising in the circuit execution, while
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Noiseless ISL

Noisy ISL

Mixed ISL

FIG. 17. ISL time evolution for all tested TCM systems, for N, = 4. Methods: noisy ISL (green), noiseless ISL (purple), and mixed ISL
(pink). Six independent runs are shown for noisy ISL and five for noiseless/mixed ISL. The bold line is the median expectation value; shading
shows the min-max range at each time step. Results are for (a) C_, and (b) C_4.

also providing a reference for the ideal performance limit
of ISL.

For each system and ISL variant, multiple independent
time evolutions and aggregate statistics were performed. For
noisy ISL, the six runs reported in earlier sections are con-
sidered [99], whereas noiseless and mixed ISL were each
evaluated over five independent runs per configurations. Both
cost thresholds {C_,, C_4} were considered for all ISL types.
Given the high computational cost of ISL simulations, the
sample size tested is limited. Tentative conclusions can only
be drawn where trends among independent runs are consis-
tent.

Figures 17 and 18 show the results for the main
parametrizations of the TCM and HSC, respectively, at N, =
4, with analogous plots for smaller N, given in Appendix B 3.
To complement these results, overall ISL performance is sum-
marized in Table III, which contains two key metrics for
each configuration at N, = 4: (1) the mean amplitude spread
AP = NL Y. AP(t), with AP(t) = max, P,(t) — min, P,(t),
and (2) the median absolute error &.

Across most parametrizations and both Cgyy values, a
consistent trend is observed: Noiseless ISL. does not al-
ways minimize AP. Counterintuitively, it often exhibits larger
spreads than mixed ISL, and even noisy ISL. Mixed ISL
achieves the smallest spread in 10/18 cases [100], compared
to only 4/18 for noiseless ISL. A notable example is g = 1,
where noisy ISL yields nearly constant expectation values
with minimal spread, while noiseless recompilation (with
C_4) generally restores oscillatory dynamics and therefore
attains larger spread. Thus, larger AP does not necessar-
ily indicate worse median accuracy, with this system as a
clear example where noisy ISL is stable but fails to capture

underlying dynamics. In most other cases, smaller spread
appears to be the result of increased noise in execution,
limiting the range of attainable probabilities, potentially due
to biasing toward the noisy asymptote. In comparison, rel-
ative changes in & greatly illustrate the improvements of
ideal recompilation and execution. Averaging across all sys-
tems, & decreases by 12.5% (53.6%) for TCM (HSC) at C_,,
and by 66.8% (89.7%) at C_4 when going from noisy to
noiseless ISL.

Relative error changes reveal clear effects across cost
thresholds: The tighter threshold provides substantial gains
in noiseless ISL, but not in noisy ISL. For noiseless ISL,
the average & with C_4 is 62.8% (76.5%) smaller than with
C_, for TCM (HSC) systems, and consistently provides the
smallest error across all ISL types in all systems. In contrast,
noisy ISL averages change by only 1.9% in the TCM and
—5.5% in the HSC, when changing to the tighter threshold,
consistent with earlier discussions (Sec. IIT C 1) that noisy op-
timization rarely falls below either cost threshold, and changes
are only marginal. This further provides evidence that tighter
thresholds may even introduce greater errors, by amplifying
noise effects from cost function evaluations. Mixed ISL trends
fall between these extremes, with relative improvements of
42.1% (TCM) and 16.5% (HSC). This indicates that optimiza-
tion gains are primarily realized here when recompilation is
noise-free, reinforcing the need for reduced hardware noise.
Notably, the relative improvement for HSC systems in this
case is smaller, which is likely a result of a greater proportion
of error arising from noise in the execution for HSC systems.
This results in larger relative improvement going from mixed
to noiseless ISL for C_4 in average HSC statistics (81.8%), as
compared to the TCM (38.5%).
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J, main
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Noisy ISL = Noiseless ISL
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FIG. 18. ISL time evolution for all tested HSC systems, for N, = 4. Methods: noisy ISL (green), noiseless ISL (purple), and mixed ISL
(pink). Six independent runs are shown for noisy ISL and five for noiseless/mixed ISL. The bold line is the median expectation value; shading
shows the min-max range at each time step. Results are for (a) C_, and (b) C_4.

In addition to patterns across ISL parameters, key trends
among both models can be established. In particular, HSC
systems exhibit systematically smaller errors and spreads than
TCM systems. For instance, going from TCM to HSC systems
in noiseless ISL reduces & by 77.9% (C_,) and 86.0% (C_4) on
average, with similar trends also observed for noisy and mixed
ISL, which both have smaller average errors compared to their
TCM counterparts. In addition to errors, mean variation is
generally smaller in HSC systems, as reflected in average AP
being larger across TCM systems, for each ISL type.

Within the TCM, the most challenging parametrizations
are g =1 and g = 5, while J., and J; are the most chal-
lenging for the HSC, as these yield the largest & for noiseless
ISL with C_4 (here chosen as the reference for optimal per-
formance). Although direct comparison between both models
may be limited due to error and spread trends being strongly

dependent on noiseless evolution trends (cf. periodic behavior
in N, =3 and N, = 4 in Fig. 8) beyond ISL reconstruction
capabilities, qualitative observation of time-evolution trends
confirms that observed metrics in the TCM are representative
of larger errors in the corresponding ISL recompilations.

In the TCM systems, significant dephasing is observed
for t > 0.2, along with insufficient probability amplitudes.
Similarly, HSC systems show large dephasing and amplitude
errors for C_p, but these are significantly improved by the
tighter threshold. In contrast, while noiseless ISL with C_4
also reduces phase errors for TCM systems, non-negligible
dephasing can still be seen. This appears to result from greater
approximation errors in the ISL recompilation of Trotter
circuits for TCM systems, arising from suboptimal ansatz
optimization of the TCM dynamics, even in the absence
of hardware constraints. A greater accumulation of errors

TABLE IIl. Summary of ISL AP and & metrics for N, = 4, across all TCM and HSC parametrizations. Each cell is N, M, and NL for
noisy, mixed, and noiseless ISL, with the smallest value per cell highlighted in bold.

Cy

C-

C

AP

Model Param. C,

TCM g=1 0.013, 0.014, 0.009
g= 0.389, 0.217, 0.252
g=10 0.406, 0.425, 0.521
g=20 0.349, 0.158, 0.196
Avg. 0.289, 0.204, 0.245

HSC J main 0.238, 0.322, 0.398
Ji 0.121, 0.124, 0.153
J> 0.133, 0.109, 0.136
J3 0.098, 0.058, 0.069
Js 0.082, 0.087, 0.011
Avg. 0.134, 0.140, 0.153

0.012, 0.336, 0.382
0.368, 0.364, 0.469
0.290, 0.294, 0.382
0.425, 0.252, 0.323
0.274, 0.321, 0.389

0.208, 0.144, 0.181
0.122, 0.053, 0.062
0.113, 0.032, 0.036
0.065, 0.044, 0.044
0.157, 0.028, 0.027
0.133, 0.060, 0.070

0.143,0.122, 0.111
0.477, 0.415, 0.499
0.261, 0.272, 0.270
0.175, 0.158, 0.045
0.264, 0.242, 0.231

0.184, 0.067, 0.064
0.136, 0.128, 0.087
0.113, 0.084, 0.035
0.074, 0.043, 0.033
0.045, 0.071, 0.036
0.110, 0.079, 0.051

0.141, 0.111, 0.106
0.390, 0.182, 0.153
0.292, 0.123, 0.050
0.213,0.142, 0.033
0.259, 0.140, 0.086

0.182, 0.074, 0.032
0.145, 0.096, 0.013
0.124, 0.068, 0.005
0.072, 0.039, 0.007
0.058, 0.052, 0.005
0.116, 0.066, 0.012
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FIG. 19. Time evolution for all noisy ISL runs for the TCM with
g = 20, N, = 4, for both cost thresholds {C_,, C_4}, run at k = kpax.
Different shades indicate different runs for noisy ISL.

across ISL iterations could then result in larger measured
dephasing.

On a related note, the TCM instance with g = 20 illustrates
the limits of median-based error metrics when dephasing
varies significantly across runs. Here, noisy ISL runs exhibit
positive phase shifts with large variability, and occasional
plateauing near P = 0 (Fig. 19). As such, the median ISL
curve obtained smooths out oscillations and yields higher &.
This highlights that median trends, though representative in
most cases, can obscure structured variability and dephasing.

Since ISL recompilation already produces circuits of re-
duced depth, an additional question is whether execution-level
error mitigation can improve results. To test this, represen-
tative noisy ISL circuits (main TCM parametrization, kpx)
were re-executed with ZNE mitigation, as shown in Fig. 20.
The improvements were marginal: ZNE reduced some gate-
noise effects but did not correct the dominant errors in ISL

0.4 0.0 . .
t t t

Noiseless Trotter = [SL ISL + ZNE

FIG. 20. ZNE applied to noisy ISL-recompiled circuits for the
main TCM parametrization, for a selected individual run, evaluated
at k = kyax, for cost thresholds (a) C_, and (b) C_y4.

time evolution for N; = 4, namely, phase lags and expecta-
tion value plateauing near P = 0. As a result, & decreases by
<0.1% for C_,, and increases by 28.6% for C_4, likely due
to reduced amplitude error (closer to P = 1.0) amplifying net
errors due to dephasing. This confirms that ISL accuracy is
primarily limited by optimization variability and dephasing
rather than by execution noise alone. Although applying ZNE
within the recompilation loop could in principle address these
limitations, its execution overhead would be substantially
higher, and such approaches are left for future investigation.

Overall, these results illustrate the high sensitivity of
ISL performance to noise in recompilation, with mixed and
noiseless variants greatly outperforming noisy ISL for larger
systems. Although noise in circuit execution persists, par-
ticularly for N, = 4, applying error mitigation techniques to
execution alone provides marginal improvements, as tested
here. Dependence to noise is particularly relevant when
considering tighter cost thresholds, which mainly benefit
noise-free recompilation, underscoring the need for hardware
improvements. Model dependence is pronounced, with HSC
parametrizations generally yielding smaller errors and spreads
than TCM. These trends persist across mixed and noiseless
ISL, indicating that system dependence extends beyond vary-
ing levels of noise in the underlying Trotterized circuits, but
extends to additional factors, affecting the efficiency of the
ansatz structure and parameter optimization. Indeed, noise-
less ISL with C_4 for TCM systems with weaker interactions
(i.e., smaller |g|), and for HSC systems with coupling vectors
closest to the TCM (J main and J ), yields the largest & out of
all systems. Finally, strong run-to-run variability, particularly
in conjunction with structured dephasing, may limit the relia-
bility of single-run predictions, motivating more sophisticated
ensemble approaches in ISL implementations.

D. Optimal methods

The analysis across all tested systems shows that the op-
timal method depends strongly on the system type and qubit
count. For N, = 2, plain Trotterization was consistently the
most effective approach, as backend transpilation reduced cir-
cuits to minimal depth, yielding errors comparable to ZNE
and ISL at negligible execution cost. For larger systems,
however, Trotter circuits no longer benefited from such op-
timizations, and the balance between ISL and ZNE shifted
depending on the Hamiltonian structure and system size.

For the TCM, ZNE was identified as the most viable ap-
proach. Although ISL outperformed this method for N, = 3,
it did not present favorable scaling: suffering from significant
phase lags and large amplitude errors for N, = 4, leading to
higher & values. For instance, for N; = 4 at ky,y, the average
noisy ISL error across parametrizations was 0.216 (across
both Cyt), whereas the ZNE average & was 28.2% smaller, at
0.155 (see Sec. III A 3). Moreover, the significantly higher ¢
overhead of ISL limits its practicality relative to ZNE, which
consistently improved upon plain Trotterization while main-
taining lower resource demands. While ZNE performance
degraded with larger time horizons, it generally remained
more robust than ISL under TCM dynamics for this system
scale, suggesting a sustained advantage over the other tested
methods at greater N,,.
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In contrast, for the HSC, ISL clearly outperformed the
other methods. Averaged across all five parametrizations at
N, = 4, noisy ISL reduced errors relative to ZNE by 36.8%
(33.3%), with average errors 0.110 (0.116) for C_, (C_4). This
advantage stems in large part from the fact that Trotter steps
in the HSC system produced deep circuits in the considered
backend, leading to significant noise effects. Most impor-
tantly, the limited backend topology influenced this outcome,
with the ibm_nairobi device requiring SWAP insertions in
HSC Trotter circuits but not in TCM systems. This further
amplified the depth difference between Trotterized and ISL
circuits (see Fig. 14), favoring ISL performance. ISL circuits
were able to address this difficulty by truncating Trotterized
depths while retaining key dynamical features. Additionally,
model parametrization played a role: Although J i, exhibited
large errors across recompilations, alternatives such as J,, J3,
and J4 yielded the smallest errors for noisy ISL at N, =4
across both cost thresholds (see Table III).

IV. CONCLUSION

This study evaluated the performance of Trotterized time
evolution under noise for two spin-boson models (TCM
and HSC), comparing plain Trotterization, ZNE with cir-
cuit folding, and ISL with noisy recompilation. The analysis
shows that the optimal strategy depends strongly on both
Hamiltonian structure and qubit count. For N, = 2, plain Trot-
terization remained most efficient, benefiting from aggressive
backend transpilation optimizations. For larger systems, ZNE
was optimal in the TCM, reducing errors by ~28% at N, = 4
relative to ISL, while ISL clearly outperformed ZNE in the
HSC, achieving error reductions of 33%-37% across cost
thresholds. This advantage, however, came at a steep execu-
tion overhead: ISL required around two orders of magnitude
more circuit evaluations than ZNE at the highest circuit shot
resolution tested (kmax ), consistent with earlier concerns about
the resource scaling of VQAs [33].

From a practical perspective, these results indicate that the
viability of quantum simulation on NISQ hardware depends
greatly on the structure of the simulated Hamiltonian and
device topology. ISL was particularly resilient in cases where
Trotter steps produced prohibitively deep circuits (HSC),
while ZNE remained the most viable in models with naturally
shallow Trotter circuits (TCM). This highlights that no uni-
versal strategy exists, and that tailoring mitigation methods
to both the physical system and the hardware connectivity
is essential for accurate simulations. Moreover, in addition
to favorable ISL performance across HSC systems, the re-
sults suggest more general applicability to other instances of
physical models with stronger and isotropic interactions, as
demonstrated by smaller errors in the corresponding ISL sim-
ulations, when performed in both noisy and ideal hardware.

The present study is limited by its focus on qubit numbers
N, < 4, simulated noise rather than real hardware data, and
a restricted set of Hamiltonian configurations. ISL simula-
tions were limited to N, < 4 due to the steep computational
overhead. Notably, noisy ISL optimization histories were gen-
erally unable to reach the target cost thresholds Cy,¢ and
often showing worsening cost with added layers, following
initial improvements. This suggests that ISL routines on NISQ

hardware may terminate prematurely or produce underex-
pressive ansitze at scale. Furthermore, variability across
independent ISL recompilations was only partially addressed;
larger sample sizes would be needed to systematically quan-
tify this effect. In addition, readout error mitigation was not
applied, rendering all noisy results somewhat conservative.
These constraints restrict scalability claims, but the observed
trends nonetheless provide valuable benchmarks for the trade-
offs between ISL and ZNE.

Future work should focus on refining ISL optimization rou-
tines. More advanced parameter optimization algorithms—
such as Free-Axis selection [101], extended use of Rotoselect
in place of Rotosolve (the latter being computationally
cheaper but potentially less optimal in cost), or state-of-the-art
Rotoselect variants with freezing and initialization heuris-
tics [102,103]—could help overcome stagnation in the cost
landscape. Alternatively, leveraging symmetries in the cost
landscapes of parametrized quantum circuits could provide
greater optimization, as explored in Ref. [104]. Segmentation
strategies in recursive recompilation, where ISL is applied
to multiple Trotter steps at once or to partial steps, may
also balance recursion errors with execution overhead. Hy-
brid approaches that incorporate QEM methods—such as
probabilistic error cancellation [21,105] and Pauli twirling
[30,106]—into ISL ansatz construction could further improve
robustness against noise, demonstrating optimal performance
on NISQ devices. Moreover, tailoring ansatz layers to
Hamiltonian-specific symmetries [107] may yield more ef-
ficient recompilation. Finally, as simulated systems scale,
selecting efficient qubit encodings [38,72] will also be critical
to reducing overhead. Such studies on larger qubit systems
will be essential to empirically determine whether improve-
ments in ISL routines can offset its steep execution overhead
and establish its viability as a practical technique in addition
to QEM in NISQ devices.

In summary, this work provides the first systematic as-
sessment of ISL with noisy optimization steps for Trotterized
dynamics in spin-boson models. The results demonstrate that
while ISL can outperform traditional ZNE in specific regimes,
particularly for HSC Hamiltonians with deep Trotter circuits,
its high execution overhead and optimization challenges cur-
rently limit scalability. These findings underscore the need for
improved optimization routines, ansatz designs, and hybrid
strategies before ISL can be extended to simulating larger
systems in NISQ devices. Ultimately, establishing whether
ISL can evolve into a scalable method will be crucial for
realizing practical quantum simulations in the near term.
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FIG. 21. A nested CNOT gate, which is a CNOT surrounded by
four single-axis rotation gates. Here, 8; = (6,1, 6,2, 0; 3, 0;4) are the
rotation angles and «; ; € {x, y, z} the rotation axes.

APPENDIX A: INCREMENTAL STRUCTURAL LEARNING

This Appendix describes the ISL algorithm in more detail
and is largely based on its original formulation [28]. ISL is a
method of recompiling circuits layer by layer, starting from
a fixed initial state |0) = |0)®N, where N, is the number of
qubits. To select another initial state, a state preparation circuit
can be added to the beginning of the target circuit U. The
target is compiled into a parametrized circuit

V(0) = Vi(61)V2(82) - - - Vi(0)), (AD)

where each layer V;(;) is a nested CNOT gate (see Fig. 21).
Layers are added until a convergence criterion is reached,
therefore the structure of the ansatz and the size of the pa-
rameter vector @ change during the procedure.

The cost function that ISL seeks to minimize is [108]

CO)=1—[(0[V(®)'UI|0)> (A2)
or in other words, it seeks to maximize the fidelity
F(V(9)10), UI0)) = [(0]V(0)'U|0)*. (A3)

The ansatz is built as an adjoint V7, with layers appended
to the previous state of the cost circuit VITVIT_l e VITU |0) in
order to bring it closer to the |0) state. Considering an ansatz
with [ layers [Eq. (Al)], the ISL algorithm for layer / + 1
proceeds as follows:

(1) A nested CNOT Vjy1(0;41) is added between the
qubit pair that achieves the highest value for a cho-
sen entanglement measure, such as the entanglement of
formation [109], yielding a new ansatz circuit V(@) =
Vi(0y)---Vi(0;)V;+1(0;+1). Evaluating the entanglement mea-
sure requires the use of quantum state tomography to estimate
the density matrices between qubit pairs.

QST on qubit pairs optimize O

Vi(61)F

A

Via (6a)f

add nested CNOT

FIG. 22. Layer-by-layer construction of the ansatz circuit V (#) in
ISL. The circuit is initially in the state V,'V," | -- -V U|0). First, QST
is performed on all qubit pairs connected in the QPU to identify the
most entangled one. A nested CNOT, Vi1 (0,50, is appended after
this pair, and the circuit parameters are optimized. The optimization
may terminate or proceed to add another layer.
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FIG. 23. ISL recompilation cost at the end of each layer, for the
main HSC parametrization, evaluated at k.. The rows correspond
to an individual ISL recompilation for (a) C_, and (b) C_4.

As stated, the goal is to evolve the state VZTVlil - -V;rU |0)

back into |0). Therefore, adding V1:r1 between the most entan-
gled pair of qubits is motivated by an attempt to “disentangle”
them.

(2) The Rotoselect [57] algorithm is applied to the rotation
axes and angles of V;1;(0,41) to minimize Eq. (A2). Note that
all previous axes and angles belonging to Vi, V,, ... and V}
are kept fixed. After this, Eq. (A2) is minimized again, this
time with the Rotosolve [57] algorithm, such that all angles
0=1(0,,0,,...,0,,) are allowed to change, but all axes are
fixed.

(3) Finally, the circuit is simplified by removing duplicate
gates and rotation gates whose angles have a magnitude below
the user-specified threshold 6y,. A final evaluation of the cost
function determines whether to terminate, or to add another
layer and continue from the first step.

An illustration of the construction of the ansatz can be seen
in Fig. 22.

APPENDIX B: ADDITIONAL STATISTICS FOR ISL

This Appendix contains additional results from the perfor-
mance of ISL in the considered systems, complementing the

ISL, C_,

C‘i:}xlo“ //

ISL, C_4

; ./‘ ./0//.
10°
2 3 4 2 3 4
N, N,
k=1024 k=4096  =——— k=8192 =k =16384

FIG. 24. Total circuit executions ¢, performed by ISL as a func-
tion of N, and k, averaged across independent runs, for the main
considered parametrizations of the models: (a) TCM and (b) HSC.
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FIG. 25. Repeated evaluations of ISL time evolution for all tested TCM systems, for N, = 2. The methodology remains the same as
explained in Sec. III C 3, with noisy (green), mixed (pink), and noiseless (purple) ISL time evolution being considered for both cost thresholds

(a) C_, and (b) C_4.

data presented in the study. Appendix B 1 presents the cost
history for an independent run of the main HSC parametriza-
tion, complementing the trends discussed for the TCM.
Furthermore, Appendix B 2 provides an alternative figure il-
lustrating the mean scaling in ¢y of ISL for the main systems,
complementing the discussion in Sec. III C2. Finally, Ap-
pendix B 3 presents the variations across independent runs for
all ISL variants (noisy, mixed, and noiseless) for all tested
systems for N, =2 and N, = 3, complementing the results
presented for N, = 4 in Sec. III C3.

g=>5

1. Cost history for HSC

As is done in Sec. III A 1 for the main TCM parametriza-
tion, the layer-by-layer cost evolution of ISL ansitze for k =
kmax shots in the main HSC parametrization is illustrated in
Fig. 23, for chosen individual recompilations per tested Cg
value.

In this case, it is possible to see that the cost evolution
of ISL follows similar patterns to that seen in the main
TCM parametrization. Namely, this includes the final cost

L0f
() |

= Noiseless ISL

== Noisy ISL

Mixed ISL

FIG. 26. Repeated evaluations of ISL time evolution for all tested TCM systems, for N, = 3. The methodology remains the same as
explained in Sec. III C 3, with noisy (green), mixed (pink), and noiseless (purple) ISL time evolution being considered for both cost thresholds

(a) C_, and (b) C_y.
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FIG. 27. Repeated evaluations of ISL time evolution for all tested HSC systems, for N, = 2. The methodology remains the same as
explained in Sec. III C 3, with noisy (green), mixed (pink), and noiseless (purple) ISL time evolution being considered for both cost thresholds

(a) C_, and (b) C_4.

never falling below either Cy threshold, the increasing cost
with additional layers, and a comparable number of total
layers.

2. Scaling of circuit executions

Figure 24 shows a different view of the total circuit ex-
ecutions data presented in Fig. 16, instead emphasizing the
dependence on the qubit count Nj,.

Jmain Jl = _<207 207 2)

Jy=—(2,2,20) Js = —(20,20,20) J; = —(2,20,40)

3. Repeated ISL evaluations for smaller qubit counts

This Appendix extends the analysis of variations in ISL
time evolution for the tested systems, as seen in Sec. II1 C 3.
Particularly, Figs. 25 and 26 illustrate variations in the TCM
for Ny =1 and N, =2, respectively. Similarly, Figs. 27
and 28 illustrate variations in the HSC for N, = 2 and N, = 3,
respectively. In the case of the TCM, it is generally possible
to observe greater stability in ISL time evolution, compared
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FIG. 28. Repeated evaluations of ISL time evolution for all tested HSC systems, for N, = 3. The methodology remains the same as
explained in Sec. III C 3, with noisy (green), mixed (pink), and noiseless (purple) ISL time evolution being considered for both cost thresholds

(a) C_, and (b) C_y.
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to the case N, = 4, as expected, although some variation is
still present due to certain outliers. Furthermore, noiseless
ISL time evolution still presents significant variations across
its time evolutions, particularly for the looser Cy threshold,
even for the case N, = 2. Indeed, for the case g¢ = 5, noiseless
ISL still presents cases where the time evolution plateaus near
zero probability, whereas noisy ISL performs under visibly
greater accuracy. This result suggests that backend noise may
occasionally provide improvements in recompilation accu-
racy for weakly interacting systems, potentially preventing
ansitze from terminating prematurely when shallow circuits
already provide sufficiently low cost functions despite not

capturing the evolved time dynamics. As such, enabling larger
expressibility, which can allow the circuit to obtain closer
overlap with the underlying time evolution, assuming proper
optimization. Similar to the TCM, in the case of the HSC,
smaller system sizes show reduced variation across separate
ISL evaluations. This is most apparent in the case of the
main parametrization, where the highest visible variation is
obtained for L = 4. In most systems, all ISL methods pro-
vide comparable results, with marginal differences attributed
to biases introduced by measurement error, or certain phase
lags under noiseless recompilation, which are corrected by the
tighter Cyg threshold.
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