PHYSICAL REVIEW RESEARCH 7, 043283 (2025)

Feature-based information-theoretic approach for detecting interpretable,
long-timescale pairwise interactions from time series
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Quantifying relationships between components of a complex system is critical to understanding the rich
network of interactions that characterize the behavior of the system. Traditional methods for detecting pairwise
dependence of time series, such as Pearson correlation, Granger causality, and mutual information, are computed
directly in the space of measured time-series values. However, for systems in which interactions are mediated
by statistical properties of the time series (time-series features) over longer timescales, this approach can fail to
capture the underlying dependence from limited and noisy time-series data and can be challenging to interpret.
Addressing these issues, here we introduce an information-theoretic method for detecting dependence between
time series mediated by time-series features that provides interpretable insights into the nature of the interactions.
Our method extracts a candidate set of time-series features from sliding windows of the source time series
and assesses their role in mediating a relationship to values of the target process. Across simulations of three
different generative processes, we demonstrate that our feature-based approach can outperform a traditional
inference approach based on raw time-series values, especially in challenging scenarios characterized by short
time-series lengths, high noise levels, and long interaction timescales. Our work introduces a tool for inferring
and interpreting feature-mediated interactions from time-series data, contributing to the quantitative research
of complex systems more broadly, with potential applications in various domains including but not limited to
neuroscience, finance, climate science, and engineering.
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I. INTRODUCTION

The world we live in is an immensely complex system wo-
ven by myriad interacting processes. Unravelling this intricate
web presents a significant and ongoing challenge in science—
it requires deciphering complex interdependence to reveal the
underlying mechanisms that drive a system’s behaviors, often
from incomplete and noisy data [1]. Central to this pursuit
is the task of identifying pairwise interaction between two
processes by inferring statistical dependence from their time-
series data. This step is crucial for characterizing a system and
can serve as the building block for more complex problems
such as identifying causal relationships, predicting system
behaviors, discovering modular structures within the system,
and controlling and manipulating complex systems. Examples
of these problems can be seen in various domains, such as
causal inference in Earth system sciences [2], community
detection in social network science [3], motion prediction and
risk assessment for intelligent vehicles [4], and unravelling
the origins of astrophysical phenomena such as fast radio
bursts [5].
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A diverse array of methods for detecting pairwise depen-
dence have been developed, from simple contemporaneous
linear dependence, captured using a Pearson correlation co-
efficient [6], to more complex formulations such as Granger
causality [7]. A recent survey implemented and compared
over 250 pairwise dependence measures including measures
derived from information theory, distance similarity, conver-
gent cross mapping, and others [8]. Among these measures,
information-theoretic measures such as mutual information
(MD [9] and transfer entropy (TE) [10,11] are powerful
tools for detecting pairwise dependencies in time series in
a model-free way, marked by an absence of assumptions
about the underlying mathematical or statistical models gov-
erning the variables. These methods quantify the amount
of shared information between two processes (or, in other
words, the reduction in uncertainty of one process given
knowledge of another process) from the raw time-series
data and evaluate their statistical dependence. For example,
mutual information calculates the reduction of uncertainty
(or entropy) in one variable given the knowledge of an-
other variable, based on their marginal and joint probabilities
estimated from time-series observations [9]. Transfer en-
tropy quantifies the directed information transferred from
one process to another by computing the mutual informa-
tion between the processes given the knowledge of some
historical states of the target process [10,11]. These meth-
ods can capture both linear and nonlinear dependence from
time-series data and have been applied across numerous

Published by the American Physical Society


https://orcid.org/0009-0003-0106-2721
https://orcid.org/0000-0002-9910-8972
https://orcid.org/0000-0002-3003-4055
https://ror.org/0384j8v12
https://ror.org/0384j8v12
https://ror.org/0384j8v12
https://crossmark.crossref.org/dialog/?doi=10.1103/qnx2-yp4c&domain=pdf&date_stamp=2025-12-10
https://doi.org/10.1103/qnx2-yp4c
https://creativecommons.org/licenses/by/4.0/

NGUYEN, MCMULLIN, LIZIER, AND FULCHER

PHYSICAL REVIEW RESEARCH 7, 043283 (2025)

fields, including fluid mechanics [12], neuroscience [13],
and finance [14,15].

Despite the popularity of these model-free inference meth-
ods, they face significant challenges when dealing with
real-world complex systems with long memory, where inter-
actions are mediated by statistical properties of the dynamics
computed over extended timescales. Examples of systems
driven by statistical properties of other systems are common
in various domains: In financial markets, the volatility of a
stock index can trigger cascading effects on others [16], while
in neuroscience, communication between brain regions is
thought to occur through the frequencies of neural oscillations
[17]. The typical statistical framing of interactions between
time-varying processes, in terms of a small number of recent
time-series values themselves, is appropriate for capturing
relevant interactions between short-memory processes. How-
ever, in systems with elements that possess long-term memory
and computational abilities, there is an advantage in succinctly
capturing information and inferring dynamics based on more
complex properties of other evolving processes. This may be
particularly relevant to understanding systems in which an
observed process exhibits nonstationary variations linked to
an underlying variable of interest, such as a time-varying sys-
tem parameter or nonautonomous drive. For instance, neural
population activity patterns may vary with slow modulation
of the excitation-inhibition balance of neural circuits [18,19],
or speech phonemes may vary with a human subject’s anx-
iety level [20]. In such cases, responding to the variable of
interest through subtle statistical properties of a longer time-
series window can be advantageous. We thus anticipate many
adaptive systems with memory and information-processing
abilities to interact in ways that exploit nonstationary varia-
tions in dynamical properties of the observed processes.

Classic information-theoretic measures like MI and TE,
while suitable for low-order Markov processes, can be
inefficient in detecting such long-timescale interactions, par-
ticularly when dealing with short and noisy time series. This
is because, these model-free methods use historical or delayed
samples of the variables (referred to as samples from the
“signal space”) to construct an embedding space representing
their underlying state (akin to a Takens embedding [21]; see
Sec. 4.1.1 in Ref. [22]), and estimate the joint and marginal
probability distributions of these embeddings. For interactions
spanning longer timescales and involving numerous histor-
ical samples, this means estimating probability densities in
a high-dimensional space, which requires a large number of
data points that increases exponentially with the dimension-
ality of the space. Noisy signals pose a further challenge for
capturing the underlying relationships between variables [23],
a problem that is exacerbated in high-dimensional spaces. As
the available data become increasingly sparse in such spaces,
distinguishing true signal from noise becomes more difficult:
a manifestation of the phenomenon known as the “curse of
dimensionality” [24,25]. Additionally, the timescale on which
processes influence each other is typically unknown, and it is
particularly computationally demanding to search for interac-
tions across all possible combinations of historical windows.

Some research has aimed to address the challenges
of detecting long-timescale interactions within a
information-theoretic framework. A key example is symbolic

transfer entropy, a combination of permutation entropy and
transfer entropy, which captures information in the ordinal
relationships in the time series, and was demonstrated
to be fast and robust to noise [26,27]. Others have been
more targeted to specific forms of interactions, such as the
development of a transfer entropy estimator that is more
sensitive to both short- and long-timescale effects in neural
spike-train data [28]. While these adaptations may be efficient
at capturing longer timescale interactions, it is crucial to note
that they often come with strict assumptions and/or require
intimate knowledge of the systems. When one has limited
knowledge of a system, this raises the need for a method
capable of detecting long-timescale interactions driven by
properties of the dynamics while making no strict assumptions
on the systems, and ideally offering interpretability that can
provide insights into the nature of interactions.

A potential solution lies in capturing summary statistics
of the dynamical properties that may mediate an interaction,
allowing dynamics on longer timescales to be meaningfully
reduced to interpretable statistical properties. These summary
statistics, or “time-series features,” can encompass various
statistical properties, ranging from distributional character-
istics (e.g., mean, standard deviation, and Gaussianity) to
dynamical structure (e.g., autocorrelation, stationarity, pe-
riodicity, and statistics of basis decompositions) [29]. The
temporal variation of these features can then be used as the ba-
sis for inferring dependency between two processes, instead of
the raw time-series values themselves. In this way, we may di-
rectly assess the statistical dependence between two processes
mediated by candidate statistical properties of the processes.
This approach allows for the selection of domain-specific
features for an efficient representation of available data. In
situations where domain knowledge is limited, a broad range
of generic time-series features can identify interactions arising
from different dynamical properties. Notably, recent years
have seen an expansion in such general-purpose time-series
feature sets [30], including the following: the comprehensive
hetsa set of over 7000 features [31,32]; a high-performing
subset of 22 features carch22 [33]; the Python-based ts-
fresh [34]; and the R-based feasts [35]. These feature sets
offer a promising ground for implementing a data-driven
feature-based approach for inferring and understanding pair-
wise dependencies from time-series data.

In this work, we introduce a feature-based adaptation
of conventional information-theoretic dependence-detection
methods that combine their data-driven flexibility with the
strengths of time-series features. The methodology involves
first transforming segments of a time series into concise and
interpretable summary statistics from a candidate feature set
(we will refer to these summary statistics on time-series
segments as “windowed time-series features’). Mutual infor-
mation is then used to assess the pairwise dependence between
the windowed time-series feature values of the source process
and the time-series values of the target process. This allows
us to detect dependence between a pair of time series when
the interaction is mediated by a specific statistical feature of
the dynamics. Although this approach involves a trade-off in
terms of information and flexibility compared to traditional
methods that operate in the signal space, it leverages more
efficient representations of the joint probability of source and
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FIG. 1. We introduce a feature-based formulation of Mutual Information, denoted MI, for detecting pairwise interactions between time
series. This figure illustrates our method for detecting cases in which a target process, Y, is influenced by a statistical property of a recent time
window of a source process, X. We contrast it to conventional MI, estimated directly from the signal space of the variables, which we denote
as MI,. (a) MI, is computed based on the observed time-series values of process X and Y [see Eq. (2)]. (b) Ml iterates through time-series
segments of length / of process X and reduces each window to a single real-valued summary statistic z, [see Eq. (5)]. MI is then computed
between feature variable Z, and the target variable Y, [cf. Eq. (4)]. We can iterate over a set of candidate features for mapping x,(” to z,
allowing us to detect for interaction between X and Y when it is mediated by a candidate time-series property.

target processes, which is particularly beneficial for address-
ing challenges related to high-dimensional density estimation
in long-timescale interactions. Additionally, the interpretabil-
ity of the features and their grounding in existing scientific
theory provides valuable insights into the nature of interac-
tions. We validate our method on simulated coupled systems
with three generative processes: Random noise, and two
nonstationary processes that capture key characteristics com-
monly found in real-world processes. The robustness of the
feature-based approach was assessed against the conventional
approach across variations in the timescale of interaction,
time-series length, and noise level. When features that are
sensitive to the source—target interaction are included, we find
that the feature-based approach yields similar or improved
performance than the conventional approach, indicating its
potential to capture interpretable time-series dependences
from data.

II. METHODS

In this section, we introduce a method for detecting a
statistical dependence between two processes from measured
time-series data. Specifically, we consider scenarios where the
time-series values of one process (“target process”) depend
on a statistical property of the dynamics across some time
window of the other process (“source process”). Our proposed
method uses Mutual Information between each feature from
a set of windowed time-series features of the source and the
target time series, which we denote here as MlIy, as detailed
in Sec. II A. We contrast MI; with a conventional formu-
lation of MI in this setting, which involves estimating MI
directly on the signal space of the time series, denoted here as
MI;. Here we use mutual information to quantify the source-
target dependence, which is sufficiently flexible to be able to
capture multiple source samples as well as potentially non-
linear dependencies. Using a set F' of candidate features, the
inference for the dependence between the source and target

time series is based on the statistical significance of MI
for each f € F. This feature-based inference of dependence
from the set of candidate features F is referred to as M.
Section IIB outlines the design of our simulation studies
for validating and assessing the performance of Ml relative
to MI,. At last, we provide an in-depth examination of the
generative processes used in our simulation experiments in
Sec. IIC.

A. Inferring interactions mediated by windowed
time-series features

Here, we outline our proposed feature-based MI and high-
light how it differs from conventional signal-based MI. The
distinction between the two approaches is illustrated schemat-
ically in Fig. 1. Consider two processes, X and Y, for which a
finite number of samples, 7T, have been recorded over time
and represented as the time-series variables X; and Y;, for
t=1,2,...,T. We aim to determine whether Y is statisti-
cally dependent on X, and thus refer to X as the “source
process” and Y as the “target process.” Our focus here is to
infer a statistical dependence from a specific realization of the
source process as a time series, denoted as x, and the target
time series, y.

First, we define MI between processes X and Y, I(X;Y),
based on the probability distribution of their values, as

px, )

IX:Y) =) px.y)log —2on s, (1
where p(x) is the probability that X takes value x, p(y) is the
probability that ¥ takes value y, p(x, y) is the joint probability
that X = x and Y =y, and the sum is taken over all possible
values of x and y [36].

The dynamics of X and Y can be incorporated by using
probabilities of consecutive time-series samples, for exam-
ple, to quantify the information that the history of the
source process X provides about the target process Y’s next
time-series value Y;y; [10]. The past of the source pro-
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cess is contained in its time-delay embedding state Xt(l) =
Xi—1+15 .- -, Xi—1, X;) (as a Takens embedding [21] with em-
bedding dimension / and time-delay v = 1) with realization
x,(I) = (Xy—i41s .-+ X—1, %), wheret = 1,2, ..., T. Through-
out the rest of this paper, we refer to [ as the timescale of
interaction, as it determines the temporal window over which
the source process influences the target. The expected MI
[37] from the source time-delay embedding state, x,(l) , to the
next target sample, y;11, denoted here as MI; to signify its
computation on the signal space of the source process, is

!
=Y plix")1

g 2

pOp(x")
2

The estimation of MI between a recent window of ! values
of the source time series and the next value of the target time
series is illustrated in Fig. 1(a).

When investigating the response of the target process, Y,
to longer timescales of the source (i.e., when [ is high), es-
timating the source-target interaction using Eq. (2) requires
estimating probability densities in a high-dimensional space,
which applies to both the joint probability p(y;41, xt(l)) and
marginal probability p(xt(l)). Reliably estimating these prob-
ability densities is challenging, requiring a very high number
of samples, particularly in the presence of noise. As shown in
Fig. 1(b), MI; aims to test whether the target, Y, responds
to the temporal changes in statistical property of a recent
time window of source, X. This is done by constructing a
time-series process Z, where the windowed time-series feature
Z;, with realization z,, captures a statistical property of the
time-series values in the time-delay embedding state X,(l) with

realization x( ).

MIS = ( Yt+1

= f(x), 3)

where f is a feature-mapping function that takes a time-series
segment as input to output a real value that reflects a statis-
tical property of the time-series segment x " For example,
one simple choice for a feature-mapping functlon could be
the mean, which takes a time-series segment of / values
Xi—i+1, Xr—142, - - - , X; @S input and outputs the average value
of these values as z;. Then, instead of measuring MI between
Xf” and Y, |, we compute MI between Z, and Y, denoted
as Mly, as

M, = I(Z:Y) = log L)y
y=1Z;Yip) =) pOis1, 2) log oGy @
We refer to Z as a “capturing feature,” as it aims to capture
the interaction between X and Y, while [ is referred to here
as the embedding size or “capturing timescale.” If the values
of Y are indeed directly coupled to Z, and thus Z captures all
of the information in X about Y, then by the data-processing
inequality [36] we will have I(Z;;Y,41) = I(X"; Y, 11).

This procedure can be performed for different statistical
properties of Xl(l) by iterating over local segments of length
I of x with an increment step of one sample to create a
time-series realization z;, as

(), = fiCa—int, 1425 oo -5 X1, )

where f; is the jth feature function from the feature set, F' =
{f1, fo, ..., fu}, of candidate feature-mapping functions. Each
feature f; € F maps the source embedding space, R/*(T=/+1),
to the feature space, R ~/*+D where (T — 1+ 1) is the
number of samples for embedding state x(l ), or the number
of time-series values z;, where t =1[,1 +1,..., T — 1. This
reduces the dimensionality of the inference from [/ to 1. In
the case that multiple timescales are hypothesized to mediate
the interaction, the process can be repeated across the set of
candidate timescales.

Once we have computed Ml for each feature f € F, we
can proceed to estimate its statistical significance to infer
dependence between X,(l) and Y, [37-39]. The likelihood
of the observed data under the null model for dependence is
derived by generating surrogates of Z; to estimate the p value
of the measures, and then correcting for multiple comparisons
across the n candidate features using the Holm-Bonferroni
method [40]. In the case that any feature has a p value less
than a given threshold (corrected for multiple comparisons),
we infer a dependence between Xl(l) and Y; ;. This method,
utilizing a set of candidate features F' to compute MI measures
between the feature time series and the target time series and
infer dependence, is denoted as Mlg.

While we have demonstrated the approach here for the
case of MI and studied Ml in this work, it is important to
note that a similar feature-based modification could also be
made to other information-theoretic measures. For example,
Transfer Entropy [10,11] aims to quantify the information that
the [ historical states of the source process X provide about
the target process Y’s next time-series value in the context
of the target’s past, captured by its time-delay embed-
ding y,(k) = (Vr—k+1s---»Yi—1, Vt), Where k is the embedding
dimension of the target time series. We could similarly for-
mulate a feature-based TE by again substituting Z; for X,(l) as

Ty (L, k) = 1(Z; Y [1,°). (6)

B. Validation

In the previous section, we introduced the concept of MI¢
as a feature-based MI between two time series, and My as a
method of using a set of candidate features F' to compute the
MI; for each feature f € F and infer statistical dependence
between two time series based on the statistical significance
of these feature-based MI values. In this section, we explore
a specific implementation of MI (using a set of 24 candidate
time-series features, as detailed later). We evaluate the behav-
ior and performance of MI; and this implementation of MIg
through a series of experiments on three simulated dynamical
processes. Our aim was to investigate the ability of Mlg to
detect interactions between time series X and y for cases in
which y is coupled to a feature of x.

The set-up of these simulation studies is illustrated in
Fig. 2. We simulated pairs of source and target time series,
where the target time series responds to a feature of the source
time series. We first created a time-series realization x of the
source process X. Next, we generated a feature time series
%, by iterating through a sliding window of [ samples of x
using a feature function f (note that we use the tilde symbol
to denote ground-truth values to distinguish them from the

043283-4



FEATURE-BASED INFORMATION-THEORETIC APPROACH ...

PHYSICAL REVIEW RESEARCH 7, 043283 (2025)
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FIG. 2. We simulated pairs of dynamical processes with feature-mediated interactions to evaluate the performance of pairwise dependence
methods. (a) We simulated a source and target time series, x and y, respectively, with a ground-truth feature-mediated dependency. Next, we
computed a feature time series, Z, by extracting features across a set of sliding windows of x (window size D) [cf. Eq. (7)] (note our convention
here to use the tilde symbol for ground truth 7 is the ground-truth feature that drives the interaction between X and ¥, and [ is the ground-truth
timescale of interaction). Then the target time series y was generated using a linear function of this feature after standardizing it [cf. Eq. (8)].
(b) For a given timescale [ (from the set of timescales of interest), we computed feature-based MI, Mly, using a set of 24 capturing time-series
features F', computed over sliding windows size [ that yield a feature time series z for each feature in the capturing feature set [cf. Eq. (4)]. For
comparison, we computed MI; between x,(” and y, 4 [cf. Eq. (2)]. (c) We estimated the p values of Ml for f; € F' and MI, using permutation
testing. Each simulation was run 50 times to obtain the MI values capture rates for MI 5, and MI, as the percentage of time where the p values
obtained by each method are less than their respective p-value thresholds (see Sec. II B). We then have the capture rate for each of 24 capturing
features, as well as the capture rate of MI; as a whole—in a given simulation run, if any of the capturing feature detects the dependence, then

it is considered captured by Mly.

symbols used in the inference of interactions) as

z = F(x"). %

The feature Z was then used to generate time-series data for the
target process; hence, we refer to Z as the “driving feature” and
[ as “interaction timescale” throughout the rest of this paper.
The target time series was then generated as a noisy linear
transformation of Z:

Yir1 = (1 = B)Z + BE;, (®)

where 8 € [0, 1] is the noise strength and the with indepen-
dent and identically distributed (i.i.d.) noise process follows a
normal distribution, & ~ N (0, 1) (note that this parametriza-
tion allows us to sample cases with zero noise or zero signal
with a finite interval of 8). Since various features may exhibit
distinct ranges of values, we standardized the values in the
feature time series Z by z scoring it in all experiments. This
was crucial for fair comparisons among different features,
especially when investigating factors like the impact of noise
on MI;.

Having constructed x and y, where y is generated by
applying a linear transformation to a specified time-series
feature of a past interval of x [see Eq. (8)], we proceeded to
test how the signal-space MI; and feature-space MIy meth-
ods perform in detecting the statistical dependence between
y and x. Note that while the mapping from the feature to
y is linear, the feature itself may be a nonlinear function

of x, resulting in a nonlinear dependence of y on x. We
test whether the methods can capture this nonlinear rela-
tionship. For MIp, we used a set of 24 candidate capturing
features, including the mean, standard deviation, and the 22
features that make up the carch22 feature set [33]. We chose
catch22 as a compact set of 22 features that capture different
types of time-series properties—including distribution shape,
linear and nonlinear autocorrelation structures (e.g., automu-
tual information and automutual information timescale), and
extreme event timing among others—allowing us to detect
interactions driven by different types of dynamical attributes
[33]. For an overview of these 22 features (including naming
details and short descriptions), refer to Table 1. These features
were computed over sliding windows of length / samples of x.
When we assumed that we have knowledge of the timescale
of interaction, we set [ = I, otherwise we tested a range of
candidate timescales. Next we computed MI; between the
source and target time series, and MI between each captur-
ing feature and target time series MIy. This was done using
the information-theoretic toolkit JIDT [37]. We chose the
Kraskov-Stogbauer-Grassberger algorithm [41] for estimating
MI, as it makes no assumption on the underlying distribution
of the input data, can capture nonlinear relationships, and is
known to have lower bias and improved data efficiency and
accuracy compared to the alternative model-free box-kernel
estimation technique [10,37]. In this estimator, the number
of nearest neighbors was set to k = 4. As this estimator is
a kernel-based method that has been found to benefit from
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applying a Theiler window for dynamic correlation exclusion
[42], we applied a Theiler window here. In line with common
practice [43], we set the Theiler window of a time series as
the first zero-crossing point of the autocorrelation function of
the given time series. The dynamic autocorrelation exclusion
window here was set as the maximum of the Theiler windows
of the source and target input time series for the estimator
(note that in the case of a feature, this was the maximum of
the Theiler window of the given feature time series and the
Theiler window of the target time series).

We next evaluated the statistical significance of each com-
puted MIy and MI; value using the method of surrogates.
Surrogate time series are constructed as substitutes for the
original time series that preserve key statistical properties,
allowing us to generate empirical null distributions for a given
hypothesis test [44]. We used surrogate time series to create
null distributions for z (in the case of Mly) and for x (in
the case of MIy). The resulting null distributions were then
used to infer the p value of the measures defined as the prob-
ability that the surrogate MI measurements are greater than
the measured MI. We applied the Holm-Bonferroni method
[40] to control the familywise false positive rate for MIp
when multiple capturing features were used and tested in-
dependently. Note that no such comparison was required for
MI;, as only one hypothesis test is performed. We used 50
surrogates for each MI; measurement and 1000 surrogates
for each MI; measurement—the greater number of surrogates
for MIy accounts for the reduced p-value resolution due to
correcting for multiple testing. By default, we used random
permutation of the source embedding to generate surrogates
when the time-delay embedding dimension, /, was small [37].
For larger embedding dimension /, we observed in some of
our experiments that this surrogate generation method led to
biases in the p-value estimation of MI,. These biases were not
observed when we generated surrogates by circular shifting
the source time series (which better preserves autocorrelation)
[45,46], when the shifting window is longer than the embed-
ding size. Hence, for experiments involving longer embedding
sizes, [ > 10, we generated surrogates using the circular shift-
ing method.

In order to evaluate the performance of MI; and Ml in
capturing the dependence between X and Y, we ran the simu-
lation 50 times to estimate the dependence “capture rate.” For
MIj, the capture rate represented the percentage of simulation
runs for which p value was less than 0.05. For each feature
f of the 24 capturing features, F', the capture rate was calcu-
lated as the percentage of simulations for which the p value
of MI; was less than 0.05 (Holm-Bonferroni adjusted). The
overall capture rate for MIrp was defined as the percentage
of simulations for which at least one feature successfully
detected the dependence. In each simulation run, the samples
of the processes will in general differ due to stochasticity
in the generative process (including due to random initial
conditions and noise). To ensure reproducibility, we used a
fixed random seed for each simulation run. Given that we
simulated source and target processes with feature-mediated
interactions, a strong performance should manifest as a higher
capture rate here. To verify the null capture rate, we also used
an i.i.d. noise time series Z,,; as a capturing feature. zy is
simulated by generating samples from a normal distribution,

N(, 1), as
(Znun)r ~ N(O, 1). 9)

C. Simulated processes for validation

In the previous section, we outlined our methodology for
testing MlIp through simulation studies. Here, we discuss in
detail the dynamical processes used in our simulation studies.
A visual representation is illustrated in Fig. 3, which shows
the simulated source processes, their driving features, and
corresponding target processes.

We selected generative processes and interaction
timescales / with the aim of examining the ability of MIy
to infer long-timescale interactions, which we hypothesized
would be more challenging for MI; to detect. We first
studied the simple case of a stationary noise process to test
the ability of MIr and MI; to detect coupling driven by
dynamical properties that do not change over long periods
of time. Then we explored nonstationary processes governed
by parameters that change over time in which the target
process responds linearly to a time-series feature that closely
resembles the time-varying parameter of the nonstationary
source process. This approach resembles real-world settings
where the target process responds to the inferred statistical
properties from the source process time series, rather than
having direct knowledge of the source parameters. In such
interactions, entities respond to discernible patterns and
statistical regularities without direct insight into internal
workings. For instance, a financial market adapts to observed
patterns in economic indicators without explicit knowledge
of underlying economic parameters.

Random noise. We first aimed to investigate the per-
formance of MIr relative to MI; in the case where the
target responds only to statistical fluctuations in a noise
process. To achieve this, we simulated a random noise pro-
cess by generating i.i.d. samples from a normal distribution,

N0, 1), as
x, ~ N, 1). (10)

An example realization, x, is plotted in Fig. 3(a). To study how
well MIp and MI; could capture a source-target interaction
mediated by a given time-series feature, we tested the case
in which the target responds to each feature in our candidate
feature set. An example is shown for the case where the
driving feature is the time-reversibility statistic trev (from
catch22 [33], see Table I) and for a sliding window duration
I =10 in Fig. 3(b), for the resulting driving feature time se-
ries, Zyroy. Concretely, the driving feature Z.,., [see Fig. 3(b)]
was computed as

1 t
Geren) = 15 2 @i =) (1)

i=t—9

We then standardized Z. ., and generated the target y from
Eq. (8), as shown in Fig. 3(c).

A nonstationary third-order autoregressive process, AR(3).
We simulated a feature-based source-target interaction in
which the source dynamics are governed by a nonstation-
ary AR(3) process. This type of nonstationary autoregressive
process, in which the autoregressive coefficients change over
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FIG. 3. We studied three generative source processes, with target processes linearly coupled to local dynamical properties of each source
process. For each process, here we show example time-series realizations. The plots represent time series of length 1000 for each process.
(a)—(c) A random noise process [Eq. ((10). (a) A time-series realization of the process. (b) An example feature time series, for the feature
labeled trev, Z;,e, [defined in Eq. (11)], which computes the average across the time series of the cube of successive time-series differences,
computed over sliding windows of duration I =10 of x [cf. Eq. (7)]. (c) The simulated target process, y [a noisy linear function of Zyey.,
as defined in Eq. (8)]. (d)—(g) A nonstationary third-order autoregressive, AR(3), source process, with a time-varying lag-1 coefficient, ¢,
[Eq. ((12). We plot example realizations of (d) the ¢, time series, generated by a piecewise constant function [see Eq. (13)], (e) the source time
series, X, (f) the driving feature that mediates the coupling to the target process, lag-1 autocorrelation Z,c; (computed over sliding windows of
size duration / = 100 of x), and (g) the target time series, y [cf. Eq. (8)]. (h)=(1) A nonstationary bimodal spiking process, characterized by its
spike rate, switches between two values over time [see Eqs. (14)—(16) for how this process is defined mathematically and how the time-series
samples are generated]. We plot example realizations of the following: (h) The spike rate time series r takes one of two values, 0.05 or 0.1,
where the switching between the two spike rate values is governed by a Bernoulli distribution with probability p [see Egs. (14) and (15)]. (i)
The spike time series, s, indicates the presence (1) or absence (0) of a spike at each time point, and is generated by sampling from a Bernoulli
distribution with probability r. (j) The source time series X is generated from s through a noisy rescaling of the spike time series s, as given by
Eq. (16). (k) We chose the driving feature as the number of spikes, Zgp;yenun (defined in as the number of times over a time-series window of
length I that the sample value exceeds a threshold of four). (1) The target process, y, is a noisy linear function of Zgpixenun> as Eq. (8).

time, are common in many fields, as they can capture evolv- practice. A time-series realization, X, of this source process is
ing dependencies [47,48]. Here, we chose to study an AR(3) given by

process [49] with a time-varying lag-1 autoregressive coeffi-

cient as a specific case of AR(p) processes [49] to evaluate

our method in dynamic scenarios commonly encountered in X = (P1)Xi—1 + $oxi—2 + P3x—3 + V&, (12)
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where we set the lag-2 coefficient ¢, = 0.1, lag-3 coefficient
¢3 = 0.1, noise strength y = 0.1, and & ~ N(0, 1) are i.i.d.
samples from a Gaussian distribution. The values for ¢, and
¢3 were chosen to be smaller than ¢, to prevent interactions
mediated by changes in ¢; from being overshadowed by the
impact of ¢, and ¢35 on the sample values. To generate a
nonstationary process, we used a piecewise constant function
to generate time-series values for the lag-1 coefficient, ¢, as

o1, ift <1,
@, ift <t <1,

(1) = 13)

o, ify_ <t <g,

(278 iftg <t <T,

where each ¢ ~ U(0.3, 0.8) was randomly sampled from a
uniform distribution in the range 0.3-0.8, and #;, t5, ..., fo
partition the time sequence into ten irregular intervals. The
durations of these intervals were generated using a simple
heuristic: randomly selecting ten values from a normal dis-
tribution N(u, o) where © =T7T/10 and o = 20, and then
rounding the results to the nearest positive integers. Adjust-
ments, by increments of 1 as necessary, were made until
reaching a cumulative sum equal to 7. The range of values
0.3 < (¢1); < 0.8 was chosen to be within the limits that
ensure the stability of x. The choice of ten values for ¢,
ensured some variability and sufficient dwell time at each
value. Figure 3(d) plots an example realization of ¢, alongside
a corresponding time-series realization x in Fig. 3(e).

We then simulated a scenario that aimed to mimic a target
process responding to nonstationary variation in the statistics
of a source time series (governed by a time-varying parame-
ter). Here, we chose the driving feature (of the source process
to which the target process responds) as the lag-1 autocor-
relation [50], with the target time series, y, generated as a
noisy linear response as usual [as Eq. (8)]. A realization of the
lag-1 autocorrelation feature, Zac;, of X, and its corresponding
target time series y, are illustrated in Figs. 3(f) and 3(g),
respectively. We can see from Figs. 3(d) and 3(f) that Zac
loosely aligns with the variations in ¢ values, while y is just
a noisier, scaled version of Zac.

Bimodal spiking process. We next analyzed a nonstation-
ary source process characterized by a time-varying spike rate.
This choice of source process finds inspiration in real-world
scenarios, particularly in neuroscience, where interactions can
often be driven by the precise timing of spikes or neuronal fir-
ing rates [51-53]. Our simulation emulates a communication
strategy in which one neuron influences another by varying
its spike rate, and the target neuron requires an extended
time window to decipher the varying spike rate of the source
neuron. This scenario mirrors real-world situations in which
a target process (a system with memory and computational
capabilities) captures and responds to underlying variations
of an observed source process on longer timescales.

We generated a process with alternating spike rates: the
spike rate time series, r, over a time window of 100 samples,
switches between two values, Ay = 0.05 and X, = 0.1. An
example time series for r is plotted in Fig. 3(h). A parameter
p = 0.01 determines the probability of switching between

these two values of spike rate at each time step, yielding a
binary indicator time series, ¢: ¢; = 1 denotes a switch of rate
(from XA; to A, or vice versa), while ¢; = O retains the current
rate. ¢ follows a Bernoulli distribution with probability p:

¢ ~ B(1, p). 14)
The spike rate dynamics follows
re=0—=cor-1+c(r+rs—r-1). (15)

We then generated the spike time series, s, where at each time
point, s, = 1 (representing a spike) with probability 7, and
s; = 0 with probability 1 — 7, (representing an absence of a
spike). The source time series, X, was then constructed as a
noisy rescaling of the spike time series,

x =088 + &, (16)

where § = 5, and & ~ N(0, 1) are i.i.d. samples from a Gaus-
sian distribution. The relatively high value of § compared to
the mean value of & is intended to create the jump in values (or
“spikes”) in x. The spike indicator time series s and the source
time series x are plotted in Figs. 3(i) and 3(j), respectively.
We can see that the spikes in x correspond to times at which
s, = 1.

As this process is characterized by a varying rate of spikes,
we chose the number of spikes over a time-series window
of [ samples as the driving feature in experiments using this
process. A spike here was defined as a sample x; where
x; > 4; we chose 4 as the threshold for spike detection due
to the parameter values used in Eq. (16). The driving feature
Zgpikenun 18 illustrated Fig. 3(k) where we can observe that the
high values in Zgp;xenun are aligned with the periods of higher
spike densities in x [shown in Fig. 3(j)]. The target time series
y generated from Zgpiyenun 18 plotted in Fig. 3(1); we can see
that it is a noisy scaled version of Zsp;kenun-

III. RESULTS

This study aims to investigate the ability of MIy to detect
underlying feature-mediated dependencies between two pro-
cesses across various levels of noise, interaction timescales,
and time-series lengths. In each case, we compare the ability
of MIy to detect simulated feature-mediated source-target
dependencies to that of MI,. First, in Sec. III A, we verify the
behavior of MIy on a simple case in which the source process
is a random noise process. Then, in Sec. III B, we study how
the method performs when there are nonstationary dynamics
in the source, and evaluate the robustness of the methods
across variation in noise levels and interaction timescales.

A. Performance on a stationary noise source process

We first studied the performance of Mly in an idealized
setting: a stationary noise source process, a short interaction
timescale (/ = 10), and a low noise level (8 = 0.2), with the
objective of examining the performance of MIy in this test
case. Note that, in this case, variations in the statistics of the
source process from window to window are due to random
sampling (nonstationary variation is studied later). We aimed
to address three primary questions: (1) In the ideal case where
MIF has access to the driving feature and interaction timescale
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FIG. 4. MIy can detect feature-mediated interactions from time-series data more efficiently than MI; when the capturing feature set
includes the driving feature, shown here for simulations using a noisy source process. (a) We simulated interactions mediated by each of
24 driving time-series features [33] and used MIr with 24 capturing features on each simulation. Features with zero standard deviation (or
very few distinct values) were removed from the analysis, resulting in the 18 features shown here. This matrix displays the capture rate for
each combination of capturing feature (rows) and driving feature (columns) for a random noise process [Eq. (10)] for time series of length
T = 1000, interaction timescale / = 10 samples, and noise strength 8 = 0.2. The time-series features are ordered by their similarity to each
other, measured by the correlation of feature values across time series for each pair of features. Cells are colored by the capture rate of MI,
for each combination of capturing and driving feature (darker colors indicate higher capture rates). (b)—(e) The capture rates for four selected
features—autocorrelation timescale (acf_timescale), a time-reversibility metric (trev), histogram mode (mode_5), and mean (mean)—are
plotted as a function of time-series length 7' (note the logarithmic scale for 7). Each plot shows the variation in capture rates for a given driving
feature: (b) acf_timescale, (c) mean, (d) mode_5, and (e) trev. Dashed dark green lines represent the capture rate of MIy using the full
set of 24 candidate features (see Sec. II B), i.e., if any feature among the 24 capturing features detects a statistical dependence (controlling the
familywise error at @ = 0.05) then it is considered detected by MIr. Dashed black lines represent the capture rate of MI;. Dashed gray lines
represent the capture rate from using noise time series z,,;; [defined in Eq. (9)]. Thick lines distinguish cases for which the capturing feature is

the same as the driving feature.

(ie., zj =% and I=1= 10), can it successfully detect the
feature-mediated dependence?; (2) Can alternative features
be used to detect dependence mediated by Z?; and (3) How
effective is MIy at capturing this dependence?

We used each feature from our set of 24 time-series fea-
tures as driving features in turn, thus testing 24 potential types
of source-target feature-based interactions. We then tested
the ability of each of those 24 features (treated as captur-
ing features) to detect the pairwise interaction in each case
(correcting for 24 independent comparisons using the method
of Holm-Bonferroni [40]; see Methods section). Using each
feature in our candidate feature set as both a driving and
capturing feature served a dual purpose for evaluating MI:
(1) testing its capture rate when the capturing feature matches
the driving feature; and (2) testing its ability to detect a
source-target dependence when the capturing feature differs

from the driving feature. The latter is particularly important
in real-world scenarios where we do not typically have prior
knowledge of the precise driving feature, and it may be outside
of capturing set F'.

Results are shown as a matrix of capture rates for each
capturing feature (row) against each driving feature (col-
umn) in Fig. 4(a) (features with zero standard deviation or
with very few distinct values are removed from the anal-
ysis, leaving 18 features shown here). Note that features
have been reordered to place similar features close to each
other (using complete linkage hierarchical clustering based
on Spearman correlations). First, we verified that, in the ideal
case when a capturing feature matches the driving feature, its
Ml can capture the dependence well, which should result
in high capture rates along the diagonal line of the matrix.
Indeed, all capture rates along the diagonal are at 100%,
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indicating strong performance of Ml in capturing depen-
dence when the capturing feature aligns with the driving
feature. In addition to this diagonal structure, we also ob-
served noticeable groups of features with high rates of
capturing a source-target interaction mediated by each other.
This suggests that a feature highly correlated with another (as
suggested by their proximity in the matrix) can indeed capture
dependence mediated by the other feature. The most promi-
nent example is a large cluster of interrelated features that
capture different aspects of signal self-correlation properties,
including statistical properties of the Fourier spectrum (like
centroid frequency, centroid_freq) and properties of the
autocorrelation function (such as the first 1/e crossing of the
autocorrelation function (ACF) acf_timescale and the first
minimum of the ACF acf_first_min). Another example is
two histogram-shape features (position of the mode using ten
bins, mode_10 versus five bins, mode_5) that can be used to
capture dependence caused by each other. We also note that,
while the matrix is mostly symmetric, there are some cases of
substantial asymmetry. As the matrix shows the percentage of
simulation runs where the MI between the capturing feature
and a noisy linear scaling of the driving feature is statistically
significant, these asymmetries can mostly be accounted for
by both the asymmetry of introducing noise in one variable
versus the other, as well as the stochasticity of p-value esti-
mation from a finite surrogate ensemble. Overall, these results
demonstrate that MIy performs well when the capturing fea-
ture matches the driving feature and that correlated alternative
capturing features can also effectively capture dependence
mediated by the driving feature.

Next, we assessed the effectiveness of MIy for each
selected feature as well as Ml as a whole in capturing source-
target dependence by examining its capture rate as a function
of the time-series length, 7. We conducted tests across a
range of time-series lengths, 7 = 50, 100, 500, 1000, 5000,
and 10 000 samples. We also computed the capture rate of MI;
for comparison. The capture rates are plotted as a function of
T on a logarithmic scale for four exemplary driving features
in Figs. 4(b)—4(e). These four selected driving features were
chosen from different classes of features to illustrate the per-
formance of MI and Ml at detecting a dependence mediated
by various types of statistical properties, from distributional
properties [the mean, Fig. 4(c); and five-bin histogram mode,
mode_5, Fig. 4(d)] to autocorrelation-based properties [the
first 1/e crossing of the ACF, acf_timescale, Fig. 4(b); and
time-reversibility measure, trev, Fig. 4(e)].

We first note that the capture rate for the noise time series
Z,y; Was approximately 5% for all experiments and across all
time-series lengths, 7', aligning with the false positive rate.
When using the driving feature as the capturing feature, the
resulting Ml exhibits a very high capture rate for time-series
lengths 7' 2 100 samples, which increases with T. Interac-
tions mediated by some features, such as acf_timescale
and mean, were detected by MIy from very short time series
(T = 50) with capture rates over 85%. Among the features
selected here, when the driving feature is acf_timescale
[Fig. 4(b)] or trev [Fig. 4(e)], other capturing features could
also detect the dependence caused by a different driving fea-
ture when given enough samples (7 = 10 000 samples in this
case), consistent with the results in Fig. 4(a).

By contrast, MI; exhibited a considerably lower capture
rate than MIr when MIy has the driving feature in the
candidate feature set F' for shorter time-series lengths up to
T = 1000 samples. For instance, for time series of length
T = 50 samples, the capture rates of MI; for mode_5 and
trev are under 10%. Even at T = 100 samples, the capture
rate is still under 50% for all the features except mean. While
the performance of MI; improves with 7', the improvement
varied among driving features, improving rapidly when the
interaction is mediated by a single feature like the mean [a
capture rate over 90% with T = 100 samples; Fig. 4(c)], but
slowly when the interaction is mediated by a more complex
feature like the histogram mode mode_5, where T = 5000
is required to teach a similarly high capture rate. This dif-
ference in the detection power of MI; for these two driving
features may be due to their differing complexity: mean is a
smooth rolling average of the time series (a linear function on
X,([)), making it relatively easy for the MI estimator to infer
dependence. By contrast, mode_5 is a more complex feature,
making the dependence more challenging to infer from a small
number of samples, 7.

In summary, our experiments using a random source pro-
cess demonstrate that MIr can detect a feature-mediated
dependency in idealized settings of low noise, having knowl-
edge of the interaction timescale /, and when our capturing
feature set includes the driving feature 7. We also showed that
features with similar behavior can be used to infer dependence
caused by another. In this advantageous setting, where we
have the driving feature amongst candidate features, MIy is
more sensitive than MI;, being able to detect an underlying
feature-mediated dependence from much shorter time series.

B. Performance in settings with nonstationary source processes

In the previous section, we investigated the simple case
where the target process responds to the window-to-window
statistical fluctuations of a stationary noisy source process.
However, real-world systems often involve more intricate dy-
namics, where the target responds to meaningful statistical
changes in a nonstationary source process over time. Note
that here we adopt a pragmatic definition of nonstationarity
as variation over long periods of time of statistical properties
of a time series [54,55]. We study two such systems in this
section, simulated by adding time variation to a key parameter
governing the source dynamics (see Sec. IIC): The first is
an AR(3) process, where the lag-1 coefficient ¢; varies over
time, and the second is a bimodal spiking process where the
parameter governing the spike rate changes over time. In each
case, the target process responds to a statistical property of the
source process that is induced by the time-varying parameter:
In the first case, the target responds to the lag-1 autocorrela-
tion feature Zsc;, which is sensitive to changes in ¢;; and in
the second case, the target responds to the number of times
X; > 4 in a recent time Window (Zspixenun) This matches the
situation where the target is meaningfully responding to some
underlying parameter governing changes in the statistics of
the source process, but without direct access to that underly-
ing parameter (only through observations of the source time
series). We aimed to investigate whether MIy can detect this
underlying source-target interaction in the case that MIy has
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FIG. 5. Ml is more robust to noise than MI;. We evaluated the performance of MIr and MI; on various levels of noise strength for a
time series of length 7 = 1000 samples and interaction timescale [ = 100 samples, for two processes: (a) an AR(3) process, Eq. (12), where
the driving feature is the lag-1 autocorrelation; and (b) a bimodal spiking process, Eq. (16), where the driving feature is the number of spikes
(defined in Sec. II C 3). Capture rates are plotted as a function of the noise strength, across a range 0.2 < g < 0.8 for four selected capturing
features. The pink lines illustrate the capture rate when the capturing feature is the driving feature. Dashed dark green lines represent the
capture rate of Ml using the set of 24 candidate features (see Sec. II B). Dashed black lines represent the capture rate of MI,. Dashed gray

lines represent the capture rate from using noise time series Zy,.

access to a set of features including those sensitive to the
driving feature. We further study the performance of MIy as
a function of the noise strength g, interaction timescale 7, and
capturing timescale /.

1. Robustness to noise

In this section, we explore the impact of measurement
noise of the target response on the performance of Mg
and MI,, by varying the noise strength g [Eq. (8)]. MlIj,
which operates in the signal space of time-series data, faces
a significant limitation in its vulnerability to additive mea-
surement noise, particularly when inferring relationships in
high-dimensional spaces due to long-timescale interactions.
Assuming that we have a relevant capturing feature set, we
hypothesized that by evaluating each of the capturing fea-
tures as mediating the source-target interaction, MIy should
effectively capture and integrate information within that time
interval, resulting in a more efficient representation of the
process dynamics that is less sensitive to noise. We studied the
impact of noise strength g8 for a time-series length 7 = 1000
samples for both the AR(3) and the bimodal spiking pro-
cesses in this section. Since the dynamics of both processes
are characterized by an underlying parameter varying at an
average rate of 0.01 per sample, we matched the rate of pa-
rameter change by setting the interaction timescale / = 100.
This choice aims to simulate scenarios where the target pro-
cess possesses accurate knowledge of the timescale governing
changes in the underlying parameter of the source process
(note that we will relax this assumption in the subsequent
section). Here, we also assume that we have knowledge of the
interaction timescale, and set [ = [ = 100. This assumption
will also be relaxed in a later section, where we investigate
how Ml and MI; perform without precise knowledge of the
interaction timescale.

The results are presented in Fig. 5, showing the capture
rates of MIr along with those for the MI, of the selected
capturing features. We also show MI; and use a noise time se-
ries zyy to verify the false positive capture rate [Eq. (9)]. The
features selected for illustration here include mean (mean),
standard deviation (std), and features conceptually related
to the driving feature—such as autocorrelation timescale
(acf_timescale), an autocorrelation-related property sen-
sitive to lag-1 autocorrelation (AC1), and ten-bin histogram
mode (model0), a distributional property that may be sensi-
tive to the number of spikes (spikenum). We also plot the
capture rate given by the driving feature—AC1 for the AR(3)
process, and spikenum for the bimodal spiking process—for
comparison. First, we verified that the capture rate of z,y
for both processes is around 5%, matching the false-positive
capture rate. We found that MIy exhibits strong performance
for B < 0.6 in the range explored for both processes, with
capture rate of 100% for the AR(3) process and >98% for
the bimodal spiking process, respectively. By contrast, Ml
did not perform well for either process when g > 0.4 and
its performance decreased with increasing noise levels. For
the AR(3) process, this degradation with increasing noise was
quite pronounced, decreasing from 70% at a noise strength of
B =0.41052% at B = 0.6, and further to 16% at § = 0.8.

Promisingly, some features could detect the interaction
mediated by a different feature, consistent with the findings
from the experiments with random noise process (Fig. 4). For
example, for the AR(3) process [Fig. 5(a)], the autocorrelation
timescale (labeled acf_timescale) and standard deviation
(labeled std) detected the dependence mediated by the driv-
ing feature, lag-1 autocorrelation, with capture rates of 98%
and 91%, respectively, even at noise levels up to g = 0.6.
The reason is clear in the case of autocorrelation timescale
(acf_timescale), which captures a similar dynamical
property to lag-1 autocorrelation, making it an effective proxy
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for inferring the interaction. In the case of standard devi-
ation, the connection is less obvious. We discovered from
simulations that an increase in the underlying parameter ¢,
governing x leads to an increase in the variance of x. Given
that the driving feature AC1 closely tracks ¢, the variance
of x then becomes sensitive to AC1. For the bimodal spiking
process [Fig. 5(b)], a greater number of spikes in a given
window affects the distribution of values (including increasing
the mean and standard deviation of the windowed time series)
such that the candidate features, mean (mean) and standard
deviation (std), could effectively detect an interaction medi-
ated by the spike count (spikenum), with capture rates of 86%
and 94%, respectively, even up to high noise levels g = 0.6.
These features could effectively capture the dependence, as
the presence of spikes significantly alter the mean and stan-
dard deviation of an observed window, making these features
sensitive to variation in the spike rate.

Notably, at the high noise level 8 = 0.8, Ml showed
higher capture rate than the capture rate of the driving feature.
This is consistent in both processes, with a more marked
difference observed for the AR(3) process: The capture rate of
MIy here is 52%, whereas that of AC1 is only 14%. This im-
provement can be attributed to an ensemble effect, where the
inclusion of multiple features in detecting dependence allows
MIF to successfully capture dependence if any feature within
the set manages to do so. This ensemble approach proves
highly beneficial in a high-noise regime where measurement
noise significantly obscures information from the driving fea-
ture. In other words, on occasions where Ml corresponding
to the true driving feature did not capture the interaction (here
due to noise), other MI; measures corresponding to correlated
features may nevertheless stochastically capture the interac-
tion and thereby enable a higher capture rate by M.

Overall, our results demonstrate that MIr shows better
performance in detecting dependencies than MI; at all noise
levels examined here for the two studied nonstationary pro-
cesses, making consistent our hypothesis that MIr is more
robust to noise when having relevant features in our capturing
feature set.

2. Detecting long-timescale interactions

In Sec. IT A, we highlighted that MI; may face challenges
when handling long-timescale interactions due to difficulties
associated with estimating probability densities in a high-
dimensional space. We reasoned that, by transforming the
source time series to features and inferring dependence from
the feature space with lower dimensionality, MI; can avoid
the curse of dimensionality and thereby better detect long-
timescale interactions. Our objective here is to assess the
performance of MIr in comparison to MI; in scenarios involv-
ing long interaction timescales. We computed the capture rates
of MIy and MI; for our two nonstationary processes—AR(3)
and bimodal spiking—for time series of length 7" = 1000
samples across interaction timescales I =50, 100, 150, and
200 samples, while setting the noise level at 8 = 0.6. We set
this high noise level in order to study a challenging scenario,
setting B = 0.6 based on our prior findings (see Fig. 5, where
it is shown that this is the upper limit for which MI exhibited
capture rates over 90% for both processes).

Results for the nonstationary AR(3) process and the bi-
modal spiking processes are shown in Figs 6(a) and 6(b),
respectively, illustrating the same features as those selected
for presentation in Fig. 5 above. We found that MIy outper-
forms MI; across the full range of interaction timescales for
both processes. For the AR(3) process, Ml showed 100%
capture rate across the full range of interaction timescales
tested. Top-performing features acf_timescale and std
achieved capture rates >90% at timescales up to [ = 150 sam-
ples and over 75% at [ = 200 samples. While MI, performed
well at / = 50, an already high-dimensional setting (with a
high capture rate, 80%), its capture rate dropped substantially
with increasing / (and hence dimensionality of the MI; infer-
ence problem), dropping to just 30% at [ = 150 samples.

For the bimodal spiking process, shown in Fig. 6(b), MIg
showed strong performance, with capture rates above 90%
for all interaction timescales tested. Among the features, stan-
dard deviation (std) exhibited strong performance, capturing
a dependence with nearly 100% capture rate at interaction
timescales up to / = 100 samples, and over 75% at timescales
I = 150 and 200 samples. Again, the performance of MI, was
overall inferior to MI¢ across all tested interaction timescales,
with its capture rate decreasingly steadily with increasing
I. These results indicate that MIr can perform well at de-
tecting time-series dependence on long timescales, even in
a high-noise setting, consistent with its ability to reduce
high-dimensional sets of time-series measurements down to
informative low-dimensional summaries.

3. Detecting the timescale of interaction

In the previous experiments, we provided MIr and MI;
with the best chance to capture a source-target dependence
by setting the window length of the capturing feature to
align with the interaction timescale: | = 1. However, since in
real-world scenarios the true interaction timescale is typically
unknown, we next aimed to investigate how well we could
capture dependence (and infer a true underlying timescale of
interaction) in this more general case. In the following exper-
iment, we tested MIr and MI; on the nonstationary AR(3)
and the bimodal spiking processes analyzed above, employing
the same main parameter settings (8 = 0.6 and 7 = 1000
samples) while removing the knowledge of the timescale of
interaction /. The interaction timescale was set to [ = 100
samples for both processes. In this setting, we compared the
capture rate across a range of candidate timescales, which
we set to be within the range of 50%—-200% of the inter-
action timescale [ (I =50,75, 100, 125, 150, 175, 200). We
expected to obtain a maximal capture rate when / = and
aimed to understand how My and MI; perform when the true
and tested timescales did not match, [ # I.

The results are shown in Figs. 7(a) and 7(b) for the
nonstationary AR(3) and the bimodal spiking processes, re-
spectively. For the AR(3) process, we found that MIy could
infer dependence reasonably well, with a capture rate above
85% across the tested timescales from 50 to 150. This sug-
gests a high resilience to detecting a pairwise interaction
even when using an inaccurate timescale (up to |/ — I| ~
50 samples), or 50% of the interaction timescale. For the
bimodal spiking process, Ml was resilient to detecting a
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FIG. 6. Ml exhibits improved detection of feature-mediated source-target interactions than MI; for longer timescales of interaction. We
evaluated the capture rate of MIr and MI; across a range of interaction timescales, I =50, 100, 150, 200 samples, for (a) a nonstationary
AR(3) process [Eq. (12)]; and (b) a nonstationary bimodal spiking process [Eqs. (15) and (16)], for a time-series length 7 = 1000 samples
and noise level B = 0.6. As indicated in the legends, we plot individual capturing features (solid lines), a comparison to the case for which the
capturing feature is the driving feature (pink solid), MIr using the full set of 24 candidate features (dark green dashed line), MI; (black dashed

line), and the noise time series z,,; (gray dashed).

pairwise interaction across a comparatively smaller range of
candidate capturing timescales we tested; its capture rate is
above 85% for 75 <[ < 125, equivalent to an inaccuracy
in timescale of up to 25% of the interaction timescale [see
Fig. 7(b)]. The results from both processes indicates that My
can detect dependence even when the tested timescale of
interaction is inaccurate, which is useful in practical scenarios
where one has some hypothesis on the range of interaction
timescales, without knowing the exact value. Additionally,
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when the discrepancies between [ and [ are higher (e.g., for
[ =150, 175, 200), MI¢ outperformed MI; when using the
driving feature to infer dependence in both processes. At first
glance this may seem unexpected, but can be attributed to the
ensemble effect of MIy as discussed in Sec. III B 1, and the
fact that the driving features used as capturing features here
were computed over sliding window of size I rather than 7,
introducing slight differences compared to the true driving
features.

Bimodal spiking process

(b)
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FIG. 7. The performance of MI; peaks at the true timescale of interaction, / = [, suggesting an ability to infer the underlying timescale
of source-target interaction. We evaluated the performance of MIr and MI; across various capturing timescales / for both (a) a nonstationary
AR(3) process and (b) a nonstationary bimodal spiking process, each with a length of 7 = 1000 samples and noise level 8 = 0.6. Capture
rates are plotted as a function of the capturing timescale, which span a range from half to twice the interaction timescale: 0.5] < [ < 27
(I =50,75,100, 125, 150, 175, 200). As indicated in the legends, we plot individual capturing features (solid lines), a comparison to the case
for which the capturing feature is the driving feature computed over sliding windows of sized / samples (pink solid), MI using the full set of
24 candidate features (dark green dashed line), MI; (black dashed line), and the noise time series z,,; (gray dashed). An annotated vertical red
line indicates the true interaction timescale /.
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We also observed that, for both processes, the performance
of MIp peaked at the true interaction timescale, i.e., when
I = I. While Ml is designed to infer dependence from a pair
of time series, its application extends to scenarios where mul-
tiple realizations of these source and target time series exist.
An example of this is prevalent in neuroscience experiments,
where neural activities from a pair of neurons are recorded
across multiple subjects, each providing a distinct realization
of the time series for the given pair of neurons. The presence
of multiple realizations for a pair of time-series variables
allows us to calculate the percentage of dependence inferred
at each candidate capturing timescale, where a peaked shape
observed in the distribution of dependence percentages across
timescales provides a valuable cue for identifying the true
timescale of interaction. By examining features with a peaked
shape for the capture rate across the capturing timescales, our
analysis approach additionally allows inference of the types of
statistical properties that mediate the interaction. In contrast,
when using MI; to infer interactions at different timescales,
its capture rate fluctuates across different tested timescales
and is generally low, indicating its limited ability to accurately
infer the underlying interaction timescale. Specifically, across
all tested timescales for both processes, the capture rate of
MI; was around 40% for the nonstationary AR(3) process and
about 16% for the bimodal spiking process.

In summary, our comparisons of MIy and MI; across dif-
ferent noise levels and interaction timescales demonstrated the
ability of Ml to effectively capture longer timescale depen-
dencies (I > 100), even when the timescale is not precisely
set, as well as its robustness to higher noise levels than MI;.

IV. DISCUSSION

This study introduces a information-theoretic approach to
detect feature-mediated pairwise interactions between time
series, using mutual information as an example, and analyzes
its performance across a range of simulated settings.

We focused on comparing a mutual-information-based im-
plementation of the approach, using a set of 24 features as
MIg, to a more conventional formulation of mutual informa-
tion, formulated in terms of the time-series values themselves,
MI;. We studied cases in which the source-target interaction
is mediated by a statistical property of the source across a
recent time period, corresponding to the case where a target
is responding to nonstationary variation in the source that
manifests as a change in the recent statistical properties of the
source time series. Our experiments confirm that this long-
timescale setting is challenging for a conventional estimator
like MIj, as it involves detecting a probabilistic dependence
in a challenging high-dimensional space of recent time-series
values. By contrast, MIy is more efficient in cases where it
contains candidate features that are sensitive to the underlying
interaction, due to its ability to distill complex time-series pat-
terns down to a reduced statistical summary and thus perform
the inference in a fixed, low-dimensional space, independent
of the tested interaction timescale. MIy exhibits a greater
performance in capturing feature-mediated dependencies, par-
ticularly for shorter time series (e.g., as low as 50 samples),
longer timescales of dependence, and at higher noise lev-
els. Additionally, MIr can detect source-target dependencies

across a wider range of timescales around the true interaction
timescale than MI.

A promising aspect of Ml is that it allows researchers to
select a list of features and timescales to test for dependence.
Our results demonstrate that other features that are sensitive
to the driving feature can effectively detect a dependence
mediated by the driving feature (even when this connection
between these other features and the driving features is not ob-
vious), and the same applies to timescales: Features computed
at timescales close to the ground-truth interaction timescale
can capture the dependence almost as well as those computed
at the true timescales in several cases. Time-series features
not only provide a more compact representation of the data,
but also aid in comprehending the nature of dependence:
They allow us to narrow down dynamical patterns between
processes by selecting a specific set of features and exam-
ining potential dependencies between these features and the
target process. This flexibility in choosing the feature set and
the intepretability of the features can provide valuable in-
sights into the underlying dynamical interactions. Researchers
can use general-purpose feature sets [31,33,35] and can also
choose to evaluate a range of timescales to infer the under-
lying dependence structure, making MIr a powerful tool for
data-driven analyses. Leveraging the feature-based approach
effectively reduces the dimensionality of the learning space of
the information-theoretic estimator, leading to faster compu-
tation and more efficient representation of the relevant joint
probability of the source and target processes. This enables
researchers to evaluate different feature windows and uncover
dependencies between the source and target processes more
efficiently with respect to both computation time and data
availability. Moreover, in cases where there is no strong direc-
tional hypothesis (regarding the source and target processes),
this framework allows researchers to systematically test both
possible directions of interaction by interchanging the roles of
source and target. If a dependence is found in both directions,
for example, it could indicate a bidirectional interaction, a
feedback loop, or the presence of some confounding factor.

Interestingly, our results highlight that by using an ensem-
ble of features including those that are sensitive to the driving
feature, MIp can exhibit better performance than using the
feature directly mediating the interaction as capturing feature,
in scenarios with high levels of noise or significant devia-
tions in the capturing timescale from the actual interaction
timescale (see Secs. IIIB 1 and III B 3). This phenomenon
can be explained by the concepts of information synergy and
redundancy [56,57], where combining information from mul-
tiple features surpasses the sum of individual contributions
(information synergy) or exploits overlapping information
across features (information redundancy). Information syn-
ergy has been shown to be associated with resilience to noise
[58], while some studies have shown that feature space, as
a redundant representation of the signal, may have noise
reduction properties that help with reconstructing the signal
[59,60]. This theoretical foundation underscores the promise
of employing a diverse set of features in the inference of
feature-mediated dependence.

However, this feature-based approach also presents chal-
lenges. Transforming time-series data into a set of time-series
features results in the loss of some information from the

043283-14



FEATURE-BASED INFORMATION-THEORETIC APPROACH ...

PHYSICAL REVIEW RESEARCH 7, 043283 (2025)

original data, and if the candidate feature set F' does not con-
tain any features that are sensitive to the dynamical property
mediating the source-target interaction, MIy will not be able
to detect the dependence. Although this could be countered
by using a large set of candidate time-series features in the
absence of strong domain or prior knowledge on the potential
driving features and timescales of interactions [32], com-
paring the behavior of a potentially large pool of candidate
features and timescales can lead to a high multiple-hypothesis
burden, and potentially yielding false negatives. This process
of selecting a concise yet appropriately expressive feature set
can thus be important and should be informed by relevant hy-
potheses, dataset size, expected effect size, and other relevant
factors where possible. Furthermore, as discussed previously,
the presence of redundant information in a nonorthogonal
feature space can prove beneficial in high-noise regimes.
Therefore having some correlated features in the capturing
feature set should be considered, especially when dealing with
exceptionally noisy systems.

While studying the performance of the M1y and MI; across
different generative processes, we found that the detection
power of MI; depends on multiple factors: the timescale of
the interaction, the features being used to generate the target,
and the characteristics of the source processes. The interplay
of these properties results in a nonmonotonic relationship
between the dependence capture rate and any single factor.
For example, from our experiment with random noise process
we can see that capture rate for dependence mediated by dis-
tribution mode (mode_5) has much slower improvement with
increasing time-series length than the mean (mean), autocor-
relation timescale (acf_timescale), and a time-reversibility
metric (trev). This implies that interactions mediated by
some features of the dynamics are harder to detect than those
mediated by others. As the features of a time series are
mathematical transformations of its elements, z; = f (x;l)), we
hypothesize that this difference could be driven by different
levels of roughness of the feature surface in the time-delay
embedding space R™>*(T=!*1_ That is, we expect a relatively
smooth surface to be less vulnerable to noise and thus require
fewer data points for MI; to reliably estimate the required
probability densities. For example, mean, std, and trev are
computed as polynomials of degree up to three in the time-
delay embedding space of the source process, their surfaces
are relatively smooth compared to mode_5, whose computa-
tion involves multiple nonlinear operations. More research is
needed to fully validate and refine this hypothesis, providing
a clearer understanding of the underlying mechanisms that
contribute to the observed performance differences in Mlp
and MI; across diverse scenarios and features. This could help
inform their strategic application for specific cases.

Delving into potential extensions of our method, we ac-
knowledge that our focus here has been on the specific
scenario of a target process responding to a single time-series
feature from the recent past of the source [as depicted in
Fig. 1(a)]. Many alternative settings are possible and would
make straightforward extensions of the theory and algorithms
introduced here. One such direction involves extending the

method to account for cases where the target process has non-
trivial dynamics, beyond the simplified linear noisy response
model used in this study [cf. Eq. (8)]. In such cases, using
transfer entropy instead of mutual information could offer a
more accurate detection and understanding of the underlying
dependence structure. In our simulation studies, we have also
neglected a time-delay from source to target, considering y; to
respond to a past window of x from ¢ — t; to ¢, which could
be generalized to a window of x from 1, — 7; to 7, and the
optimal delay 7, identified as per Ref. [61]. An even more
challenging scenario has one or more features of the target
process (rather than values, y,, as considered here) responding
to one or more features of the source, such that the dependence
is inferred from the feature vectors of both the source and
target time series. To systematically assess whether each target
feature depends on source features, one could test all possible
combinations of target and source features, evaluating their
pairwise or joint dependencies. By computing and concate-
nating the features of interest as an embedding search space,
we could then compute mutual information or transfer entropy
over this embedded feature space and the target vector, reveal-
ing complex interactions between multiple source and target
dynamical properties.

Combining the feature-based approach with the Informa-
tion Bottleneck framework [62] presents a promising avenue
for further research. This hybrid approach offers a concrete
method to construct a lower-dimensional representation of the
data and verify whether there is dependence between two vari-
ables. Subsequently, the Information Bottleneck framework
can be used to identify the best representation that maximizes
the mutual information between these variables, providing a
refined understanding of the underlying dependence structure
and finding a compact representation of the data while pre-
serving its information.

In conclusion, our feature-based information-theoretic ap-
proach is shown to be effective in capturing long-timescale
feature-mediated dependence from time series. Its sensitivity,
computational efficiency, and interpretability make it a valu-
able tool for a wide range of applications, especially in dealing
with noisy time-series data. We anticipate it to contribute to
advancing our understanding of complex systems and their
underlying dynamics in real-world datasets.
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APPENDIX

This appendix contains a table summarizing the catch22 feature set [33] and the short names used for each feature throughout

this paper.

TABLE 1. catch22 Feature Overview. This feature set comprises 22 features that cover a broad range of time-series properties, including
the distribution of values in the time series, linear and nonlinear temporal autocorrelation properties, and others [33]. The feature names are
adopted from the larger Actsa feature set [31]. This table presents the feature short names used throughout the paper and their corresponding

descriptions.

Feature name Short name Description
DN_HistogramMode_5 modeb Five-bin histogram mode
DN_HistogramMode_10 mode10 Ten-bin histogram mode

DN_OutlierInclude_p_001_mdrmd
DN_QOutlierInclude_n_001_mdrmd
firstle_acf_tau

firstMin_acf
SP_Summaries_welch_rect_area_5_1
SP_Summaries_welch_rect_centroid
FC_LocalSimple_mean3_stderr
FC_LocalSimple_meanl_tauresrat

MD_hrv_classic_pnn40
SB_BinaryStats_mean_longstretchl
SB_BinaryStats_diff_longstretchO
SB_MotifThree_quantile_hh

outlier_timing_pos
outlier_timing_neg
acf_timescale
acf_first_min
low_freq_power
centroid_freq
forecast_error
whiten_timescale

high_fluctuation
stretch_high
stretch_decreasing
entropy_pairs

Positive outlier timing

Negative outlier timing

First 1/e crossing of the ACF

First minimum of the ACF

Power in lowest 20% frequencies

Centroid frequency

Error of three-point rolling mean forecast
Change in autocorrelation timescale after
incremental differencing

Proportion of high incremental changes in the series
Longest stretch of above-mean values

Longest stretch of decreasing values

Entropy of successive pairs in symbolized series

CO_HistogramAMI_even_2_5 ami?2

CO_trev_1_num trev

IN_AutoMutualInfoStats_40_gaussian_fmmi
SB_TransitionMatrix_3ac_sumdiagcov
PD_PeriodicityWang_th001
CO_Embed2_Dist_tau_d_expfit_meandiff

SC_FluctAnal_2_rsrangefit_50_1_logi_prop_ri

SC_FluctAnal_2_dfa_50_1_2_logi_prop_ril dfa

ami_timescale
transition_variance
periodicity

embedding_dist

rs_range

Histogram-based automutual information (lag 2, five
bins)

Time reversibility

First minimum of the automutual information
function

Transition matrix column variance

Wang’s periodicity metric

Goodness of exponential fit to embedding distance
distribution

Rescaled range fluctuation analysis (low-scale
scaling)

Detrended fluctuation analysis (low-scale scaling)
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