
PHYSICAL REVIEW RESEARCH 8, 033203 (2026)

Gaussian process model kernels for noisy optimization in variational quantum algorithms

L. Arceci ,1,2,* V. Kuzmin ,1 and R. van Bijnen 1,2,3

1Institute for Theoretical Physics, University of Innsbruck, A-6020 Innsbruck, Austria
2Institute for Quantum Optics and Quantum Information of the Austrian Academy of Sciences, A-6020 Innsbruck, Austria

3PlanQC GmbH, 85748 Garching, Germany

(Received 11 October 2025; accepted 16 June 2026; published 18 August 2026)

Variational quantum algorithms (VQAs) aim at solving classical or quantum optimization problems by opti-
mizing parametrized trial states on a quantum device, based on the outcomes of noisy projective measurements.
The associated optimization process benefits from an accurate modeling of the cost function landscape using
Gaussian process models (GPMs), whose performance is critically affected by the choice of their kernel. Here,
we introduce specialized trigonometric kernels, inspired by the observation that typical VQA cost functions
display oscillatory behavior with only few frequencies. Appropriate scores to benchmark the reliability of a
GPM are defined, and a systematic comparison between different kernels is carried out on prototypical problems
from quantum chemistry and combinatorial optimization. We further introduce RotoGP, a sequential line-search
optimizer equipped with a GPM, and test how different kernels can help mitigate noise and improve optimization
convergence. Overall, we observe that the trigonometric kernels show the best performance in most of the cases
under study.
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I. INTRODUCTION

Variational quantum algorithms (VQAs) are key candidates
for obtaining a quantum advantage with noisy intermediate-
scale quantum technologies [1–3]. They have been suc-
cessfully employed for various tasks, including ground-state
preparation of molecules [4–6] and quantum many-body sys-
tems [7–9], quantum machine learning [10–12], quantum
optimization [13,14], as well as optimal quantum metrol-
ogy [15], and solving linear systems [16]. The core idea
involves executing a feedback loop between a quantum device
and a classical computer to iteratively solve an optimization
problem. In each iteration, a parametrized quantum circuit
prepares a trial state on the quantum device, which is then
probed to estimate an associated cost function value reflecting
the quality of the trial state; based on this value (and possibly
previous outcomes), a classical computer then optimizes the
circuit parameters for the next iteration.

Finding the global minimum of a high-dimensional opti-
mization problem is generally challenging. In VQA problems,
this task becomes even more difficult due to quantum pro-
jection noise (measurement noise) obscuring the true cost
function values. One way to ameliorate this problem is to
construct a surrogate model [17–22], incorporating all avail-
able measurement data. This model can then be used either to
provide better estimates of the true cost function value or to
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make inferences on unmeasured points. In this setting, Gaus-
sian process models (GPMs) [23] are an effective strategy for
building reliable surrogate models and mitigating the effect of
noise during the optimization. They have been introduced as a
tool to assist optimization in VQA in different ways, both for
global [7,15,24,25] and local optimizers [20,22,26,27].

In this work, we investigate the role of the kernel function
[23] of a GPM, which characterizes the correlations between
cost function values at different circuit parameters. The choice
of the kernel function is crucial as it directly influences
the model’s ability to capture complex patterns in the data,
its generalization performance, and its predictive uncertainty
estimation (see Fig. 1). Despite its importance, very little at-
tention has been given to which kernel choices are best suited
for tackling VQA problems. Here, we address this issue by
systematically investigating the performance of various ker-
nels, including kernels tailored specifically to VQAs, which
we call trigonometric kernels.

We compare the goodness of GPM fits using different data
collections, coming from two prototypical VQA problems:
finding the ground state of the LiH molecule with unitary
coupled-cluster ansatz truncated to single and double excita-
tions (UCCSD) [3,5,6] and solving instances of unweighted
MaxCut problem [28] with the quantum approximate opti-
mization algorithm (QAOA) [29]. These problems exhibit a
phenomenon noted before in VQAs, namely, that the cost
function shows oscillatory behavior with only few dominant
frequencies (see Refs. [18,19,30] and Appendix D), far fewer
than one would a priori expect [31]. This observation is
crucial to construct flexible trigonometric kernels, letting us
go beyond similar recently proposed kernels that are limited
to being stationary and with only one frequency [32] or that
require classical simulation of the full circuit [33]. As a final
application, we furthermore investigate a GPM-enhanced se-
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FIG. 1. GPM fits of a noisy dataset (orange dots) using
(a) squared exponential [Eq. (9)] and (b) trigonometric kernel
[Eq. (17)]. The blue solid line is the average GPM prediction and the
shaded area corresponds to one σ of uncertainty; the black dashed
line is the exact cost function. Inset in panel (b): GPM-predicted
probability density at the true minimum, yielding the likelihood.

quential line optimizer [31,32,34,35], which we call RotoGP,
whose name takes inspiration from the RotoSolve optimizer
[35]. We evaluate its performance using different kernels and
show that the trigonometric one provides the best results over-
all.

II. KERNELS FOR GAUSSIAN PROCESS MODELS

In the following, we introduce GPMs of VQA cost func-
tions. After a brief introduction to the subject in Sec. II A, we
review some of the most common kernels used in the literature
in Sec. II B and subsequently derive the trigonometric kernel
specialized to VQAs in Sec. II C. Finally, in Sec. II D, we
explain how to construct valid kernels in high-dimensional
spaces by using products of one-dimensional (1D) kernels.

A. Gaussian process models of VQA cost functions

In VQAs [1,2], starting from an initial state |ψ0〉, a
parametrized quantum circuit Û (θ) prepares a state |ψ (θ)〉 =
Û (θ)|ψ0〉 on the quantum device, where θ is a vector of
control parameters. The system is then measured to estimate
expectation values of NO observables {Ôi}NO

i = 1 on |ψ (θ)〉,
which are used to compute a cost function value C(θ) to be
minimized,

C(θ) = 〈ψ (θ)|
∑

i

Ôi|ψ (θ)〉. (1)

Accurate estimation of the expectation value of each Ôi

requires several runs of the same circuit—called shots—to
collect a set of projective measurement values {oi, j}s

j=1 to

average over,

〈ψ (θ)|Ôi|ψ (θ)〉 ≈ 1

s

s∑
j=1

oi, j, (2)

where s is the number of shots used. Given that |ψ (θ)〉 is
generally not a simultaneous eigenfunction of all Ôi, the
values oi, j will fluctuate, endowing the cost function with
inherent quantum projection noise and its estimated value
with an inherent error bar (see Fig. 1). Under relatively general
assumptions, this noise is Gaussian distributed around the true
cost function value [2] (although we will discuss an exception
for the MaxCut problem in Sec. III C).

Gaussian process modeling is a machine learning tech-
nique used for regression or classification of (noisy) datasets
[23]. Here, one models a (cost) function as a Gaussian
process, which is formally defined as a collection of ran-
dom variables, any finite number of which have a joint
Gaussian distribution [23]. That is, the cost function values
C(θ1),C(θ2), . . . ,C(θNT ) at a collection of points {θi}NT

i=1 in
the parameter space are modeled as Gaussian random vari-
ables f1, f2, . . . fNT , with mean values μi, which represent
our prior knowledge of the function value, i.e., what function
value we would expect at a point θi before sampling anywhere.
The joint distribution of these Gaussian random variables is
furthermore characterized by covariances, expressed through
a kernel function k(θi, θ j ), quantifying the expected correla-
tions between cost function values at different points θi and θ j .
If the covariance k(θi, θ j ) is large and positive (negative), fluc-
tuations of the random variables around their mean at points
θi and θ j are correlated (anticorrelated). If the covariance is
zero, function values at points θi and θ j are uncorrelated;
i.e., knowledge about the function value at one point does
not affect our estimates at the other point in any way. The
kernel function k(θi, θ j ) encodes precisely how function val-
ues at distinct points are correlated through its functional
dependence on θi and θ j , and we will review specific example
kernels in the next subsection.

When employing a GPM in practice, for a given choice
of kernel, one starts with a training set of NT points � =
{θi}NT

i=1 in parameter space with associated observed values
y = {yi}NT

i=1 and (potentially) error bars σ = {σi}NT
i=1; then, the

goal is to make a prediction on the associated values at another
set of points in parameter space, which constitutes a test set
�∗. Given f ( f ∗) as the vector of GPM random variables for
training (test) points, the prior multivariate Gaussian distribu-
tion is then given as[

f
f ∗

]
∼ N

(
0,

[
K̃�,� K�,�∗
K�∗,� K�∗,�∗

])
, (3)

where the covariance matrices K�,�′ are evaluated from the
kernel function

[K�,�′ ]i, j = k(θi, θ
′
j ) (4)

and where

K̃�,� = K�,� + diag
({

σ 2
n

}N

n=1

)
. (5)

That is, we add the observed variances in the diagonal of the
training covariance matrix K�,�; in doing this, we assume that
the measurement noise is additive and follows an independent,
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Gaussian distribution with zero mean. Note that in Eq. (3), we
have also set the prior mean values to zero, μ = 0, which can
be done without loss of generality and is common in GPM
literature [23]. Moreover, in the case of VQA, the typical cost
function is a weighted sum of Pauli strings, each of which has
expectation value zero for an a priori unknown state,

f ∗ = K�∗,�K̃−1
�,�y,

cov( f ∗) = K�∗,�∗ − K�∗,�K̃−1
�,�K�,�∗ . (6)

Thus, f ∗ is the vector of GPM predictions, with corresponding
variances given in the diagonal of cov( f ∗).

An important feature of GPMs is that one can employ
hyperparameters {α} in the kernel function that encode and
calibrate prior assumptions (inductive bias) about the function
to be fitted, such as its smoothness, typical length scales, etc.
The GPM framework allows one to automatically optimize
these hyperparameters using the data at hand [23]. To do so,
one can compute the marginal likelihood of the observations
y, under the GPM probability distribution, conditioned on the
training points � and the model’s hyperparameters,

p(y|α,�) = exp
(− 1

2 yT (K̃�,�(α))−1y
)√

(2π )NT det(K̃�,�(α))
, (7)

and find the hyperparameters that maximize it [23]. Impor-
tantly, the likelihood formula reflects an inherent trade-off
between the model’s accuracy and complexity. Hyperparam-
eters that yield high agreement with the training data result
in high values of the numerator, promoting the accuracy of
the model. However, this agreement may come at the cost
of increased model complexity, which is penalized by the
determinant term in the denominator. This balance prevents
overfitting, encouraging simpler models that generalize better.

We note that the whole GPM framework, as discussed
above, can be more formally derived from a fitting of basis
functions (regression) under certain assumptions of Gaus-
sianity and Bayesian updating of fitting weights [23]. More
precisely, one can identify a set of basis functions φ(θ) =
{φ1(θ), φ2(θ), . . .} such that predictions of the cost function
values follow the equation:

f (θ) = w · φ(θ), (8)

where w is a vector of stochastic variables, obeying a zero-
mean Gaussian distribution with prior covariance �p, i.e.,
w ∼ N (0, �p). It can be shown that the set of variables f (θ)
from this approach forms a Gaussian process [23]. Therefore,
all the previous discussion applies. Importantly, taking this
approach, one can derive the kernel associated with the GPM
directly from the basis functions φ(θ) and the prior on the
weights covariance �p. This is the path, we will follow to
derive the trigonometric kernel in Sec. II C.

B. Review of standard kernels

The most popular and widely used kernels are so-called
stationary kernels. This class of functions depends only on
the distance between points and not on their individual val-
ues, i.e., k(θ, θ′) = k(ξ ), with ξ = |θ − θ′|. In the following,
we introduce each kernel in a one-dimensional setting; i.e.,
the parameter vector θ = θ is a scalar, and ξ = |θ − θ ′|. A

convenient generalization to higher dimensions is discussed
in Sec. II D.

Let us start with the squared-exponential (SE) kernel [23],

kSE(ξ ) = exp

(
− ξ 2

2l2

)
, (9)

where l is a hyperparameter controlling the correlation length
of points in the cost function that essentially defines how stiff
or flexible the GPM fit is. Functions drawn from a Gaussian
process with a SE kernel are infinitely differentiable and,
therefore, smooth.

Sometimes, however, one might need to relax the smooth-
ness assumption slightly. In these cases, the Matérn family of
kernels [23] can be a better choice. The most used instances
are

kM,3/2(ξ ) =
(

1 +
√

3ξ

l

)
exp

(
−

√
3ξ

l

)
, (10)

kM,5/2(ξ ) =
(

1 +
√

5ξ

l
+ 5ξ 2

3l2

)
exp

(
−

√
5ξ

l

)
, (11)

again with l as hyperparameter. A Gaussian process with these
kernels produces functions that are only one and two times
differentiable, respectively. They can, therefore, exhibit a less
smooth behavior than the squared-exponential kernel.

In many cases of interest for VQA, we know that the cost
function is periodic, at least along a subset of parameters. In
these cases, it would be desirable to encode this information
in the kernel. To this purpose, the periodic SE kernel (pSE) is
an interesting option [23],

kpSE(ξ ) = exp

(
− 1

2l2

[
p

π
sin

(
πξ

p

)]2
)

, (12)

where p is the period of the cost function and l is again a
hyperparameter. Note that, in the limit of ξ 	 p/π , this kernel
reduces locally to a standard SE.

C. The trigonometric kernel

In many VQA applications, one can put more insight into
the GPM kernel. Along with periodic dimensions, cost func-
tions can, in general, be written as a linear combination of
trigonometric functions with frequencies that are an integer
multiple of a base frequency. We illustrate this with a simple
example for two qubits: Let us assume that the variational
state is prepared using a single parametrized gate as |ψ (θ )〉 =
exp(−iθ [σ̂ x

1 + σ̂ x
2 ])|ψ0〉. Such a gate would, for instance, oc-

cur as the driver Hamiltonian in QAOA [29]. Using that
exp(−iθσ̂ x ) = cos θ − i sin θ σ̂ x, and writing Ô = ∑

i Ôi, we
have for our cost function

〈ψ (θ )|Ô|ψ (θ )〉 =
∑

p,q,r,s
∈{0,1}

cpqrs cosα θ sin4−α θ, (13)

with cpqrs = (−i)α (−1)r+s〈ψ0|σ̂ p
1 σ̂

q
2 Ôσ̂ r

1 σ̂ s
2 |ψ0〉, σ̂ 0

i = 1i,
σ̂ 1

i = σ̂ x
i , and α = p + q + r + s. Clearly, the cost function

is simply a sum of trigonometric functions times some
static expectation values. The above example can be easily
generalized to more qubits and deeper circuits. The cost
function will remain a sum of trigonometric functions for
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each parameter for which the applied gate operators have
regularly spaced eigenvalues, as is the case for all (products
of) Pauli operators with eigenvalues ±1. Even operators that
do not have regularly spaced eigenvalues might still be well
approximated with a trigonometric series expansion.

Note that one would, in principle, expect that the num-
ber of trigonometric functions appearing in the cost function
grows exponentially in the number of parameters and qubits.
However, in practice, it was observed that cost functions
from QAOA for combinatorial optimization problems exhibit
much fewer relevant frequencies in their spectra than expected
[18,19,30]. In Appendix D, we verify that this phenomenon is
present for the test problems that we consider here by analyz-
ing several instances of QAOA on the MaxCut problem, as
well as a prototypical instance of quantum chemistry problem
with UCCSD ansatz. We find that along coordinate lines, i.e.,
scanning the cost function letting only one parameter vary,
only a few of the lowest frequency components play a role,
while the others either are zero or decay exponentially in
magnitude.

Based on this insight another kernel can be constructed,
that we will refer to as a trigonometric kernel. Rather than
relying on very general properties (such as smoothness and
differentiability), we start its derivation by identifying a set
of trigonometric basis functions φ(θ ) that describe the (peri-
odic) cost function along a coordinate line. Then, we will use
the same basis functions to define a GPM and construct the
associated kernel. In the following, we assume that the cost
function can be written as a trigonometric polynomial:

C(θ ) = a0 +
M∑

n=1

(an cos(nθ ) + bn sin(nθ )), (14)

with coefficients a = [a0, a1, . . . , aM], b = [b1, . . . , bM ], θ ∈
[0, 2π ], and with a maximum number of frequencies M. We
identify the vector of basis functions as

φ(θ ) =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

1
cos θ

· · ·
cos(Mθ )

sin θ

· · ·
sin(Mθ )

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
, (15)

such that C(θ ) = [a, b] · φ(θ ). The expansion in basis func-
tions is, in principle, exact. However, the coefficient vector is
unknown. Finding (an efficient description of) the coefficients
would constitute a successful modeling of the cost function,
and in the following, we will use a GPM to do so.

We start by treating the vector of unknown coefficients
w ≡ [a, b] as Gaussian random variables, with zero mean
〈w〉 = 0 and covariance matrix �p, as detailed in Sec. II A,
and consider the GPM resulting from Eq. (8). The associated
covariance kernel follows directly from the basis functions
and the covariance matrix [23]:

k(θ, θ ′) = φT (θ ) · �p · φ(θ ′). (16)

In principle, this directly suggests a kernel with M2 hyper-
parameters gathered in the matrix �p. However, in practice,

there are too many hyperparameters, and some simplifying
assumptions are required.

First, without any loss of generality, we assume no corre-
lations between weights in the prior distribution; i.e., we set
the off-diagonal elements of �p to zero. Next, we leverage
the aforementioned observation that only the lowest few fre-
quencies appear to be relevant in the cost function landscape
in practice. We incorporate this knowledge in the kernel by
retaining only those hyperparameters corresponding to the
lowest few frequencies. The remainder of the coefficients w

can be assumed either to be exactly zero or to decay expo-
nentially. For the analysis performed in this article, we follow
the first approach. However, we also provide the derivation
using the second option in Appendix A for completeness. We
therefore set [�p]ii = 0 for all the frequencies ni > n f , with
n f the threshold frequency, and we arrive at the following
nonstationary trigonometric kernel (nsTRIG):

k(ns)
T (θ, θ ′) =

{
γ0 +

n f∑
n=1

[γn cos(nθ ) cos(nθ ′)

+ δn sin(nθ ) sin(nθ ′)]

}
/
, (17)

where γn, δn are hyperparameters, and the factor 
 = γ0 +
1
2

∑n f

n=1(γn + δn) serves to normalize the kernel on average
over the whole period, that is, 〈k(θ, θ )〉[0,2π] = 1. An addi-
tional overall amplitude hyperparameter will then be included
once we generalize the kernel to higher dimensions in the next
section. Note that the kernel Eq. (17) is described overall by
2n f + 1 hyperparameters.

We can also obtain a stationary version of this kernel. If
we further assume that γn = δn for all n � 1, we arrive at the
stationary trigonometric kernel (sTRIG),

k(s)
T (ξ ) =

{
γ0 +

n f∑
n=1

γn cos (nξ )

}
/
, (18)

where ξ = |θ − θ ′| and we employ n f + 1 hyperparameters.

D. Product kernels for high-dimensional spaces

The kernels discussed thus far were introduced in a one-
dimensional setting, i.e., employing line kernels for modeling
the cost function along a coordinate axis (line) in param-
eter space. We discuss here a way to generalize them to
higher-dimensional spaces by using a product of different
line kernels, one for each parameter, since a product of valid
kernels is also a valid kernel [23]. Therefore, we construct a
kernel for an N-dimensional space as

k(N )
j (θ, θ′) = A

N∏
n=1

k j,n(θn, θ
′
n), (19)

where j stands for any of the previous line kernel labels,
A is an additional hyperparameter that controls the variance
of the prior probability distribution at each point, and each
line kernel k j,n(θn, θ

′
n) has its own hyperparameters and corre-

sponds to the nth dimension (nth parameter). Note that kernel
in Eq. (19) can be written in the form of Eq. (16) for the
multiparameter case, using a prior in the form �p = ⊗

i �
(i)
p ,
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where �(i)
p is the prior for the ith line kernel, and using the

basis functions φ(θ) = ⊗
i φ(θi ).

III. COMPARISON OF KERNELS

In this section, we compare the GPM fitting capabilities for
the different kernels introduced in Sec. II. We sample several
different sets of measurements and evaluate the fitting quality
for each of them [36]. In Sec. III A, we describe the two
prototypical VQA problems considered for the benchmark,
and we explain how we build different training sets of points
in parameter space. In the subsequent sections, we assess the
reliability of each kernel in (1) locating the global minimum
point (Sec. III B), (2) predicting the correct minimum cost
function value (Sec. III C), and (3) fitting generic points in the
training subspace (Sec. III D). We simulate ideal, unitary time
evolution, and noise comes only from estimating expectation
values from a finite number of measurements.

A. Problem Hamiltonians and sampling strategies

In this section, we introduce the different settings under
which the benchmark will be carried out. We focus on two
types of cost functions, coming from different prototypical
VQA problems. The first concerns the ground-state search of
the LiH molecule using one layer of UCCSD ansatz [1,3,6];
the second is the unweighted MaxCut combinatorial opti-
mization problem [28] on three-regular graphs with eight
vertices, whose solution is sought using the QAOA with
four layers [29]. These problems are described in detail in
Appendixes B and C, respectively. Both problems require
N = 8 circuit parameters, and we use s = 20 shots to estimate
the expectation value of each observable 〈Ôi〉 [see Eq. (2)].
This few-shot setting is highly relevant for quantum devices
where the measurement process is costly, such as platforms
based on trapped ions or on neutral atoms in optical tweezers.
Moreover, identifying models that fit reliably from minimal
data will generally help reduce time and cost of VQA on any
quantum hardware. We performed the simulations using the
Qiskit and Qiskit-Nature packages [37,38].

The corresponding cost functions have a feature in com-
mon: They are periodic and described by only the lowest
frequencies, as shown in Appendix D. The LiH problem is
very well described by only the first two frequencies and a
period of p = 2π , along every coordinate line; the unweighted
MaxCut problem is instead well approximated by the lowest
four (the lowest) frequencies along odd (even) coordinates,
with a period p = π . We therefore set frequency thresholds
n f = 2 for trigonometric kernels along all directions for the
chemistry problem, and n f = 4 (n f = 1) for odd (even) coor-
dinate lines for combinatorial optimization.

We consider three different distributions of the sampling
data fed into the GPM:

(1) samples randomly distributed around the line parallel
to the fifth coordinate (corresponding to a parameter in the
middle of the circuit) and passing through the global minimum
θmin, with distances from the line uniformly distributed in the
range [0, 0.05π ];

(2) samples randomly distributed around the plane
spanned by the fourth and fifth coordinates and passing

through θmin, with distances from the plane uniformly dis-
tributed in the range (0, 0.05π );

(3) samples uniformly distributed in a eight-dimensional
(8D) hyperball centered at θmin with radius r = 0.15π .

The latter scenario mimics the later stages of a local opti-
mization, where the optimization algorithm is probing points
in the vicinity of the true minimum. The other two scenar-
ios focus instead on data approximately lying on subspaces
of small dimension, where fewer data points are required
to cover the whole subspace appropriately, with respect to
the whole parameter space [20,39]. Each sampling strategy
provides data from within a specific subspace S of the total
parameter space. To refer to them, we will use the labels
S = 1D, 2D, and 8D for sampling strategies 1, 2, and 3,
respectively.

For each sampling strategy and for a given number of train-
ing samples NT , we build 100 training sets with points selected
at random (according to the selected sampling strategy). In
the unweighted MaxCut case, each training set at fixed NT is
taken from a different graph, i.e., a different problem instance.
Given a training set, we first train a GPM by optimizing its hy-
perparameters following the standard strategy of maximizing
the likelihood on the training data from Eq. (7) [23]. Then, we
use this surrogate model to fit the cost function and compute
several scores to assess its reliability. For each number of
samples NT and for each figure of merit, we thus gather a set of
scores equal to the number of training sets used; we then take
the median values of those, which is a statistic that is more
robust against outliers than the mean. In what follows, we
examine in detail the results for the LiH ground-state search
and for the unweighted MaxCut problems.

B. Minimum point prediction

One crucial figure of merit for GPMs employed in VQAs
is the ability of the GPM to locate the minimum point of the
noisy cost function correctly, within a subspace (or subset of
points) S of the entire parameter space. We, therefore, define a
first figure of merit as the distance between the location of the
exact minimum and the GPM-predicted minimum location,
within S,

�min,S = ||θmin,S − θGPM
min,S||2, (20)

where θmin,S = argminθ∈SC(θ) is the global minimum point
of the cost function within S, while θGPM

min,S = argminθ∈S f ∗(θ)
is the minimum point of the GPM, computed in the subspace
S. The minimum search over the GPM-predicted manifold is
done by starting from a neighborhood of the global minimum
point to avoid possible local minima far away from it.

Figure 2 compares the different kernels according to the
metric �min,S for increasing training set size NT . Panels
in different columns refer to training samples belonging to
the different subspaces S = 1D, 2D, and 8D, introduced
in Sec. III A, while the panel rows correspond to the LiH
ground-state search (top) and the unweighted MaxCut prob-
lem (bottom). As expected, the distance between the GPM
predicted and exact minimum decreases monotonically with
more samples in all cases; however, trigonometric kernels
generally require fewer data points to reach a given precision
compared to other kernels. This is the consequence of putting
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FIG. 2. Distance between GPM predicted and exact global minimum points (rescaled to the cost function period p), for different kernels
and sizes of the training set NT , for the quantum chemistry [panels (a), (b) and (c)] and the combinatorial optimization problems [panels (d), (e)
and (f)]. Panels on each column show results for training data lying on the different subspaces of the parameter space described in Sec. III A.
Each point is the median over 100 values obtained from different training sets of the same size, common to all the kernels.

more information about the cost function structure directly in
the kernel. An exception to this conclusion is Fig. 2(f), where
the nonstationary trigonometric kernel is performing worse
than all the other ones, although we note that in this case,
all kernels give particularly bad scores, especially for a larger
number of samples. We will see in the next section that the
training set is, in this case, particularly hard to handle within
the GPM framework because of the strongly non-Gaussian
shot noise for the unweighted MaxCut cost function close to
the global minimum.

C. Minimum value prediction

Even if the GPM locates the global minimum point well,
the GPM prediction of the actual function value at the min-
imum might still be incorrect or have a large uncertainty.
To quantify this, we compute the posterior distribution of
cost function values y, at the global minimum point θmin of
the noiseless cost function from Eq. (1). That is, we com-
pute the (normally distributed) conditional probability density
p f∗ (y|�∗,�, y) from Eq. (6) for the single test point �∗ =
θmin, conditioned on the training set of parameters � and
observations y. Then, the likelihood that the GPM predicts the
exact global minimum valueymin = C(θmin) at θmin is

Lmin = p f∗ (ymin|�∗ = θmin,�, y). (21)

The concept of likelihood is illustrated graphically in
Fig. 1(b): It has a high value, when there is good agreement
between mean prediction and true value and a small uncer-
tainty; if the standard deviation of the posterior distribution is
instead large, the likelihood decreases. Similarly, a prediction
close to the true value but with a very small standard deviation

that does not reach the true function value yields a very small
likelihood.

To better distinguish between the two sources of low like-
lihoods, we complement the analysis by also evaluating the
difference between GPM predicted and true cost function
values at the global minimum,

δmin,S =
∣∣yGPM

min − ymin

∣∣
ymax,S − ymin

, (22)

where yGPM
min is the mean of the (Gaussian) posterior distribu-

tion p f∗ (y|�∗ = θmin,�, y) introduced above, while ymax,S is
the cost function maximum within subspace S.

Let us first discuss the results for the quantum chemistry
problem. Figure 3 shows the behavior of both δmin (top row)
and Lmin (bottom row), under the same conditions employed
for the results discussed in the previous section. Each col-
umn refers to the different sampling strategies outlined in
Sec. III A. In all scenarios, the trigonometric kernels provide
a better estimate of the cost function value at the global
minimum point, in agreement with the previous results in
Figs. 2(a)–2(c).

The results for the unweighted MaxCut are instead more
surprising. We find that while the Lmin initially increases with
growing training set size, it starts to drop again for larger
NT . This happens for all kernels, as can be seen in Fig. 4(b)
for training data lying in a hyperball centered at the global
minimum point (sampling strategy 3 in Sec. III A). The results
for δmin,8D exhibit similar issues, as curves stay constant or
increase for large NT (not shown).

This behavior is counterintuitive because the surrogate
model quality is expected to monotonically increase with the
number of samples. It can be explained by looking explicitly
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Li

(a) (b) (c)

(d) (e) (f)

FIG. 3. Assessing the GPM capability of predicting the correct cost function value at the exact global minimum point, using different
kernels and for the LiH ground-state search problem. Different columns refer to the different subspaces described in Sec. III A. Panels (a), (b)
and (c): distance between GPM predicted and true cost function values at the global minimum, δmin,S from Eq. (22), for different training set
sizes NT . Panels (d), (e) and (f): likelihood at the minimum, Lmin from Eq. (21), for different training set sizes NT .

(a) (b) (c)

(d) (e) (f)

FIG. 4. Analysis of the failure of GPM fits for the unweighted MaxCut problem for samples close to the exact global minimum point θmin.
The first row refers to projective measurements as coming from a real device, while the second row shows what happens when considering
Gaussian noise. Panels (a), (d): Distribution of projective measurements, õ j = ∑

i oi j [see Eqs. (1) and (2)], at θmin as in a real device and
according to the artificially transformed observations, respectively (mean indicated by the black dashed line). From this, the cost function is
estimated by

∑s
j=1 õ j/s. Panels (b), (e): Lmin as a function of the training set size NT . Right column: Instance of an individual fit along a random

line in parameter space centered at θmin with direction u, for realistic (c) and artificial Gaussian (f) noise; the GPM prediction (blue solid line)
with associated error bar (shaded area around) is plotted against the exact cost function (black dashed line); the orange dots with error bars are
cost function estimations (the 80 closest points to the line out of the 2748 overall training points), where less transparent means the point lies
closer to the line. The black arrow in panel (c) points at one problematic sample.
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at individual fits. Figure 4(c) displays the surrogate model
fit and the exact cost function along a random line passing
through the global minimum point in the same sampling
conditions of panel (b). The orange dots are the closest 80
samples to this line out of a total of 2748 points. We immedi-
ately see that the fit significantly underestimates the true cost
function values, especially at the global minimum (α = 0).

This behavior appears to be caused by data points oc-
curring close to the minimum, which have very low values
and very small error bars that do not include the exact cost
function value. Such anomalous points result from a break-
down of the Gaussianity assumption on the data. That is,
close to the minimum, the discretized nature of the shot noise
becomes more apparent, as illustrated in Fig. 4(a), where the
projective measurement distribution at the global minimum
is shown. It can happen that, taking s = 20 shots, projective
measurements return almost always the lowest value in the
distribution, leading to a mean lower than the true one and,
crucially, to a very small variance. The GPM then forces
the fit to pass through or very near this point, leading to
the observed underestimation of the true function value. This
problem worsens with increasing training set size (but keeping
s = 20 shots) since the probability of getting at least one of
these problematic samples increases. For points further away
from the minimum, fluctuations around the true mean function
value are symmetric, leading to no bias, and the distribution
of measurement outcomes is not imbalanced toward a single
value.

To verify that the non-Gaussianity and discreteness of mea-
surement outcomes are indeed the reason for the GPM failure,
we repeated the same inference in a setting, where we made
projective measurement noise to be Gaussian by hand, using
the following procedure: Given a point in parameter space,
we compute the exact mean and standard deviation of the
projective measurement distribution; then, we sample from
a Gaussian distribution with the same mean and standard
deviation [see Fig. 4(d)], using the same number of shots s,
to obtain new mean and standard deviation estimates.

With these new “artificial” cost function estimations, we
repeated the inference on the very same data as before,
obtaining that the likelihood of the minimum increases mono-
tonically with increasing number of samples in the training
set, as shown in Fig. 4(e). Figure 4(f) displays the individual fit
within the same conditions of Fig. 4(c), but with cost function
estimations from artificial Gaussian projective measurement
distributions. As expected, there are no more isolated points
with tiny error bars, and the fit is much more reliable.

We remark that the previous issue specifically concerns
cost functions made of single Pauli strings: When the cost
function contains multiple noncommuting observables, like
in quantum chemistry and quantum many-body ground-
state search, their sampled estimates are subject to quantum
fluctuations; as a consequence, the projective measurement
distribution for the cost function is much more similar to that
of Gaussian and much less skewed.

D. Overall fit quality

In this section, we assess the goodness of a GPM fit over
the whole space covered by the training data instead of merely

evaluating quality near the optimum value as in the previous
sections. To this end, we randomly select a test set of points
from the same subspace S that the training samples belong
to and define the test likelihood Ltest,S as the mean likelihood
of each individual test point. Figure 5 shows how the test
likelihood monotonically increases for increasing training set
size NT . In both problems, the trigonometric kernels provide
a better overall cost function fit than the other kernels. This
is especially true for the LiH ground-state search (top row),
where we observe much larger test likelihoods than for the
unweighted MaxCut problem (bottom row).

IV. ROTOGP: A GPM-ENHANCED SEQUENTIAL
LINE-SEARCH OPTIMIZER

In this section, we investigate how a GPM can improve
convergence when employed in an actual variational quantum
optimization, in the presence of measurement noise, but as-
suming exact time evolution. To this end, we equip a standard
sequential line-search optimizer [20,31,34,35] with a GPM to
improve cost function estimates and benchmark the optimiza-
tion performance using different kernels. In particular, we
combine the RotoSolve optimizer introduced in Ref. [35] with
a GPM (see also Ref. [32]) and call this optimizer RotoGP. Its
strategy is to update one parameter per iteration while keeping
all the others fixed. To do so, one samples along a given co-
ordinate line at specific points and then exploits an analytical
formula to compute the global minimum along that line. The
original RotoSolve was designed for cost functions having a
single frequency along each coordinate line [35]; however, it
can be generalized to cases with multiple frequencies ñ f , at
the expense of increasing the number of samples to take along
the line to 2ñ f + 1 [40]. A good surrogate model can now help
mitigate the effect of noise, providing more accurate estimates
(in principle using information from all samples in the training
set, also samples that are not located on the current coordinate
line) and improving optimization convergence.

We employ RotoGP for both problems considered before:
ground-state search of the LiH molecule and solving the
unweighted MaxCut problem with QAOA. We then com-
pare its performance using different GPM kernels, as well as
the case without GPM (the bare RotoSolve). Figure 6 shows
the optimization progress as a function of the shots used. For
the quantum chemistry problem, we plot the distance between
the expectation value of the energy and the true ground-state
energy EGS, while for the unweighted MaxCut, we observe
how much the approximation ratio, defined in Eq. (C4), devi-
ates from one, corresponding to the exact solution. In both
cases, the trigonometric kernels improve upon the perfor-
mance of the bare RotoSolve without GPM: We find both
higher accuracy and faster convergence. This is also true for
the pSE kernel, but the improvement is smaller than the one
corresponding to the trigonometric kernels. On the other hand,
all the other kernels provide similar results to the case without
GPM, proving that a good choice of the kernel is crucial.

We note that the improvement of convergence due to
GPMs with trigonometric kernels is not specific to the Ro-
toSolve algorithm. We have also investigated the performance
of other gradient-based optimization algorithms (simultane-
ous perturbation stochastic approximation (SPSA) [41] and
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HHLi

(a) (b) (c)

(d) (e) (f)

FIG. 5. GPM fitting quality as measured by mean likelihood of all samples in the test set S, using different kernels and for the LiH
ground-state search [panels (a), (b) and (c)] and the unweighted MaxCut [panels (d), (e) and (f)] problems. One point for a given NT is the
median of the average test likelihoods Ltest,S , computed using 100 different training sets of size NT . Each column refers to training data taken
from the different subspaces described in Sec. III A.

Broyden–Fletcher–Goldfarb–Shanno (BFGS) [42]) and found
that GPMs with trigonometric kernels also improve their per-
formance. These results are presented in Appendix E.

We provide some details on how the optimization runs are
carried out. Following the results discussed in Appendix D,
we use ñ f = 2 frequencies on all coordinate lines for the
chemistry problem and ñ f = 4 and ñ f = 1 for the odd and
even coordinate lines of the combinatorial problem, respec-
tively. To construct a trigonometric line kernel, we therefore
set the frequency cutoff n f in Eqs. (17) and (18) to be equal
to ñ f along that coordinate line, as already discussed in
Sec. III A. The kernel hyperparameters are optimized at each
iteration step, that is, after sampling along a coordinate line
and before estimating the new minimum point candidate, by

maximizing the logarithm of the marginal likelihood defined
in Eq. (7). To mitigate the computational time that would
increase with the training set size, we only consider a subset
of at most 300 samples for the hyperparameter optimiza-
tion, picking at each iteration only the closest to the current
optimization line. We fix the number of shots to measure
the expectation value of a Pauli string operator to s = 100.
Finally, for the quantum chemistry problem, we start the opti-
mization from a random point in parameter space rather than
initializing all parameters to zero, as is commonly done for
the UCCSD ansatz. This is to make the optimization problem
more complex and better see the difference in performance
using the different kernels.

FIG. 6. Average optimization trajectories with RotoGP when minimizing (a) the ground-state energy of the LiH molecule and (b) the cost
function of the unweighted MaxCut problem, using GPM equipped with different kernels and without GPM. Each line is the average over 100
runs from different initial points and, for the combinatorial problem, different graphs. The x axes show the total number of shots used during
the optimization, stot. The y axis shows (a) the distance from the ground-state energy and (b) the deviation of the approximation ratio from one
(corresponding to the exact solution).
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V. CONCLUSIONS

In this work, we have explored the role of kernel choice in
GPMs for fitting cost functions in VQAs. We have introduced
trigonometric kernels, a class of kernels tailored for periodic
VQA cost functions. Such periodic cost functions appear nat-
urally in VQAs and, in many cases, contain only surprisingly
few frequencies. Trigonometric kernels demonstrate superior
GPM fitting performance on static benchmarks such as the
distance to minimum, showcasing their capacity to enhance
VQA cost function modeling.

The advantages of trigonometric kernels are most apparent
when only very few and noisy samples are available. This
makes them particularly suitable for quantum hardware where
measurements are costly, such as Rydberg atom and ion-trap
platforms, as opposed to faster superconducting hardware.
However, in such few-shot limits, care must be taken regard-
ing the distribution of the shot noise, which might not be
Gaussian but rather follow a generalized Bernoulli distribu-
tion [2], as we have encountered for the case of the MaxCut
QAOA problem. Adapting the GPM framework to correctly
incorporate such distributions could be an interesting future
research direction.

Trigonometric kernels are able to utilize data from the
entire parameter space rather than relying on nearby points,
which could explain their strong performance. This property
suggests that they may especially excel in global optimization
algorithms. Additionally, the relative gains of trigonometric
kernels appear problem dependent. Overall, this invites future
research to identify broader classes of optimization algorithms
and VQA problems suited to particular kernels.

We have also evaluated kernel performance in an actual
(simulated) optimization setting, using RotoGP, an optimiza-
tion algorithm based on RotoSolve [35], that incorporates a
GPM to mitigate noise during optimization. Trigonometric
kernels proved particularly effective in this setting, whereas
other standard kernels performed significantly worse or, in
some cases, even failed to improve over the base RotoSolve
algorithm.

Overall, our findings emphasize the importance of careful
kernel selection in quantum optimization algorithm design. In
particular, trigonometric kernels provide a promising avenue
for enhancing performance in challenging optimization tasks
on present-day quantum hardware.
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APPENDIX A: DERIVATION OF TRIGONOMETRIC
KERNELS ASSUMING EXPONENTIALLY

DECAYING WEIGHTS

We provide here the derivation of the trigonometric ker-
nels, assuming that the weights w decay exponentially with
the frequency number after a given threshold n f . This provides
even more flexible kernels than the ones derived in the main
text. Let us start with a generic trigonometric kernel with all
free hyperparameters for any frequency,

k(θ, θ ′) = γ0 +
∞∑

n=1

[γn cos(nθ ) cos(nθ ′)

+ δn sin(nθ ) sin(nθ ′)].

We then set γn = δn = exp(−βn) for hyperparameters cor-
responding to frequencies n > n f , with n f the threshold
frequency. The introduced hyperparameter β controls the de-
cay rate. Then, we can evaluate

∞∑
n=n f +1

e−βn cos(n(θ − θ ′)) =
∞∑

n=1

e−βn cos(n(θ − θ ′))

−
n f∑

n=1

e−βn cos(n(θ − θ ′))

= Re

{
1

eβ+i(θ−θ ′ ) − 1

}

−
n f∑

n=1

e−βn cos(n(θ − θ ′)).

(A1)

The second factor can be neglected because each e−βn, n �
n f , can be absorbed by its corresponding γn and δn hyper-
parameters. We thus arrive at an extended version of the
nonstationary trigonometric kernel,

k(ns,ext)
T (θ, θ ′)

=
{ n f∑

n=1

[γn cos(nθ ) cos(nθ ′) + δn sin(nθ ) sin(nθ ′)]

+ γ0 + α Re

[
eβ − 1

eβ+i(θ−θ ′ ) − 1

]}
/
, (A2)

where α is a new hyperparameter governing the amplitude of
the exponentially decaying term. The normalization is here

 = γ0 + 1

2

∑n f

n=1(γn + δn) + α. The corresponding station-
ary version of this kernel takes the form

k(s,ext)
T (ξ ) =

{
γ0 +

n f∑
n=1

γn cos (nξ ) + α Re

[
eβ − 1

eβ+iξ − 1

]}/

.

(A3)

APPENDIX B: LiH GROUND STATE WITH UCCSD ANSATZ

The first VQA problem we focus on is the ground-state
calculation of the LiH molecule at an interatomic distance
d = 1.3 Å. This problem has been widely studied in the
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VQA-related literature for different d [5,6,31]. Under the
Born-Oppenheimer approximation, we first compute a molec-
ular orbital basis using a linear combination of Slater-type
(atomic) orbitals, each represented as a linear combination
of six Gaussian functions (STO-6G). In practice, this is done
using the PYSCF package [44]. This leads to the Hamiltonian
in the second quantization,

H =
∑

pq

hpqc†
pcq +

∑
pqrs

hpqrsc
†
pc†

qcrcs, (B1)

where the one-body and two-body coefficients hab, habcd are
computed from the molecular orbitals found in the previous
step.

The LiH molecule has four electrons distributed among six
molecular orbitals. However, to represent the ground state,
one can assume that two electrons are frozen in the lowest
energetic molecular orbital, while the other two do not reach
the two highest energetic orbitals. Therefore, the problem can
be simplified to two electrons placed in an active space of
three molecular orbitals [6].

Since we cannot enforce fermionic statistics on the quan-
tum hardware, we proceed by applying the Bravyi-Kitaev
mapping to cast Eq. (B1) to a spin Hamiltonian,

Hspin =
∑

α

gαPα, (B2)

where Pα is a tensor product of Pauli operators and gα is a
coefficient.

As a quantum circuit, we use one layer of UCCSD,

U (θ) =
∏
p>r

eθpr (c†
pcr−H.c.)

∏
p>q>r>s

eθpqrs (c†
pc†

qcr cs−H.c.), (B3)

where θ is the parameter vector and r, s and p, q run over the
occupied and unoccupied molecular orbitals, respectively. The
idea behind this ansatz is to dress the Hartree-Fock ground
state variationally with one-body and two-body excitations.
Therefore, the system is always initialized to the Hartree-Fock
ground state before executing the quantum circuit. The ansatz
in Eq. (B3) is then also expressed in the spin picture by means
of the Bravyi-Kitaev mapping, leading to an evolution opera-
tor with several Pauli strings in the exponent, each multiplied
by a parameter. We group the Pauli strings that commute with
each other and assign them the same parameter. The circuit
and Hamiltonian definition in spin space are implemented in
practice using Qiskit [37] and Qiskit Nature [38]. Eventually,
the circuit involves six qubits and eight parameters to opti-
mize. The number of pairwise noncommuting Pauli strings
in Eq. (B2) is 38. Thus, a round of measurements requires
s = 38s0 shots, where s0 is the number of shots used to esti-
mate the expectation value of a single Pauli string.

APPENDIX C: MAXCUT PROBLEM WITH QAOA

Given an undirected graph with N vertices and random
(possibly weighted) connectivity among them, the MaxCut
problem consists of finding a bipartition of these vertices such
that the (weighted) sum of the edges broken by the bipartition
is maximized. The cost function for this problem can be writ-
ten as C(z) = ∑

i j wi j (1 − ziz j )/2, where zi = ±1 identifies
the bipartition of the ith vertex and wi j is the weight associated

to the edge connecting vertices i and j. If wi j = 1 for all i, j,
one speaks about unweighted MaxCut.

The MaxCut problem can be tackled with VQAs by lifting
each zi classical variable to a corresponding σ̂ z

i Pauli operator
of quantum mechanics. The problem can thus be reformulated
as finding the ground state of the following problem Hamilto-
nian:

ĤC =
∑

i j

wi j σ̂
z
i σ̂ z

j , (C1)

where antialigned spins give a negative contribution weighted
by their corresponding edge weight. To solve the problem with
QAOA, one introduces the so-called mixing Hamiltonian,
ĤB = ∑N

i=1 σ̂ x
i , which does not commute with the problem

Hamiltonian, in the same spirit of quantum annealing. The
idea is then to choose the initial state as the ground state
of ĤB, |ψ0〉 = |↓〉⊗N

x , which is in a superposition of all the
possible solutions of the problem, and then apply the problem
and mixing Hamiltonian alternately as

Û (β, γ ) =
p∏

j=1

e−iβ j ĤB e−iγ j ĤC , (C2)

where θ = (β, γ ) is the set of circuit parameters, p is the
number of layers, and the product is ordered so that the pth
term is applied last. The cost function to minimize is thus

C(θ) = 〈ψ0|Û †(θ)ĤCÛ (θ)|ψ0〉, (C3)

that is, the energy of the variational state on the problem
Hamiltonian. The circuit, once optimized, should shape the
initial wavefunction so to have large amplitudes for the z-basis
states corresponding to the solutions of the problem. Then,
it suffices to sample one of these states at least once to ac-
complish the task. To evaluate the goodness of a variational
solution, let us define the expectation value of the number
of edges cut as F (θ) = ∑

i j wi j〈ψ f (θ)|(1 − σ̂ z
i σ̂ z

j )|ψ f (θ)〉/2,

where |ψ f (θ)〉 = Û (θ)|ψ0〉. Then, a typical figure of merit is
the so-called approximation ratio, i.e., the ratio between F (θ)
and Fmax, where the latter is the number of edges cut for the
bipartition that solves the problem exactly. For the sake of
comparing different optimization runs for a given circuit, as
we do in Sec. IV, it is convenient to define a modified approx-
imation ratio, where one compares the variational solution to
the best achievable one, using the given quantum circuit,

r = F (θ)

F (θbest )
, (C4)

where θbest is the circuit minimum point and r � 1.

APPENDIX D: FREQUENCY ANALYSIS
OF COST FUNCTIONS

We give here empirical evidence on the fact that the cost
functions under study in this work are characterized by much
fewer frequencies than a priori expected, in line with previous
findings on MaxCut problems with QAOA [30]. In our anal-
ysis, we consider the two problems under study in this work,
and look at the Fourier spectrum of their cost functions along
coordinate lines, centered both at a random point in parameter

033203-11



L. ARCECI, V. KUZMIN, AND R. VAN BIJNEN PHYSICAL REVIEW RESEARCH 8, 033203 (2026)

FIG. 7. Absolute value of the cost function Fourier coefficients
when scanning along single coordinate lines, all passing through the
same point. The latter point is taken to be random [panels (a), (c)]
and the exact minimum point [panels (b), (d)]. The top row refers to
the LiH problem with UCCSD ansatz; the bottom row corresponds
instead to the unweighted MaxCut problem with QAOA (average
over 50 random instances).

space and at the global minimum point. Figure 7 shows the ab-
solute value of the Fourier coefficients in the different settings.
The LiH cost function [panels (a) and (b)] is exactly described
by the lowest two frequencies. They can be equally important,
in general. For example, from panel (a), we see that the first
frequency is more relevant for the fourth coordinate, while the
second frequency is more important for the fifth coordinate.
However, when focusing on coordinate lines passing through
the global minimum point [panel (b)], the second frequency
becomes almost the only one that matters.

The unweighted MaxCut cost function is also characterized
by its lowest frequencies only, as evident from panels (c)
and (d). For the coordinate lines corresponding to the mixing
Hamiltonian (even coordinates), only the first frequency really
matters, while the others decay exponentially fast. For param-
eters corresponding to the problem Hamiltonian, we observe
instead up to four frequencies relevant to characterize the cost
function along the coordinate line, with the subsequent ones
again decaying exponentially with the frequency number. No-
tice that, given the stochastic nature of the MaxCut problems,
we have averaged the results over 50 different graph instances.

To verify that this is not just related to the small size of
the problem, we also checked the MaxCut case at different
number of vertices. The results in Fig. 8 show evidence that
the exponential suppression of the relevant frequencies per-
sists with increasing number of vertices N in the graphs. The
inset gives an idea of the fluctuations of the magnitude of these
coefficients, for the case with 12 vertices.

APPENDIX E: SPSA AND BFGS WITH GAUSSIAN
PROCESS MODELS

In in Sec. IV, we have illustrated how a variational quan-
tum optimization can benefit from Gaussian process-based

FIG. 8. Same analysis as in Fig. 7, but for unweighted Max-
Cut problems of different sizes, i.e., containing N = 8, 10, and 12
vertices. The plot shows the average Fourier spectrum for the fifth
coordinate lines only, passing through random points (average over
50 instances). We note that increasing N does not change the expo-
nential suppression of the frequencies. Inset: All the 50 different sets
of absolute value Fourier coefficients (blue) and their average (red)
for N = 12 vertices.

surrogate models used for more accurate noisy function
value estimation. We illustrated these benefits with the Ro-
toSolve/RotoGP algorithm, showing improved convergence.
This result is not specific to that particular optimization
algorithm, and we observe similar improvements for other
optimization algorithms.

In this Fig. 9, we show convergence of a variational quan-
tum optimization of the LiH problem, while using the widely
used gradient based algorithms SPSA [41] and BFGS [42]
equipped with a GPM and various kernels. Clearly, equip-
ping the algorithm with a GPM improves performance over
the GPM-free algorithm, with a particular good performance
obtained when using the nsTRIG kernel. For both opti-
mization strategies, we used iteration-dependent step sizes,

FIG. 9. Average optimization trajectories with the BFGS
[panel (a)] and SPSA [panel (b)] algorithms when minimizing the
ground-state energy of the LiH molecule, using GPMs equipped
with different kernels and without GPM. Each line is the average
over 100 runs from different initial points. The x axes show the total
number of shots used during the optimization, stot. The y axis shows
the distance from the ground-state energy. For comparison, the gray
curve illustrates the performance of the bare algorithm without GPM.
The expectation value of a single Pauli string in the cost function is
performed with s = 100 shots.
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ak = a/kα , and finite-difference distance for gradient com-
putation, ck = c/kγ , with k the iteration number. After
fine-tuning, we employed the following hyperparameters:

(a, α, c, γ ) = (0.3, 0.6, 0.05, 0.1). Gradients in both opti-
mizers, when equipped with a GPM, were computed directly
from the GPM surrogate model.
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