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In a previous quantitative retrospective study, we showed that different demographic groups of students
leave different numbers of problems blank on physics exams, leading to inequities in course outcomes.
In that work, we argued that there were good reasons to treat these blanks as missing data, rather than
indicators of a lack of understanding. In this paper, we refine this analysis and show more detailed
breakdowns of uncollected test item responses by race and ethnicity and first-generation college student
status, coming to the same conclusion: test item responses are uncollected for students with different
ethnic and racial backgrounds at different rates, and these patterns are not exclusive to low-performing
students. We also correct an error from our previous work, finding here that there is no significant gender
difference in uncollected test item responses. Finally, we provide a more robust analysis of course level
data illustrating that blanks are a variable controlled at the course level rather than the student level,
providing more evidence for the use of a course deficit model (rather than a student deficit model) when
examining equity disparities, and also suggesting that there are plausible means for instructors to minimize
uncollected test item responses, and therefore reduce or even eliminate the bias associated with this
missing data. We provide a couple suggestions for faculty who want to minimize the impacts of blanks.
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I. INTRODUCTION

Grades are used by students, teachers, schools, and
much of the rest of society as a measure of students’
understanding of, or skills in, a subject. Given this
expectation, it is useful to understand the connection
between a grade given to a student and the actual under-
standing or skill of that student. This connection is made
more difficult when an assessment fails to capture infor-
mation about a person’s understanding for any reason, for
example, when open-ended test items are left blank, and
therefore are not collected for evaluation.

There is little research on blank responses on open-
ended problems. Matters and Burnett [1] find that students
are much more likely to omit open-ended responses than
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multiple-choice questions, even when the open-ended
problems are worth much more than the multiple-choice
questions. Di Chiacchio et al. [2] distinguish between
patterns of uncollected test item data by identifying
“leavers,” test-takers who disengage from completing
items after a certain point, and “jumpers,” those who skip
some problems throughout the exam, suggesting that
students might leave blanks for different reasons. What
research does exist is outside the field of PER, with the
exception of the authors’ own conference paper [3]
from 2018.

In our previous analysis of the dataset we present in this
paper, we discussed “blank-leaving behavior” associated
with the student [3]. In this paper, we adjust our language
and instead position the blank test items as a failure of the
exam to collect meaningful assessment information from
the student. This shift is purposeful in the sense that it
focuses the conversation around changing assessments and
grading rather than faulting the students. This change is
also informed by new results shared in this paper indicat-
ing that the rates of uncollected test item responses (or the
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rates of blank responses) vary tremendously by course
section, implying that assessments themselves play a big
role in the rate of uncompleted items.

Quizzes and exams may fail to measure a person’s
understanding for extraneous reasons, for example, when
insufficient time is allocated for completion of the exam,
test items are unclear or written in an ambiguous manner,
printing or formatting obscures the presence of some test
items, or for any other number of reasons. Often, test-
takers submit test forms with uncompleted items.

One way instructors commonly deal with a blank test
item is grading the item as a zero, likely reasoning that if
the student does not provide any evidence of understand-
ing, no credit can be awarded. While on the surface this
instructor practice seems logical and fair, it is not a
measurement of the student’s knowledge of a given topic.
As instructors, the authors of this paper have often wished
that students had written something down so that there was
some data to evaluate the students’ responses. However,
because of the nature of the format of a written exam, a
conversation is not possible at this point. Thus a zero, the
numerical equivalent of no understanding, is awarded for
what instead might be better considered missing data.

An instructor might be content with awarding a grade
that includes both student behavior and understanding (in
fact the authors of this paper have done this as instructors);
however, if test item responses for different student popu-
lations are collected at different rates, and this practice
negatively impacts some student groups more than others,
then assigning zeros to uncollected item responses may
well contribute to inequity in the course. The focus of this
work is on the differential prevalence of uncollected test
item responses by student demographic group and their
impact on overall course grades.

II. INEQUITABLE COURSE STRUCTURES

While decades of equity research focus on demographic
differences in opportunities and preparation as causes of
equity gaps, there is a growing body of research indicating
that course structures themselves are an additional major
contributor to equity gaps [4-8]. In other words, it is not
that courses are just measuring differences in performance
that are the result of past inequities; instead, courses may
in fact be creating inequities in the way that they are
choosing to present material and/or make measurements.

To understand how or why measurement choices can
cause equity gaps, it is helpful to consider that different
demographic groups have different kinds of experiences
outside of school (such as values and cultural practices),
and different assessment practices can be more or less
aligned with those experiences. Various studies [9,10] over
the years have investigated the extent to which a mismatch
between the norms of a demographic group of students
and the norms of their educational institution may affect
learning and the resulting grades of that group of students.

For example, Stephens et al. [9] suggest that first-
generation college students are perhaps oriented more
toward values necessary for a community and less toward
the individual independence that is expected by most
institutions of higher education. Taking an exam is perhaps
one of the most independent activities a student experi-
ences in a course, especially active learning courses, so this
particular cultural difference may be exaggerated when it
counts the most, during assessment.

This mismatch of norms is one reason that choices in
course structure can impact different groups differently.
For example, active learning has been shown to support
learning for all demographic groups on average but has
been disproportionately beneficial for historically margin-
alized populations [5,7]. Similarly, adding retake exam
options [6,11] and reducing the weight of the exam
component [12] serve to mitigate the harmful effects
of bias against women in introductory physics. And
teaching concepts first benefits historically marginalized
populations [6,13].

If researchers were to show that the correlation between
uncompleted (blank) test items and student understanding
was different for different demographic groups, then the
practice of awarding a zero for an uncompleted response
would on average hurt some demographic groups more
than others and would therefore be a cause of the equity
gap. In this paper, we do just this.

III. PRIOR WORK ON BLANK-LEAVING
BEHAVIOR

In a previous conference paper [3], we analyzed the
number of uncompleted test items by different demo-
graphic groups. We found that women left just over
3% of problems uncompleted and that men left just under
3% of problems uncompleted and that the difference
between them was statistically significant. We also found
that students belonging to groups that have been histor-
ically marginalized and first-college generation students
left more than 3.5% of problems uncompleted. These
differences might seem small, but when the percentage
grade scale is used, the zeros earned by the blank responses
can have a devastating impact on course grades [14,15].
For example, Guskey [16] reminds us “To recover from a
single zero in a percentage grade system, a student must
achieve a perfect score on a minimum of nine other [equal]
assignments.”

In our previous work [3], we used two separate analyses
to determine if the demographic gaps in uncompleted test
items were indicative of a differential lack of under-
standing of physics concepts. First, we plotted the average
grade for completed answers by the fraction of answers left
uncompleted for each student, and noted while there was a
correlation between more uncompleted items and lower
scores on completed answers, that correlation was weak
(R? = 0.13) as the plot was extremely scattered. Second,

020149-2



MISSING DATA ON PHYSICS EXAMS: ...

PHYS. REV. PHYS. EDUC. RES. 22, 020149 (2026)

we showed that the demographic differences in the number
of uncompleted items existed even for high-performing
students.

The authors of this paper present data from the previous
conference paper to audiences who are often surprised by
the results. We have found from interactions with some
past audience members that they make changes to their
assessment strategies as a result of this research. For this
reason, the authors have decided to revisit this work and
prepare a more robust analysis for a wider audience.

IV. FRAMING

As we have done in previous work [6,7], we employ two
models that guide us in making equitable changes as
instructors and examining the success of those changes as
researchers. First, we use the Equity of Parity model [17],
which defines an equitable course as one where students of
each demographic group achieve on average the same
overall outcome. In other words, course grades are not
predicted by demographic characteristics. One difference
in how we are using the Equity of Parity Model from what
is described in Rodriguez et al. [17] is that instead of gaps
being the implied result of past inequities, we propose that
measurement choices can also be the cause of gaps, and
that it is possible to close the gaps entirely by addressing
bias in measurements.

Similarly, we employ a course deficit model [4], which
(when compared with a student deficit model) emphasizes
that equity gaps are a characteristic of the course (which
can be changed), and not a characteristic of the separate
demographic groups resulting from prior experiences.
Importantly, we are not saying that there are no differences
in the experiences of different demographic groups. We are
instead proposing that certain course structures privilege
assets that are on average, more prevalent to some demo-
graphic groups over the assets of others and, further, that
these course structures may be changed to remove the
biases and allow marginalized groups’ abilities and/or
achievements to be properly recognized and recorded.

V. RESEARCH QUESTIONS

Giving a grade of zero for an uncompleted response can
have a very negative impact on a student’s overall exam
score, especially if their instructor is using a traditional
form of the percent scale [14,16,18] where earning some-
where around 50% or 60% of the points is considered
failing. In this paper, we do not draw any conclusions on
why students leave questions uncompleted. Instead, we
evaluate the extent to which exam items for each student
demographic group go uncollected. For this exploratory
study, we consider a few broad groupings of students by
gender, race and ethnicity, and first-generation college
status. Specifically, we ask:

1. How does the rate of uncollected item-level assess-
ment data (blanks) vary by student population?

2. Does the rate of uncollected item-level assessment
data correlate with other measures of understanding
for students?

3. How does the distribution of uncompleted test items
vary by class section?

The first question examines whether or not uncollected
test items present an equity concern. The second question
examines the extent to which an instructor might be able
to claim that uncollected test items represent a lack of
understanding of the material as opposed to a failure of a
test to collect meaningful assessment data. And our last
question explores the extent to which uncollected test
items are associated with the course section rather than
with the behaviors of individual students.

We examine exam grades in two introductory college
physics courses in the Collaborative Learning through
Active Sensemaking in Physics (CLASP) curriculum [19]
over more than 15 years and show that different popula-
tions of students engage in these behaviors at different
rates and provide evidence that these differences are not
adequately explained by any lack of student understand-
ing. We also show that the rate of uncollected test items is
course dependent. Finally, we provide a couple of different
suggestions for instructors concerned with accurately
assessing student understanding of physics, and therefore
minimizing the chance of missing an opportunity to collect
assessment data.

VI. DATABASE DETAILS

A. Exam-item grades

In a prior study of differences between grade scales [3],
we used 96 original class databases from the years 2003—
2012 to compile a set of 794,088 grades given on individual
parts of 606 quizzes and 76 final exams, to 15,207 students
taking either of the first two courses in the CLASP
series [19]. To these grade data, we matched students’ self-
reported demographic data that we received from university
administrative sources. For the current paper, we built a new
dataset adding to this first set of classes all of the other
anonymized class databases from this course series that we
had access to and that followed one of the two well-defined
grade scales used in these classes. For each of the two
grading scales (four-point scale and percent scale), we know
that a grade of zero on an open response question tells us
that the item was uncollected (blank). All of the course
databases that we had access to were given between 1997
and 2014. Altogether, we have a grade database consisting
of 1,290,528 grades given on individual parts of 951 in-term
exams (mostly 30-40 min long quizzes) and 134 final
exams in 155 classes (60 classes from part A of the series,
course [; 48 from part B, course II; and 47 from course III).
Included are 20,281 unique students: 5422 students appear
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3 times (once in each of course I, course II, and course III),
6220 students appear twice (once each in two parts of the
series), 8179 students appear just once in the series, and 460
students appear more than once in at least one part of the
series.

These classes utilize the “Grading by Response
Category” [20] method, where student solutions are placed
in categories that are later assigned a numeric grade. The
155 class-level databases include the individual grades that
were given for each problem, the total exam scores for
each student, the calculations that led to overall exam
scores, and (in many cases) the calculations that led to a
final grade. The average number of exam item grades on an
in-term exam is 3.6, the average number of exam item
grades on a final exam is 15.3, and the average number of
exam item grades for all exams over the term is 35.6.

We have examined copies of the original grading rubrics
for 57 separate exams from the course I and course II
classes over these years (this paper largely deals with the
first two parts of the series) corresponding to about 200
exam problems, and found that 95% of the problems for
which a score of zero was possible assigned zero only
to “blank” or “essentially blank” solutions, meaning that
there was no work shown evidencing that the student
attempted the problem. In Appendix A, we point out that
we have removed about 2% of the initial 3941 exam items
from the course I and course II classes in the database
because they are likely true or false types of questions
where a zero indicates an incorrect answer rather than an
answer left uncompleted. Our focus is only on open-ended
questions that have been uncollected (blank). We have also
removed nearly 3% of the initial exam items due to the
grader deciding to use a grade method for that exam that,
again, makes it unclear that a zero corresponds to an
answer left blank (these graders usually calculated the
exam grade by adding exam item grades rather than
averaging them). A more detailed discussion of the
removal of exam items can be found in Appendix A.
This appendix also includes our justification for leaving
course III out of our numerical analyses. For the results
sections of the paper, we will use only course I and
course II with the major focus on course I and including
course II results as somewhat independent measures of the
same student characteristics, since we can see the same
student in different courses. Course I class sections are
very similar to each other, and course II class sections are
also very similar to each other. Each course uses its own
set of activities for 5 h and 20 min per week, leaving only
1 h and 20 min per week for standard lecture and assess-
ment time. For more about the CLASP series courses see
Potter er al. [19].

B. Student demographics

This university started collecting self-identified gender
information in the Fall term of 2015, so our dataset is

almost completely binary gender only. It includes 7761
students identified as male, 12,433 identified as female, 2
identified as nonbinary, and 85 whose gender is not listed.
The university administration considers first-generation
students to be those for whom neither parent had earned a
bachelor’s degree or higher, and we will refer to this group
as 1stGen. We only have first-generation information for
62% of the students in our dataset and, of those, there are
4385 1stGen students in our dataset. Our dataset includes
information on race and ethnicity as recorded by the
university for 94% of the students. To identify racial
and ethnic groups that have been historically marginalized
in STEM, we use the categorization from our previous
work [19,21]. Students who self-reported belonging to
any of the groups African American, Native American,
Latina/o American, Mexican American, Chicana/o, or
Pacific Island American are included in this group and
hereafter referred to as HM for historically marginalized.
There are 2643 students in our dataset from these histor-
ically marginalized racial and ethnic groups.

We should note that gender is a distinctly different kind
of demographic variable than HM status or 1stGen status.
Those latter groupings are determined by variables that
describe parents, guardians, or extended family of a
student but gender is specific to the student and tells us
nothing about parents, guardians, or extended family.
For example, the HM and IstGen variables are slightly
correlated with each other in our dataset while gender has
almost no correlation with the other two groupings. We use
our data to show this in Fig. 1, where the left half of the
figure shows that the fraction of women in our data is
approximately constant over the other four demographic
groupings. Conversely, the right half of the figure shows
that the fraction of 1stGen students in the data does depend
on which of the other two racial and ethnic demographic
groups we are considering. We will also find differences in
the probabilities of leaving blanks that may be related to

s # NonistGen
06 Hm , ° 1stGen ® 1 106
Fraction NonHM HM Fraction
of women | 13 1 of 1stGen
for each students
group 04| 1 1 o4 foreach
NonHM group
02} 1 102
0 0
Demographic group
FIG. 1. On the left, the fraction of students who are women is

shown, comparing historically marginalized (HM) and Non-HM
ethnic groups and comparing first-generation college students
(1stGen) and NonlstGen. On the right, the fraction of students
who are 1stGen is shown, comparing HM and Non-HM ethnic
groups.
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the difference in the type of demographic grouping being
considered.

VII. RESULTS

A. Demographics of uncompleted test items

To answer research question no. 1, we want to determine
the rate of uncollected test items (blanks) from different
demographic groups, but we first need to identify what
kind of analysis is appropriate given differences between
class sections. The fraction of blank answers on exams
varies from class to class and covers the range from 0% of
answers left blank in an entire class’s exams to more
than 6% of answers left blank in an entire class’s exams.
The fact that there is large variation of these numbers at
both the student level and the class level leads us to use
hierarchical linear modeling (HLM) to determine the
appropriate averages and error estimates for each demo-
graphic group we consider. Specifically, we use HLM to fit
the overall average fraction of blanks in course I classes for
each of ten demographically defined groups. The lowest
level of the hierarchy is the student level and the second
level consists of the classes (where groups of students took
the same exams). So we use HLM to fit the following
equation: FracBlanks = b, and the resulting coefficient
by will be the appropriate average, first over students
within a class and then over classes, of the fraction of blank
answers (FracBlanks). Two demographic groupings are
defined by gender (M or F). Two are defined by histor-
ically marginalized race and ethnicity status, HM or
Non-HM (NHM). Two are defined by first-generation
status (1stG or NI1stG). Finally, four are intersections

004 T T T T T T T T T T
Average }
fraction 0.03 | i
Course | 1stG
answers { 1stG HM
left i { NHM }
blank
} { N1stG
f { HM
NHM N1stG  |N1stG
0.01 | NHM |
N=15,435 |N =14,532| N = 11,471 N =10,848
60 cl 60 cl 51 cl 51 classes
0 1 1 1 1 1 1 1 1 1 1

Demographic groups

FIG. 2. The average fraction of uncollected item level re-
sponses in course I classes is plotted for demographic groups
differentiated by gender, HM status, as well as first-generation
status. We also include intersections of HM with first generation.
For each division of the students into demographic groups,
we give the total number of students for whom we have the
appropriate identifying data and the number of classes over
which we must average.

of HM status and 1stG status (N1stG and NHM, or 1stG
and NHM, or N1stG and HM, or 1stG and HM). Note that
we have first-generation status information for only 51
classes. Figure 2 shows the average fraction of uncollected
test items in each demographic group with standard errors
that, because we are using a multilevel modeling, include
both the variations between students and the variations
between classes.

A more careful analysis than our previous work [3]
shows a more conservative estimate of the overall fraction
of uncollected item level responses (blanks) from each
demographic group. Nevertheless, the differences between
students with HM status and their peers and between
IstGen students and their peers remain. On the other hand,
the small gender difference seen in our previous paper [3]
has disappeared because the gender differences in the
apparent true or false questions that we removed were the
source of our earlier measured gender difference. In
addition, compared to our prior work, the standard errors
have increased due to our accounting for class-to-class
variations. In Appendix B, we extend the gender result and
show that, not only is there no overall gender difference,
there is no measurable gender difference in uncollected
test item responses over the set of the 23 individual (and
overlapping) demographic groupings that we can define
with the data we have on hand.

Next, we analyze the consequence of the intersection of
HM and 1stGen status and, in Fig. 2, show that the effects
of being in more than one marginalized demographic
group are compounding. For example, exam items are
twice as likely to be uncollected for 1stGen students
belonging to HM groups compared with non-1stGen
students belonging to non-HM groups. Reframed from a
course deficit perspective: the exams are failing to capture
data necessary to evaluate students from historically
marginalized groups who are also 1stGen students.
Appendix C shows a similar result holds in course II.

For completeness, we note that these demographic
disparities in the fraction of missing data include dispar-
ities both in the number of students for whom data are
missing as well as the amount of data that are missing. To
show this we use the four groups formed by intersections
of HM and IstG, and find the fraction of each group that
left either zero, one or two, and more than two blanks
during the term. These fractions are shown in Table I. We
see that, when compared to the nonmarginalized students,
an extra 6% of the most marginalized students leave one or
two answers blank during a term. But, for more than 2
answers blank, that extra number amounts to about 8%.

B. Are the demographic patterns
we see driven by low-performing students?

As a way of showing that demographic differences
are not limited to students with low grades in the course,
we limit the set of students to those whose average of
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TABLE 1. The percentage of students from each single
demographic group who left either zero, one or two, or more
than two answers blank over the course of a full term. Standard
errors are in parentheses. Marginalized students have larger

numbers of data missing at higher rates than their peers.

Group 0 blank 1 or 2 blank  >2 blank
1stG/HM 543 (1.4)% 31.6 (1.3)% 14.1 (1)%
N1stG/HM 623 (1.4)% 29.0 (1.3)% 9.6 (0.9)%
1stG/non-HM 62.6 (0.7)%  29.4 (0.6)% 8.0 (0.4)%
NonlstG/mon-HM  68.5 (0.5)%  25.8 (0.4)% 5.7 (0.2)%

completed test items (nonblank grades) was equal to a
middle B or higher. This set of students is a little over 40%
of the total dataset. The grade cutoff not only limits the
number of students per class but also begins to limit the
number of classes in which there are students within each
comparison group who meet the cutoff. The results are
shown in Fig. 3. One notices that the average number of
uncollected test items from students who are in both group
HM and 1stG is about twice the average number uncol-
lected from students who are in neither of those two
groups. This holds both for this subset of students doing
well in the course, Fig. 3, and for the entire set of students
in the dataset, Fig. 2, suggesting that differences in
uncollected test item rates do not necessarily represent
differences in “demonstrated understanding.” This con-
clusion then supports the idea that the uncollected items
themselves may not always represent a lack of under-
standing. At this point it seems relevant to note that, as we
have shown in previous work [11], the exam scores of

T T T T T T T T T
Average 0.015 | i
fraction I
Course |
1stG
nswer
2 Isgte ® NHM 1stG
blank  0.01} HM HM
(for N1stG
students { 1stG { HM
with M N1SG
nonblank F |NHM st N1stG
grades 0.005 - NHM ]
averaging
at least N=7023 | N=6524| N =5270 N =4510
middle B) 60 cl 60 cl 50 cl 43 classes
0 1 1 1 1 1 1 1 1 1 1
Demographic groups
FIG. 3. The average fraction of uncollected item level re-

sponses (blanks) in course I classes for students, whose nonblank
answers average to a middle B or better, is plotted for demo-
graphic groups differentiated by gender, HM status, as well as
first-generation status. We also include intersections of HM with
first generation. For each division of the students into demo-
graphic groups we give the total number of students for whom we
have the appropriate identifying data and the number of classes
over which we must average.

these students likely include poorly understood demo-
graphic biases. These biases lead to different grades for
different demographic groups even when each group’s
average understanding or skill is the same. So using a
grade cutoff (which includes these biases) as we do in
Fig. 3 results in group comparisons that are somewhat
ill-defined.

For completeness, in Appendix D, we compute the
average fraction of uncollected exam item responses for
each of the racial and ethnic groups that have a significant
number of students in our database and find that the racial
and ethnic groups who, on average, are more likely to have
uncollected test items are the groups making up HM and,
in addition, Korean-American students.

C. How do uncollected test item responses correlate
with high grades and low grades?

The fraction of A-grades that a student receives on exam
answers is certainly a measure of how well they are doing
in the class and simple addition (i.e., total fraction of
grades = 1) tells us that the fraction of A-grades (FracAs)
a student earns for their answers on exams is likely to be
inversely correlated with the fraction of blank answers
(FracBlanks) and also with the fraction of D and nonzero
F grades (FracDsOrFs), and, of course, positively corre-
lated with the grade in the course (CourseGrade), so let
us examine these correlations.

Table II shows the Pearson correlation coefficients for
FracAs with CourseGrade, FracDsOrFs, and blank
answers FracBlanks from the course I classes. All three
signs are as expected but, though FracAs has the expected
relatively large correlations with CourseGrade, and
FracDsOrFs, FracAs has a much weaker correlation
with FracBlanks. The course II classes, Appendix C,
have a similar set of correlations. The fact that the
correlation between FracAs and FracBlanks is much
weaker than that between FracAs and FracDsOrFs
suggests that a student’s decision to leave a blank is not
simply showing that they do not know how to work the
problem. FracDsOrF's represents a grader’s evaluation of
an answer so it is not surprising that it is highly negatively

TABLEII. The correlation coefficients between the fraction of
exam-item A-grades given to a student from course I and three
other student-level grade variables. The fraction of A-grades is,
as expected, strongly correlated with the course grade and the
fraction of low grades (Ds or Fs) but has a much weaker
correlation with the fraction of answers left blank.

Correlation
Grade variable between variable and FracAs p value
CourseGrade 0.827 <1074
FracDsOrFs —0.737 <107*
FracBlanks —0.308 <107#
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correlated with FracAs which also represents that
grader’s evaluations. The uncollected data, represented
by FracBlanks, are not nearly as negatively correlated
with FracAs as the D and F grades suggesting that the
uncollected data differ in some way(s) from answers that
have been evaluated by a grader.

D. Are uncollected test items more associated with the
student or the course section?

Including all classes in our database, the fraction of
uncollected exam answers is not very different for course I
of the course series (1.79% =+ 0.15%) and course II
(1.71% =4 0.20%). These two numbers actually involve a
large fraction of the students, 35.1% in course I and 34.2%
in course II left at least one response blank. The similarity
between these numbers might lead to the idea that perhaps
1/3 of the students are willing to leave an answer blank
and other 2/3 are not and that blank-leaving is largely
determined by the student. This simple idea gets clouded
somewhat when we see that, for the subset of 8793
students for whom we have both course I scores (where
37% left at least one blank) and course II scores (where
36% left at least one blank), the fraction of students who
left at least one blank in one of the two courses is actually
57.5%, a majority of the students, indicating instead that
the majority of students are willing to leave a blank in
some circumstances.

We can get a more complete picture of this phenomenon
of blank responses by looking at the variations of these
numbers over all 108 classes. As a way of displaying this
class-dependent variety of blank, Fig. 4 shows, for each of
the 108 classes (from course I and course II of the course
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FIG. 4. The fraction of students in a class who left at least one
blank is shown for all 108 course I and course II classes in our
database. These fractions are plotted against the student average
of the number of blanks left on that class’s exams.

series), the fraction of students who left at least one blank
sometime during the term as a function of the student-
average total number of blanks left for that class. In 11 of
these classes fewer than 10% of the students left a blank
the entire term and, on the other end, in 11 of these classes
more than 74% of the students left at least one blank during
the term. Since these classes are essentially identical
except for the teachers and the exams, it seems likely
that the specific set of exams plays a large part in deter-
mining if a student will leave an answer blank. These data
suggest that the course itself plays a large part in
determining how much data goes uncollected.

We saw that almost 58% of students left a blank answer
in at least one of their first two physics courses. One way to
quantify the student effect on blank leaving is to compare
blank leaving in the students’ course II work with blank
leaving in their course I work to see if the same set of
students is leaving blanks in each of their classes. For one
look at this situation we can just calculate the correlation
between students who left at least one blank in course I and
those who left at least one blank in course II. We find that
there is very little correlation between these numbers,
Pearson’s correlation = 0.11 (P < 1073). A comparison
between the fraction of blanks in course I and the fraction
in course II yields a similarly weak correlation of 0.19
(P < 1073%). The fact that blank-leaving behavior in a
physics course is not well correlated with blank leaving in
the next physics course does not give us confidence in the
idea that blank-leaving is largely controlled by the student.
Instead we reframe these phenomena as courses failing to
collect evaluation data from the students.

E. Effects of uncollected test item
responses on course grades

About 65% of the students in course I left no answers
blank. The 35% who left at least one blank left an average
of 1.87 blanks on an average of 37 exam items during the
term. We can use our database to estimate the average
effect on a student’s course grade when they were one of
the 35% who did leave at least one blank. We will use the
variable LftBlnks = 1 for a student who left at least one
answer blank and = 0 for a student who left no blanks. We
will control for physics knowledge or skills so that we are
comparing students who left blanks with equivalently
skilled students who chose not to leave any answers blank.
We have already seen that the fraction of exam-item grades
in the A-range (FracAs) is well correlated with the course
grade. In addition, in a previous paper [14] we showed that
the course grade has a small quadratic dependence on
FracAs so we will use both the linear and quadratic terms
to control for demonstrated achievement in the course
(just using the linear term leads to the same results and
conclusions). We will also include the grade scale,
GrdScl = 0 for four-point grading and = 1 for percent-
scale grading, because we know from our prior work that
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the grade scale has a measurable effect on the course grade
due to the averaging effects of the extra low F-grades in a
percent scale system [14,15]. Finally, for the same reason
that we include the grade scale, we include an interaction
term between GrdScl and LftBlnks. We again use
Hierarchical Modeling and fit the following model

CourseGrade = by + bpgeasFracAs
+ bprgens2 FracAs?
+ by piBinks Lf tBlnks
+ bgraseGrdScl
+ bGrascist finks GrdScl = LftBlInks,
(1)

where the coefficient by sp;,is Will measure the average
effect on course grade of being in the group who left one or
more answers blank in a four-point-scale graded class and
bryBinks + DGrascisLypinks Will measure the same grade
differential but for a student leaving blanks in a percent-
scale graded class.

Table IIT shows that leaving blanks under a four-point
grading regime led, on average, to a lower grade by little
less than a tenth of a grade point. On the other hand, under
a percent-scale grading regime leaving answers blank
resulted, on average, in over 3 times larger grade drop,
about 0.3 grade points (for example from a B to a B—). The
arithmetic of averaging grades, when blanks are given
zeros, makes it obvious that the percent scale is a harsher
grade scale and this is borne out in practice. We find
similar results if we measure the grade difference for
students leaving only one answer blank during the term
(instead of also including students who may have left two
or more answers blank). We should note that in essentially
all of the classes in our dataset, the course grade is
calculated after dropping each student’s lowest exam.

TABLE III. The coefficients from an HLM fit to Eq. (1) are
shown along with their standard errors, z-statistics, and p values.
Included are the 107 classes from the course I and course II parts
of the series, for which we have course grades, with a total of
27,008 students. The coefficient by, r;p14n1s Measures the average
effect on a student’s grade resulting from that student being in the
group who left at least one blank. That group left an average of
5.25% answers blank.

Coeff. Value Error z-statistic ~ p value
DEracas 4.584 0.048 95.47 <1073
Drracas? —1.336 0.052 —25.49 <1073
by fiinks —0.0918  0.0063 —14.52 <1073
bGrasel —0.086 0.046 —1.85 0.064

bGraseisL ftBinks —0.218 0.011 —20.66 <1073
by 1.392 0.030 47.0 <1073

VIII. DISCUSSION

In our prior work [3], we claimed that because students
from different demographic groups left different numbers of
physics problems blank, and because blank-leaving behav-
ior was not entirely explained by metrics indicating lack of
understanding, that blank-leaving behavior is effectively
missing data and should be treated as such in the grading
process. In this paper, using a course deficit model we
reframed this same phenomenon: Exam items are uncol-
lected from different demographic groups at different rates
and this means that measurements of students’ skills are, on
average, biased against some groups.

We add to our prior work in several important ways. At
the individual student level, we investigated the correlation
between uncollected test item responses and metrics for
understanding in a new way, and came to the same
conclusion that the number of uncollected items per student
is not adequately explained by lack of understanding.

A more careful analysis of gender differences revealed
that our previous finding that test item responses are more
likely to be uncollected from women as false. Our data
show that on average, men and women leave the same
number of blanks on exams. Interestingly, when we
account for statistical anomalies, this lack of gender gap
seems to hold true across all races and ethnicities we are
able to measure it for.

We continue to find that two groups, first-generation
students and students who are members of historically
marginalized ethnic groups, had higher rates of uncol-
lected test item responses. In addition, we find that
belonging to more than one of these marginalized groups
has a compounding effect on the likelihood of uncollected
test item response rate. This finding is important for future
quantitative equity related studies in that it illustrates that
exploring the impact of course structures on students may
be inadequate if studied only from a single dimension of
race, gender, or other status.

In Appendix D, we show that some racial and ethnic
groups are more likely to have uncollected test items than
others. While the data in this paper do not point to
particular reasons why test item responses are uncollected
at different rates across demographics, one interesting
possible interpretation is related to the finding that gender
is not a factor that determines the likelihood of whether test
item responses are collected while familial variables (race
and ethnicity and first-generation status) do. Students’
values associated with their family background may
influence the likelihood of a particular student leaving a
blank or not. The following quote from a student on the
practice of blank-leaving and partial credit can help
illustrate this phenomenon:

“Physics is not bullshit. You shouldn’t be writing
bullshit answers, but you have to. I don’t know, it
feels a little dirty but at the same time I want a
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good grade on an exam.... Physics is not based
on bullshit but here I am.” page 70 of M. K.
Chessey’s dissertation [22].

In the above quote the student expresses that they would
prefer not to write down things they are unsure of when
presented with a challenging problem under time pressure,
but this is exactly what is expected of them in this
particular environment. In this example, the student is
very reluctant to sacrifice their value of submitting only
high-quality work in order to get “a good grade.” Most
instructors would agree that this is a good value for
students to hold. However, it is also a value that is
penalized during most timed in-person exams. Similarly,
this practice of “bullshitting” might make this student feel
less like a scientist because they did not feel they deserved
the points they earned for partial credit. Depending on their
values, different students might be more or less likely to
leave a blank in a given scenario. Perhaps these values are
associated with familial background and this is why we do
not see a difference in gender.

We want to stress here that blank-leaving behavior is not
necessarily a good or bad thing, as our quote above
illustrates that there is a blank-leaving vs “bullshitting”
tension that might be best considered from a values
perspective that is beyond the quantitative scope of this
paper. Speirs et al. have recently done important work [23]
cataloging student feelings around grades and further
research is needed here to understand the extent to which
exams and grades shape the learning experience and
outcomes beyond their numerical impact.

Perhaps most importantly from an intervention stand-
point, we find that some course sections in our sample
(despite having similar assessment types—in this case
timed in-person exams or quizzes) have drastically fewer
uncollected test item responses than others. We also show
that if a student leaves a blank in one course this does not
correlate with them leaving a blank in another course.
This indicates that uncollected test items (or blanks) are a
variable that is attributed to course structure, thus sug-
gesting (as we have done in prior work [6,7,11]) that a
course deficit model [4], rather than a student deficit
model, is an appropriate way to consider equity gaps in
higher education. Furthermore, because we see examples
where course sections have similar assessment formats
but drastically different amounts of uncollected test item
responses, we infer that it is possible to increase the rate of
collected test items from students, and thus have more data
to effectively evaluate students. Future work will examine
the attributes of quizzes and exams (i.e., exam length,
exam format, exam complexity) which are correlated with
the rate of blanks.

As instructors we want students to demonstrate the full
extent of their understanding on exams so that each student

can receive a grade that best represents their knowledge
and skill in the subject, but we can also see the issue from
the point of view of a student who does not want to pretend
to possess knowledge or skill that they feel they do not
have. This is only one possible reason students may leave
blanks, but it illustrates the need to examine grading
student behaviors that are not necessarily representative
of their knowledge, especially since exam items are more
uncommonly uncollected from some groups of students
than from others.

Our finding that uncollected test item responses are
course dependent is a positive development in the sense
that it means that instructors who wish to collect assess-
ment data more fairly have some options. While alternative
grading strategies have been slow to be adopted in higher
education, and research on these methods is lagging [24]
there are nevertheless several grading or assessment
practices that could prove useful. A possible solution is
to adopt mastery type grading styles like standards-based
grading [25], specifications grading [26], or other type of
mastery-based grading [27]. This is because these methods
do not average student attempts on the same content. If a
student leaves a blank, they have an opportunity to replace
that score with another one. For the same reason, offering
a retake option on exams could also prove useful [11]
Another option is to employ the practice of “minimum
grading” [28] which involves increasing low grades to
50%. Using minimum grading means that uncollected
exam items have a smaller impact on overall grades.
Another option that allows graders to assign zeros to
uncollected test item responses but weighs their impact
more similarly to other letter grades is to use a GPA-like
four-point scale [14,15]. Use of the 4.0 (or 4.5) scale is
shown in Sec. VIILE to be an effective way to minimize the
impact of uncollected test items. A short overview of some
of these methods is provided by Townsley and Schmid [29]
and may provide a nice entry point for instructors con-
sidering alternatives to traditional grading.

We urge the reader to frame the blanks issue not as a
problem of the students failing to complete an item, but
instead as the problem being that the traditional exams are
failing to capture data from students necessary to evaluate
their skill. It is very tempting to try to address this problem
from a perspective of teaching the students not to leave
blanks. For example, practices that promote growth mind-
set, or address stereotype threat, could possibly reduce the
numbers of blanks made by students, and these are also
excellent practices that should be used in classrooms
regardless. However, this approach necessarily uses a
student deficit model because it is trying to address a
structural problem by changing the students and not the
assessment. A course deficit model approach would
change the assessment or grading in order to minimize
or remove the bias.
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IX. LIMITATIONS

One major limitation of this work is that we do not have
an explanation for why test item responses are uncollected
from different demographic groups at different rates, and
why this effect can be compounding for students who
belong to more than one demographic group. We also do
not have access to all demographic groups that might make
a difference. For example, students’ socioeconomic back-
ground might also correlate with uncollected test item
number, but we do not have data on that. Future qualitative
work will investigate the choices that students make during
exams and the exam structures that influence these
decisions, and this will hopefully help explain why there
is variation between groups.

Similarly, it is not yet known why some course sections
have higher rates of uncollected exam item responses than
others. Current hypotheses are that the exams in some
classes are too long or too difficult, causing students to
skip problems as a test-taking strategy. However, this
alone would not explain the differences in demographic
behaviors. In the future, we will examine the character-
istics of exams with many blanks to provide further
recommendations for instructors wishing to decrease
blank-leaving outcomes.

X. CONCLUSIONS

In this work, we find that exam item responses are
uncollected from students belonging to different demo-
graphics (race and ethnicity and first-generation status) at
different rates. For example, the rate of uncollected exam
item responses from students who are not first generation
and not from historically marginalized groups is about half
as many (~1.5%) as students who are first generation
and from a historically marginalized group (~3.0%). This
same difference of roughly a factor of 2, exists even
among students with a B average on completed test items,
suggesting that blank leaving is not explained by a general
difference in understanding among different populations of
physics groups. Interestingly, there is no significant differ-
ence in uncollected test item responses by gender for any
of the ethnic and racial demographics, possibly suggesting
that differences in uncollected exam item data might be
related to student values that are familial and/or cultural.

In addition, we find that belonging to both historically
marginalized and first-generation college student groups
has a compounding effect on the likelihood of uncollected
test item response rate. This finding is important for future
quantitative equity related studies in that it illustrates that
exploring the impact of course structures on students may
be inadequate if studied only from a single dimension of
race, gender, or other status.

We also find that uncollected exam item responses are
highly influenced by the course section. For example, the
percent of students leaving a single problem blank in a

single section of a course ranges from 0% to 80%. We also
find that there is no statistical relationship between
individual student blank-leaving behavior in course I
(the first course in the series) and the blank-leaving
behavior in course II (the second course in the series).
Instructors who want to minimize inequities caused by
uncollected exam item responses (blanks) should either
consider approaches that minimize possibilities for blank
leaving (allowing retakes on exams, giving take-home
exams, or creating shorter exams) or use grading practices
that minimize the impacts of blanks (like standards-based
grading, or the 4.0 scale). Some of these options are
discussed in Sec. VIII.
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APPENDIX A: DATA COLLECTION

We have access to 279 anonymized grading databases
from the total of 297 CLASP classes given between 1997
and 2014. We are limited to these years because in 2012
course instructors started keeping their own grade data-
bases and the number that we had access to decreased to
zero by 2015. We narrow these down to classes where the
instructor has used a well-defined grade scale so that we
know that a grade of zero means that no answer was
attempted and so that we know the letter-grade meaning of
the nonblank grades. Of these 279, we find 155 where the
instructor used one of the two clearly recognizable grade
scales, either percent-scale grading or four-point scale
grading, and the in-term exam grading is, as far as we can
tell, completely recorded. The grade scale is identifiable
because each exam item is given a grade between zero and
the maximum (either 10 or 4.5 for percent scale and four-
point scale, respectively), each exam score is calculated
using a weighted average of the exam item scores, and,
when final exam scores are included, the calculation of
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course grades is also included in the database and matches
the expected letter grades. These 155 class databases
include 60 databases from the first term in the series
(course 1), 48 databases from the second term in the series
(course II), and 47 databases from the third term in the
series (course III). We have removed 164 of the 27,032 sets
of student grades because the student did not have grades
on at least half of the graded questions (24 of these
students were still given course grades). This arbitrary
cutoff does not change any of our numbers or conclusions.
We will discuss and compare the course I and course II
databases in this paper because they are similar. On the
other hand, course III databases are problematic in a way
that we will discuss later in this appendix after we finish
with course I and course II. The analyses discussed in our
paper are largely focused on course I databases with course
IT results referred to largely in support of course I results.

Even though we can positively identify the grade scales
in these 155 classes there are still a few sets of exam item
grades or even whole exams that do not follow the grade
scale of the rest of the database. First, an entire exam might
have exam items that are each given grades between zero
and some maximum that is significantly less than the
maximum of the grade scale. The exam score on these
exams was then calculated by summing the exam item
scores rather than averaging them. For these exams, we
cannot count on a zero being a blank and we do not have
any way of assigning letter grades to the other scores so we
removed them from our database. For course I and course
IT together, we found that 100 out of 3941 sets of exam
item grades had this situation and so we removed them.

Second, and more important, we found 76 of the 3941
sets of exam item grades had only two grades given to the
students, maximum or zero. We suspect these of being
either true or false type questions or multiple-choice type
questions. In either case the zero for these items likely
means that the answer was incorrect rather than that the
student left it blank. We removed these exam item grades
also because we want to only count answers left blank.
These particular exam item grades also had the largest
fractions of zeros (47 of them had more than 15% zeros
including 25 with more than 50% zeros). In our previous
paper, we had not removed these suspected true or false
questions and their large fractions of zeros led to our
estimated fractions of blanks being slightly higher than the
data presented in this paper. However, the differences
between different demographic groups were mostly unaf-
fected, so our main conclusions are largely the same as
previously.

In Sec. VI A, we noted that the average number of exam
items in a term was 35.6 but that number varies from class
to class, in our dataset, from a minimum of 11 exam items
to a maximum of 72 exam items during the term. This is
our main reason for dealing with the fraction of answers
left blank rather than the actual number left blank. For
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FIG. 5. Number of students vs number of blank answers they
left during the term in courses I and II. Although too small to
show, there are also a few students leaving more answers, up to
15 answers, blank.

completeness in the database discussion, Fig. 5 shows the
distribution of the actual number of blanks left during the
term in courses I and II.

Finally, the course III databases include exam items that
seem likely to be giving zeros to wrong answers, rather
than just to answers left blank, but which cannot all be
easily identified and removed. We suspect this for two
reasons. First, the average fraction of blank answers is
somewhat larger for course III than for course I and course
IT which were the essentially the same. Second, and more
telling, examination of some course III exams (we have
copies of some of them) shows us that there are some
questions that were routinely asked in course III that are
essentially fill in the blanks type questions with several
blanks to fill in. In these questions filling in all blanks
correctly led to a maximum score and filling some in
incorrectly led to lower scores so that filling in none of the
blanks correctly led to zeros even though the student
attempted the answers (copies of course I and course II
exams did not show evidence of any multiple-choice type
questions). We do not have copies of all of the exams in
these courses and there are no clear “fingerprints” in the
data files themselves so we will not include the course III
classes in our analyses except to point out that the fraction
of blank answers again increases with the number of
marginalized identities and has no clear gender gap.

APPENDIX B: GENDER COMPARISONS WITHIN
EACH OTHER DEMOGRAPHIC GROUP

In Sec. VIB, we noted that two of our demographic
variables, HM status and 1stGen status, are variables
associated with a student’s family, guardian, or extended
family, and we showed that the variable Female had
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TABLE IV. The coefficients, br,,,q1.,» determined from HLM
fits to Eq. (Bl), for each of nine groups with different
demographic definitions, are the blanks gender gaps for those
groups. Each group is determined by the value(s) of either none,
one, or both of the two family-related demographic variables
(HM for students from historically marginalized racial and ethnic
groups and 1stGen for students who are first-generation college

in their families). The number of students in a group is N.

HM 1stGen  GendGap Error P value N

e 0.00012  0.00053 0.826 15,414
0 —0.00045  0.00055 0.410 12,496
1 0.0012 0.0019 0.526 2014
e 0 —0.00029  0.00070 0.685 7433
e 1 —0.0014 0.0012 0.245 4004
0 0 —0.00026  0.00074 0.729 6284
0 1 —0.0024 0.0012 0.049 3075
1 0 —0.0008 0.0030 0.792 693
1 1 0.0013 0.0033 0.701 781

essentially the same average across those family-related
variables. In this appendix, we will provide the measured
gender gaps in blank-leaving for each of the nine groups
that we can define from the two family-related demo-
graphic variables. To estimate the gender difference in
blank leaving we define the variable Female =1 for
women and = 0 for men and use HLM to calculate the
coefficients in the following model:

FracBlanks = by + bp, . Female, (B1)

where b is the fraction left by men and bg,,,,. i the
difference from that fraction for women. We will fit this
equation for each of the nine groups that we can define
from the two family-related variables. The nine groups
include a group that leaves our entire dataset undivided,

TABLE V. The racial and ethnic groups in Fig. 6, as described
in the data obtained from the administration of the R1 university
of this paper.

Symbol Ethnicity

AF African-American/Black

CH Chinese-American/Chinese

EI East Indian/Pakistani

Fp Filipino/Filipino-American

JA Japanese-American/Japanese

KO Korean-American/Korean

LA Latino/Other Spanish

MX Mexican-American/Mexican/Chicano

NA Indigenous American/American Indian/Native
American

OA Other Asian-American/Other Asian

VT Vietnamese-American/Vietnamese

WH White/Caucasian
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0.005 |- JA VT ]
CourseA CH
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average 0 E I 1 I 1
fraction FP l l l t
blanks WH
minus AF NA
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FIG. 6. The gender gap is, again, bp,,.. Obtained by fitting
Eq. (B1) to course I data from each racial and ethnic group shown
in Table V. Assuming that there is no gender difference for any
racial and ethnic group we note that for the 14 independent
measurements shown in the figure there is higher than 30%
probability that one of the measurements will be found as far
from zero as one sees for group AF and so we conclude that there
is no reliable evidence of a gender effect.

two more groupings will divide our dataset using the
variable HM = 1 if the student is from an historically
marginalized racial and ethnic (HM) group and =0 if
they are not (Non-HM). These two groups average over
1stGen. The rest of the nine groups are defined in a similar
fashion. The results of the fits are shown in Table IV and
suggest that none of these possible demographic divisions
of the group of students has a significant difference
between the fraction of blank answers left by women in
the group and the fraction of blank answers left by men in
that group.

We can extend this analysis of gender gaps in course I to
each of the individual racial and ethnic groups in our
dataset. These racial and ethnic groups are defined in
Table V and the gender gaps are shown in Fig. 6. As noted
in the figure caption, assuming that there is no gender
difference for any racial and ethnic group we note that
for the 14 independent measurements shown in the figure
there is higher than 30% probability that one of the
measurements will be found as far from zero as one sees
for group AF and so we conclude that there is no reliable
evidence of a gender effect (even for group AF).

APPENDIX C: COURSE II RESULTS FOR
COMPARISON

In Sec. VII C, we showed that, for course I, the fraction
of student answers that received an A was strongly
positively correlated with course grade, strongly nega-
tively correlated with the student’s fraction of D and/or
nonzero F grades, but much more weakly correlated with
the student’s fraction of answers left blank. In Table VI we
show that the same is true of the grade data from course II.
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TABLE VI. The correlation coefficients between the fraction
of exam-item A-grades given to a student in course II and three
other student-level grade variables. The fraction of A-grades is,
as expected, strongly correlated with the course grade and the
fraction of low grades (Ds or Fs) but has a much weaker
correlation with the fraction of answers left blank.

Correlation between

Grade variable variable and FracAs P value
CourseGrade 0.806 <107
FracDsOrFs —0.726 <1074
FracBlanks —0.315 <1074
TABLE VII. The course II calculations for gender gap in

fraction of blank answers, to compare with the course I
calculations of Table IV. Fraction of answers left blank in course
IT still seems independent of gender for the demographic groups.

HM IstGen  GendGap Error P value N

e 0.00083 0.00055 0.132 12,200
0 0.00071 0.00058 0.220 10,453
1 e 0.0020 0.0019 0.290 1491
‘e 0 0.00091 0.00077 0.237 4880
1 0.0014 0.0013 0.254 2566
0 0 0.00118 0.00079 0.134 4336
0 1 0.0007 0.0013 0.615 2085
1 0 0.0013 0.0034 0.693 424
1 1 0.0040 0.0040 0.311 443

In Sec. VII A and Appendix B, we showed that in course
I classes there was no obvious gender difference in the
choice to leave an answer blank. We took this to be more
evidence that the decision to leave a question unanswered
is not simply related to not being able to answer the
question. In Table VII, we show that in course II there is
also no gender gap in blank leaving. The two courses cover
different topics in introductory physics so it seems that the
topics covered do not strongly influence the decisions to
leave answers blank and that the results are both qualita-
tively and quantitatively similar in the two courses.

Despite the fact that there are no obvious gender
differences regarding leaving blanks, in Sec. VIIA we
showed that there are significant blank-leaving differences
in between the demographic groups made up of the
intersections of HM grouping and 1stGen grouping in
the course I classes. In Fig. 7, we show that we find the
same results when we include all students from course II
classes. Again, it seems that the topics covered do not
strongly influence the decisions to leave answers blank and
that the results are both qualitatively and quantitatively
similar in the two courses.

In Fig. 3, we showed that the limiting our analyses to
course | students who were doing well in their class
(nonblank grade of middle-B or higher) did not change our

0.04 T T T T T T T T T T
r 1stG 1
Course Il HM
average 0.03 | |
fraction
answers
E | R
blank 5o | { |
{ { { HM } N1stG
L . { 1stG { HM
M
oot | NHMIntste |Nista ]
’ NHM
| N=12,200 |N=11,945| N = 7,447 N=7,288
0 1 1 1 1 1 1 1 1 1 1

Demographic groups

FIG.7. The fraction of answers left blank, in the second term of
the course series, is shown for the same demographic groups
as Fig. 2.

conclusion that different demographic groups left different
numbers of blanks on average. For course II, the analogous
plot is shown in Fig. 8. We may be seeing the first subtle
difference between course I and course II blank-leaving. In
course II blank-leaving among the highest performing
students may have been more independent of demographic
group than was found for course I. Of course there are
some selection effects in moving from course I data to
course II data that seem likely to affect the results.
Specifically, about 9% of students from course I who
were neither HM nor 1stGen did not move on to take
course II. In comparison, about 14% of students in course I
who had both HM and 1stGen status did not move on to
take course II. Similarly, students who left blanks in course
I are about 50% more likely to skip course II. So, the
differences between Figs. 8 and 3 are likely influenced by
selection effects changing different demographic groups
differently. In addition, there could also be some sort of

Average 0.015 | d
fraction
Course |l
answers
left N1stG

blank  0.01 | HM 1stG NisiG HM d

(for
students NHM
with { { { }
nonblank
M
grades 0.005 | N1stG ,Lﬁﬁ
averaging

3.0 or _
higher) N=3714

1stG
HM

N =3627 | N =2259 N = 2202

0 \ \ \ \ \ \ \ \ \ \

Demographic groups

FIG. 8. The fraction of answers left blank, in the second term of
the course series, is shown for the same demographic groups and
for the same high scoring students (average nonblank grade is 3.0
or higher) as Fig. 3.

020149-13



PAUL, WEBB, and CHESSEY

PHYS. REV. PHYS. EDUC. RES. 22, 020149 (2026)

training effects of course I on student behavior. These
things make any direct comparisons difficult.

APPENDIX D: BLANK-LEAVING CHOICES BY
RACIAL AND ETHNIC GROUPS

For completeness, we will show the fraction of answers
left blank broken down by ethnicity. We again use HLM to
compute the average fraction of answers left blank in
course I classes for each racial and ethnic group shown in
Table V. Figure 9 shows these averages. As noted in the
main body of the paper, we see that the three groups
(AF, LA, and MX) that make up about 89% of the HM
demographic group left more blanks than their peers, and
we noted that Korean-American students also left more
blanks than their peers.

0.03 | I
Course |

fraction H
answers
left
blank %02 | [ [ LA ]

0.01 L JA NA Pl 4

Racial and Ethnic group

FIG. 9. The average fraction of course I answers left blank is
shown for each of the racial and ethnic groups defined in Table V.
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