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We introduce harmonization, an ensembling method that combines several “noisy”” decoders to generate
highly accurate decoding predictions. Harmonized ensembles of minimum weight perfect matching-based
decoders achieve lower logical error rates than their individual counterparts on repetition and surface code
benchmarks, approaching maximum-likelihood accuracy at large ensemble sizes. We can use the degree of
consensus among the ensemble as a confidence measure for a layered decoding scheme, in which a small
ensemble flags high-risk cases to be checked by a larger, more accurate ensemble. This layered scheme
can realize the accuracy improvements of large ensembles with a relatively small constant factor of
computational overhead. We conclude that harmonization provides a viable path toward highly accurate

real-time decoding.
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Introduction—A fast and accurate decoder is integral to
the construction of a fault-tolerant quantum computer.
It must continuously process syndrome information from
the quantum device to give corrected logical outcomes.
There are several decoding algorithms and a thorough
review is available at [1]. Among the fastest polynomial-
time algorithms are minimum weight perfect matching
(MWPM)-based [2-4] and union-find methods [5,6]. On
the other hand, there are more accurate but less-efficient
decoders, such as maximum-likelihood (optimal) decoding
with tensor networks [7—10] or most-likely error decoding
with integer programs [11-14], whose runtime can scale
exponentially with the decoding problem size.

Ideally, we would like a decoder that is both highly
efficient and nearly optimal in accuracy. Toward this end,
we introduce Harmony, an assembly of correlated MWPM
decoders, each instantiated with a perturbed prior. Indivi-
dually, these decoders perform worse than a single match-
ing decoder instantiated with a perfect prior. Together, they
form ensembled decisions that can approach maximum-
likelihood inference. We note that ensembling has also
been used to boost the performance of decoding with
machine learning [15,16].

This technique is embarrassingly parallelizable and, in
the regimes we test, converges with reasonable ensemble
sizes. Querying a large set of decoders can give a large
constant overhead, and so, we introduce a layered decoding
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scheme to mitigate this cost. In the layered scheme, a small
group of watchful sentinels flag high-risk cases to be
considered by the wider assembly. The result is a highly
accurate decoder with moments of expensive compute, but
overall relatively low amortized cost.

First, we describe the correlated matching decoding
algorithm that we use to build our ensembles. Next, we
describe Harmony, our ensembled correlated matching
decoder. We present our numerical results for the surface
and repetition codes, comparing logical error rates of
Harmony against a converged tensor network maximum-
likelihood (TNML) decoder [17]. For the repetition code,
we optimize for 2D tensor networks using the sweep line
method [18]. For the surface code, we use a TNML decoder
developed for the experiments of [9], and described in the
Appendix. Finally, we analyze the accuracy and cost of a
layered decoding scheme, achieving the accuracy of a large
ensemble with the amortized compute cost of a small
ensemble.

Correlated matching—In principle, any decoder could be
used to build an ensemble, as long as there is a way of pertur-
bing the error model prior. In this Letter, we build our ensem-
bles out of a correlated matching decoder that accepts, as its
prior, an error hypergraph (or equivalently, a Tanner graph).
This decoder is similar to those described in [3,4].

Recall that an error hypergraph is a hypergraph for which
each hyperedge is an error mechanism, each detector [19] is
a vertex, and a hyperedge connects those detectors that the
corresponding error activates. Each hyperedge is labeled
with the probability of the corresponding error mechanism
and the set of observables it flips. A MWPM decoder can
provide the most-likely error hypothesis for an error graph,
on which each error mechanism activates at most two
detectors.
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FIG. 1. A toy correlated MWPM example. The error hyper-
graph is on the left, with the erring hyperedges and detection
events shaded red, and with all edges having equal weight. First,
we compute a MWPM (blue edges) that misidentifies the error, in
this case, guessing the wrong of two equally valid choices.
Second, we use the MWPM from the first step to infer that the
hyperedge error mechanism has likely activated, and shorten the
complementary edge. Third, we compute a MWPM on this
reweighted graph, correctly identifying the error.

In the surface code, the most common example of error
mechanisms producing hyperedges with more than two
detectors are Y-type errors. We can decode the surface
code by regarding Y-type errors as independent X-type
and Z-type errors, where each error type forms a distinct,
independent error graph. However, this approximation
neglects useful information that can assist decoding [20].
A correlated MWPM decoder reincorporates this informa-
tion by reweighting the X- and Z-type error graphs as a
function of the candidate matched edges in the opposite
graph.

The correlated decoder proceeds in three steps: an initial
MWPM, a reweighting of edges based on that initial MWPM,
and a final MWPM (Fig. 1). In the initial MWPM, we
distribute the probabilities of edgelike error mechanisms to
the corresponding X- and Z-type error graphs, ignoring
the hyperedges. We compute a MWPM on these disjoint
error graphs [with weights set to —In(p)] to obtain a set of
matched edges. In the reweighting step, we assert that the
matched edges have erred with certainty and reweight
other edges conditioned on this assertion. This requires that
we update the probabilities of those edges that, together
with the matched edge, form hyperedges. We renormalize
the probabilities of those hyperedges conditioned on the
matched edge having erred and reassign these updated
probabilities to the complementary edge in each hyperedge.
Over all such assignments (including the initial probability
of the complementary edge), we select the one with the
highest probability. Finally, we compute a MWPM on this
reweighted graph to determine the correction. Note that the
choice of edge weight function —In(p) can be replaced
with —In p/(1 — p) which behaves similarly for small p.

Harmonization—A correlated MWPM decoder is a
deterministic algorithm configured with a fixed error model
(in practice, represented as a DetectorErrorModel in
Stim [19]). To harmonize a correlated MWPM ensemble,
we have to solve two problems: ensemble generation and

pooling. Ensemble generation consists of perturbing the
error model prior given to each decoder so that the predic-
tions of individual decoders begin to occasionally disagree.
Pooling consists of combining together all the decoder
outputs into one overall decoding prediction.

Ensemble generation:  As described, correlated MWPM
accepts an error hypergraph prior and transforms it to a
graph where each edge e is labeled with a probability p,
and a set of implied probabilities for some other edges
S(e) = {(¢.q.|e): ¢ has probability ¢, |e conditioned on
the use of e}. To generate a member of the ensemble, we
directly perturb both the probabilities and implied proba-
bilities of each edge. We produce a randomized graph
where the edges are, instead, labeled with two perturbed

probabilities pgl), p£2>, where superscripts refer to the first

and second passes of MWPM, and a perturbed reweight set
S(e) = {(¢', g, |e): e has probability §,/|e conditioned on
the use of e}.

We modify correlated MWPM as follows. In the first

pass, we use the edge probabilities pgl ). Conditioned on the
edges chosen in the first pass MWPM, we reweight some
of the edges in the graph to have new probabilities as
prescribed by the § (e). As before, we choose the maximum
probability value for an edge that is reweighted multiple
times. We set the probabilities of any nonreweighted edge e
to pg). Finally, we compute a second pass MWPM, which
is the final decoding of the ensemble member.

Finally, we describe the probability distribution from

which we sample pﬁl), pf’, and S (e). We fix three
constants @, a,, a3 € [0, 1]. We sample from the following
intervals uniformly at random:

(1)

pe’ ~[(1=ay)pe, (1 +a;)p.l, (1)
P~ (1= a)p,. (1+ a)p.]. (2)
qg’\e ~ [(1 - a3)¢1€’|e’ (1 + a3)Qe’\e]' (3)

Note that we only change reweighted probability values
and not the set of edges reweighted by any given edge. The
constants a; we use are
alzl, a2:4/5, a3:1/2.

Note that the above values were tuned for correlated
MWPM on the surface code. Other codes and decoders
may perform better with different perturbations. However,
we do not expect the precise choice of perturbations to have
a large effect on performance.

Pooling methods: We consider three different pooling
methods (see Fig. 2 for a performance comparison). Vote
pooling is the simplest and most directly generalizable
pooling method. In this method, we choose the decoding
prediction given by the largest number of decoders.
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Rather than giving each decoder an equal say in the
pooling process, we may increase the influence of decoders
that found a configuration of errors of relatively higher
likelihood. To make use of likelihood in pooling, each
decoder must return the set of errors it used, rather than a
set of edges.

How can we recover the errors predicted during decod-
ing (including those that induce hyperedges), given the
edges used by a MWPM decoder? We use an edge decom-
position graph as described in Fig. 3. Vertices in this
graph correspond to edgelike error mechanisms. Each edge
connects two edgelike error mechanisms that combine
to a hyperedge in the error hypergraph, while an edge-to-
boundary at each vertex provides a way to match to nothing
(representing an edgelike error). In the conventional circuit
noise model studied here, all independent error mecha-
nisms cause at most one edgelike error in each of the X- and
Z-type error graphs. Therefore, we can apply Blossom
[with edges weighted by In[(1 — p)/p]] to recover the
most-likely set of errors consistent with the chosen edges.

We consider two ways of pooling based on likelihood:
sum-likelihood pooling and most-likely error pooling.
In sum-likelihood pooling, we sum the likelihoods of all
decoders within each of the two possible logical flip
predictions, and compare these sums to select the predic-
tion with the largest value. In most-likely error pooling, we
simply choose the decoder from the entire ensemble that
reports the highest likelihood outcome and accept its
prediction.

We observe that vote pooling gives the highest accuracy
for the repetition code, while sum-likelihood and most-
likely error pooling give the highest accuracy for the
surface code—see Fig. 2.
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FIG. 2. Different pooling methods at distance-seven for circuit-
level noise in the repetition code at p = 0.05 (left) and the surface
code at p = 0.008 (right). In the repetition code, MWPM is a
most-likely error decoder, to which most-likely error pooling
quickly converges. We find that vote pooling, which takes
degeneracy into account, is the most accurate pooling method.
For the surface code, most-likely error pooling appears to be at
least as effective as the other pooling methods once the ensemble
is sufficiently large. This suggests that degeneracy plays a smaller
role in increasing accuracy within the surface code.

Results—To assess the accuracy of ensembled MWPM,
we make three comparisons. We use standard circuit
generation tools of Stim to create decoding instances
[19]—see the Appendix.

The first comparison we make is against maximum-
likelihood decoding of repetition codes with circuit-level
noise. Famously, two-dimensional error graphs can be
decoded optimally and efficiently using standard matrix
product state techniques [7]. For circuit-level noise in
the repetition code, we use the sweep line contractor
developed in [18].

The repetition code is an interesting comparison because
its decoding problem does not involve any hyperedges.
For this reason, MWPM [when using In[(1 — p)/p] edge
weights] is an exact minimum-weight error decoder—only
degeneracy within the error graph separates it from behav-
ing as a maximum-likelihood decoder. This allows us to
isolate the ability of ensembling to account for degeneracy
in decoding. In principle, this effect also appears in the
surface code, where the error graph of the repetition
code embeds as a subgraph. Note that most-likely error
pooling performs similar to MWPM, as they both aim to
return an error class with the lowest weight error. Conse-
quently, we elect to use vote pooling, which can account for
degeneracy and, in practice, performs best—see Fig. 2.
The results of this comparison are shown in Fig. 4, where
we see that ensembling achieves near maximum-likelihood
performance.

The second comparison we make is against a phenom-
enological noise model in the surface code. We apply
depolarizing noise to the data qubits (rather than the con-
ventional bit-flip noise) to include hyperedges—see the
Appendix for more details. Because the error hypergraph of
this problem is three-dimensional, TNML decoding is quite
expensive [9,10]. To decode, we embed the decoding
problem as a planar matrix product state contraction—
also see the Appendix of [9]. We chose phenomenological
noise to reduce the size of these tensor networks so
that contraction is not too computationally intensive at
higher distances. Interestingly, we note that most-likely
error and sum-likelihood pooling methods achieve similar

Error Hypergraph Edge Decomposition Graph
O==0 O u é é
FIG. 3. On the left, an error hypergraph with a set of detection

events shaded red and the edges chosen by a MWPM decoder
overlaid in blue. On the right, the corresponding edge decom-
position graph, with nodes corresponding to chosen edges
colored blue. MWPM-based decoding on the edge decomposition
graph gives the most-likely set of errors, overlaid in green,
consistent with the edge set chosen by the MWPM decoder. In
this case, it selects the far left edgelike error mechanism, as well
as the only hyperedgelike error mechanism.
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FIG. 4. Decoding circuit-level noise in the repetition code at
p = 0.05. At each distance there are three lines: MWPM (dotted),
vote pooled ensembled MWPM (circles), and TNML decoding
(dashed). There is a relatively small difference between the most-
likely error decoder and the TNML decoder, and this difference is
small at larger ensemble sizes. This is explained by the ensembled
decoder accounting for degeneracy.

performance—see Fig. 2. As most-likely error pooling is
aimed at finding the most-likely error hypothesis, this
suggests that, in the surface code, most of the benefit of
harmonization stems from better utilizing correlations
rather than accounting for degeneracy. We observe, in
Fig. 5, that ensembled MWPM nearly bridges the accuracy
gap between correlated MWPM and TNML decoding in
this simplified error model.
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FIG. 5. Decoding phenomenological noise in the surface code

at p = 0.04. At each distance, there are three lines: correlated
MWPM (dotted), most-likely error pooled ensembled MWPM
(circles), and TNML (dashed). Maximum-likelihood pooled
MWPM is nearly as accurate as TNML once the ensemble size
is large. As the distance increases, the gap between maximum-
likelihood pooled MWPM and TNML increases slightly.

Finally, having established that ensembled MWPM can
achieve near maximum-likelihood performance, we study
Harmony using full circuit-level noise in the surface code—
see Fig. 6 (and also, the Appendix for additional data
scanning over different error rates). We find that a manage-
able ensemble size of 100 or so is more than sufficient to
saturate most of the benefit achieved through ensembling,
while an ensemble size of only three is sufficient to surpass
correlated MWPM. Of course, while ensembling is embar-
rassingly parallelizable, running 100 decoders in parallel
would significantly increase the hardware cost of decoding.
However, a layered decoding scheme can reap most of the
benefit while minimizing the overall cost.

Confidence rates and layered decoding—Empirically,
we observe that a low degree of consensus among decoders
in the ensemble can suggest a particular decoding task is
“high risk.” Therefore, the fraction of decoders that vote
with the majority can be used as a confidence score for the
decoding. In a try-until-success protocol, e.g., in certain
magic state preparation routines, we could simply restart
whenever the confidence of decoding is unacceptably low.
For general computation, we cannot afford to start from
scratch every time the ensemble has low confidence.
Therefore, we consider an alternative use for the confidence
scores: layered decoding. In a layered decoding scheme, a
lighter-weight first-pass decoder layer handles all decoding
for a majority of the shots, only passing “difficult” shots
where it is not sufficiently confident in its prediction to a
slower but more accurate second-pass decoding layer.

We consider a simple two-pass scheme in which an
ensemble of N; decoders is used in the first pass, and it
activates the second pass only when the confidence is less
than 100% (i.e., if there is any dissent among the decoders).
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FIG. 6. Decoding circuit-level noise in the surface code at
p = 0.004. At each distance, there are three lines: uncorrelated
MWPM (dotted), correlated MWPM (dashed), and most-likely
error pooled ensembled MWPM (circles). The relative improve-
ment grows with code distance.
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FIG. 7. The improvement in logical error per round versus the

overhead cost factor for a one-pass nonlayered decoding scheme
(dotted line) and a two-pass layered decoding scheme (solid line)
for circuit-level noise in the surface code at p = 0.004. The first
pass is a Harmony ensemble of size N, (varying) and the second
pass decoding is given by a most-likely error pooled Harmony
ensemble of size N, = 100. The second pass decoding is only
executed when the first pass ensemble fails to yield a consensus
prediction, which happens with some probability called the
“trigger rate.” The horizontal axis is the expected number of
decoding instances per shot, which increases with N because
both the first pass ensemble size is larger and because the trigger
rate increases due to a higher probability of a dissenting member
in the larger first pass ensemble. Layered decoding achieves the
accuracy of a much larger ensemble without significant amortized
overhead.

The improvement factor in logical error rate and the
overhead are shown in Fig. 7. The results show that we
saturate almost all of the improvement in logical error rate
with N = 4. For lower error rates, the amortized overhead
cost per shot is very close to N, since the first pass
ensemble almost always reaches a unanimous decision. We
note that one could also use the complementary gap [21] to
flag high-risk cases in the first pass. We leave comparing
these methods to future work.

Conclusion—We introduced harmonization as a simple
and effective form of ensembling for decoders. We showed
that harmonization gives near-optimal logical error rates for
the repetition code and the surface code by benchmarking
against TNML decoding. The main improvement of
ensembling comes from degeneracy for the case of the
repetition code and from better use of correlations for the
case of the surface code. Moreover, the degree of consensus
among the ensemble gives a confidence score that can be
exploited to significantly reduce the amortized overhead of
ensembling in a layered decoding scheme. This suggests
that harmonization is a promising path to efficiently reduce
the logical error rate of real-time decoders. While we have

focused on MWPM in surface codes, many exciting
avenues remain, and we expect these techniques could
greatly improve other decoders and codes.
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End Matter

Appendix A: Generating circuits—We use circuit
generation features of Stim [19] to create noisy circuits.
With circuit-level noise, these are similar but slightly
different to “standard” circuit-level depolarizing models.
They aggregate measure and reset error into a single
error, do not include idling error, and add a depolarizing
channel before each cycle of error correction. These
circuits can be reproduced using the following Stim
commands. For circuit-level noise in the repetition code

stimgen \

--code repetition code \

- -task memory \

--distance $distance var \

--rounds S$rounds_var \
--before round data depolarization $p var\
- -before measure flip probability Sp var \
- -after reset flip probability $p var \

- -after clifford depolarization $p_ var

This corresponds to the standard circuit-level noise
model in the repetition code, compiled with controlled
NOT (CNOT) gates, and without idle error, but does include
an idle error layer between rounds of error correction.

For phenomenological noise in the surface code

stim gen \

--code surface code \

- -task rotated memory z \

--distance $distance var \

--rounds_ Srounds_var \

- -before round data depolarization $p var \
--before measure flip probability \

$ (echo “2*$p var/3” | bc -1)

Note the 2p/3 probability for the measurement error.
This is chosen so that each individual X- or Z-type error
graph has uniform edge weights when treating Y-type
errors as independent X- or Z-type errors. This matches the
usual (uncorrelated) phenomenological decoding of a
cubic error graph. Finally, for circuit-level noise in the
surface code

stim gen \

--code surface code \

--task rotated memory z \

--distance $distance var \
--rounds_Srounds_var \

--before round data depolarization Sp var\
--before measure flip probability $p var \
--after reset flip probability $p var \

--after clifford depolarization $p var

This corresponds to the standard circuit-level noise
model in the surface code, again compiled with cNoOT
gates and, again, without idle error, but does include an idle
error layer between rounds of error correction.

Simulations for the repetition code and circuit-level
noise in the surface code use 2d rounds. For phenomeno-
logical noise in the surface code, we use d rounds to keep
the simulations more manageable for TNML decoding.

Appendix B: Maximum-likelihood decoding with
tensor networks—We benchmark the results shown in the
main text against an (approximate) maximum-likelihood
decoder. There are several proposed implementations for a
circuit-level tensor network decoder, including maximum-
likelihood decoding of the circuit history code [17].
However, instead, we use the tensor network maximum-
likelihood decoder developed for the experiments of [9].
This decoder accepts, as input, any error model that can
be expressed as an error hypergraph, as well as a list of
detection events, and outputs the likelihood that the local
observable either changed parity or not conditioned on
the observed detection events. In this Appendix we
describe our TNML decoder.

The error hypergraph—An error hypergraph can be
represented as a bipartite (Tanner) graph where one subset
of nodes (A) represents the error mechanisms contained in
the model and the other subset of nodes (B) represents the
union of all detectors and logical operators. For each error
mechanism, of independent probability p; we have a
binary variable e; that denotes whether the error is present
(1) or not (0). Similarly, for each detector, we have a binary
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variable d; denoting whether the detection event is present
or not. Finally, during a memory experiment each logical
operator might change value (flip), a process that is also
represented by a binary variable [,. As an example,
consider the following error hypergraph, arising from a
distance-three surface code over a single round and with a
single logical observable

The connectivity of the error hypergraph represents the
relation between an error configuration (bit string over A)
and the detection event and logical operator configuration
(bit string over B): given an error configuration over A,
the value of a variable on B is given by the parity of the
variables on A incident on it. In other words, both the

detector configuration d and the logical observable con-
figuration 1 are functions of the error configuration: d=
f(2) and = §(Z). The following is an example error
configuration over the error hypergraph of (B1):

(B2)

The probability of an error configuration € = {¢;}; is
equal to

Pr(@) = [ Lo (1= ', (B3)

i.e., each error that is present contributes a factor p; and
each error that is not present contributes a factor (1 — p;).

A tensor network for decoding—The goal of a decoder is
to infer which value of the logical observable(s) is most-
likely conditioned on a particular configuration of detection
events (detector configuration) observed in an experiment.

We denote this likelihood by L(I|d). The most-likely value

of 7 is then chosen as the most plausible logical observable
configuration. Formally, the likelihood is computed as

L(l|d) « >

& [f(@)=dIAl§(@)=1]

Pr(2) (B4)

i.e., as the sum of the probabilities of all error configura-
tions compatible with the observed detection event con-
figuration and a specific logical observable configuration.
In the case of having a single logical observable [, the
inferred value is equal to 1 if L(l, = O|Zi) <L(ly= 1|:i)
and 0, otherwise.

It is possible to evaluate the sum in Eq. (B4) by
contracting a tensor network. This tensor network has
the same topology as the error hypergraph. Each node
corresponding to an error mechanism e; with associated
probability p; can be regarded as a tensor of the form

Qo
al_ Pi if()é():alz...:].
= 1—]97; ifa0:a1: =0 (BS)
0 otherwise

i.e., a Kronecker delta (also known as a copy tensor)
weighted with the values p; and 1-— p;. Each node
corresponding to a detector d; can be regarded as a tensor
of the form

)1

o

i.e., a tensor that enforces even parity over the union of the
errors incident on the detector and the detection event
variable itself, d;. Each logical operator is also substituted
by a tensor of the form of Eq. (B6), enforcing even parity
over the errors incident to it and the logical operator
variable [;. For example, the error hypergraph in (B1)
results in the tensor network

ay
Qo
a3

: ifOé0+Oél+...

if(10+011+... Odd

even

(B6)
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L(zo\cf) -

Given a detection event configuration d, one can project all
indices d; to their corresponding value. For each value of
lo =0, 1, the contraction of the tensor network yields

a scalar equal to L(lo|d). Alternatively, after projecting
all d;, one can leave the [, index open (not projected), in
which case the contraction of the tensor network yields a
vector with two entries, L(ly = O0|d) and L(l, = 1|d).
Then, we can compare both likelihoods to make a decoding
decision.

Understanding why the contraction of the tensor of
Eq. (B7) yields the claimed value is relatively straightfor-
ward. To start with, the contraction of a tensor network
is equal to the sum over all configurations of its indices
(all binary in our case) of the product of the tensor entries
corresponding to each index configuration. Our tensor
network has two types of tensors. The first one corresponds
to each error mechanism and its tensor entries yield O unless
all indices incident on it are equal, resulting in only two

contributing configurations. If they are all equal to 1, then
the error is considered present and the tensor contributes a
factor p,. If they are all equal to 0O, then the error is not
present and the tensor contributes a factor (1 — p;). The
other type of tensor is parity tensors. For each of these,
if the incident detection event is present (1), then the
remaining indices have to add up to odd parity, or else the
tensor will contribute with a factor of 0. If the incident
detection event is not present (0), then the remaining
indices have to have even parity, or else the tensor will
contribute with a 0. This imposes the constraint that the
errors incident to each detector must be consistent with the
presence or absence of a detection event. This logic applies
identically to the logical observables. In turn, the contrac-
tion of the tensor network yields the sum of all products of
factors p; (error present) and (1 — p;) (error not present) for
all configurations of errors that are compatible with the
observed detection event configuration and logical observ-
ables, exactly as in Eq. (B4).

In practice, contracting the tensor network of Eq. (B7)
can be challenging. The computational cost of a tensor
network contraction is dominated by a factor that is
exponential in the tree width of its line graph, a property
that is related to the topology of the tensor network, or the
error hypergraph in our case. For a surface code, the cost
of the tensor network contraction scales exponentially in
O[min(d?, ¢ - dr)], where d is the distance of the surface
code, r is the number of rounds, and c¢ is some positive
scalar (which roughly converts “time” or “round” units into
spatial units). This makes exact tensor network contraction
decoding of distance > 5 surface codes impractical. We
have to resort to an approximate contraction of the tensor
network which, when converged, is just as accurate. For
further details of this approximation procedure, please refer
to the Supplemental Material [22].
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