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24 quai Ernest Ansermet, 1211 Genève 4, Switzerland
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Precise neutrino energy reconstruction is essential for next-generation long-baseline oscillation
experiments, yet current methods remain limited by large uncertainties in neutrino-nucleus interaction
modeling. Even so, it is well established that different interaction channels produce systematically
varying amounts of missing energy and therefore yield different reconstruction performance–information
that standard calorimetric approaches do not exploit. We introduce a strategy that incorporates
this structure by classifying events according to their underlying interaction type prior to energy
reconstruction. Using supervised machine-learning techniques trained on labeled generator events, we
leverage intrinsic kinematic differences among quasielastic scattering, meson-exchange current,
resonance production, and deep-inelastic scattering processes. A cross-generator testing framework
demonstrates that this classification approach is robust to microphysics mismodeling and, when
applied to a simulated DUNE νμ disappearance analysis, yields improved accuracy and sensitivity
at the 10%–20% level. These results highlight a practical path toward reducing reconstruction-driven
systematics in future oscillation measurements.
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I. INTRODUCTION

Next-generation long-baseline neutrino oscillation
experiments like DUNE and Hyper-Kamiokande aim to
discover leptonic CP violation, measure neutrino mass
ordering, and probe physics beyond the Standard Model.
Unprecedented experimental precision is required to
achieve these goals. Consequently, systematic uncertainties
must be controlled to a much more stringent level than
previously [1,2].
A dominant source of systematic uncertainties is related

to neutrino energy reconstruction. Since neutrinos are
electrically neutral, they cannot be directly detected;
instead, the incident neutrino energy must be inferred from

the kinematic properties of charged particles produced in
neutrino-nucleus interactions [3].
Experiments with multi-GeV beam energies, such

as NuMI Off-axis νe Appearance experiment (NOvA)
and DUNE, employ a calorimetric energy reconstruction
strategy [1,4]. This method operates on the principle of
energy conservation: the incoming neutrino energy is
reconstructed by summing the measured energies of all
detected final-state particles produced in the interaction.
However, this initial sum systematically underestimates
the true neutrino energy due to several factors: energy
bound in the mother nucleus, undetected neutral particles
such as neutrons, and charged particles with energies below
detector thresholds. To account for these missing-energy
contributions, correction factors derived from event gen-
erator simulations of neutrino-nucleus interactions are
applied to the measured visible energy. The accuracy
of these corrections depends critically on the precision
of the underlying cross-section models used in event
generators [3,5–7].
Due to the lack of scale separation between GeV

neutrinos and the QCD energy scale that dictates nuclear
physics dynamics, the theoretical computation of such
neutrino-nucleus cross-sections is challenging [8–10].
These interactions transferQ2 ∼ 1–10 GeV2 to the nucleus,
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exciting a variety of hadronic degrees of freedom including
nucleons, baryonic resonances, and partons [11–21].
Neutrino event generators attempt to model these dynamics
by relying on a combination of models, each of which is
designed to handle the appropriate hadronic degrees of
freedom in the corresponding region of the collision phase
space [22–27]. Quasielastic scattering (QE) treats the
neutrino as interacting with entire nucleons. Resonance
production (RES) accounts for neutrino interactions excit-
ing baryonic resonances. Deep-inelastic scattering (DIS)
treats the nuclei at the partonic level. Finally, since
neutrino-nucleus scattering occurs within a nuclear
medium, there is the possibility that correlated nucleon
pairs are excited through meson-exchange currents (MEC).
While not an exhaustive listing, these four mechanisms
are presently considered as the dominant set relevant for
accelerator neutrino experiments. Each of these models for
neutrino-nucleus interactions can intuitively be associated
to a reasonably well-defined energy transfer regime.
Nevertheless, there is typically significant overlap between
them, leading to theoretical and ultimately experimental
uncertainties.
Given these theoretical complexities, numerous efforts

have focused on mitigating the impact of reconstruction
errors through refined analysis techniques. These
approaches can be broadly categorized into two strategies.
The first strategy aims to improve the reconstruction
algorithm itself. For instance, several groups have explored
using convolutional neural networks to improve neutrino
energy reconstruction, leveraging their ability to identify
complex patterns in detector data that correlate with true
energy [28–32]. A second, more conceptually intuitive
strategy involves classifying events to account for
reconstruction differences. A pioneering example of this
was developed by the NOvA collaboration in Refs. [33,34],
whose analysis divided their event sample into four
quartiles after reconstruction based on each event’s esti-
mated energy resolution quality, and thereby improving
precision in oscillation analyses.
In this paper, we introduce a new classification strategy to

improve oscillation analyses: classifying events using their
intrinsic kinematic properties rather than reconstruction-
dependent metrics. Our approach leverages the inherent
kinematic differences between interaction types. For exam-
ple, QE events typically have less missing energy and can be
reconstructed well, whereas DIS events have significant
missing energy and worse resolution. Standard calorimetric
methods treat all events homogeneously and are thus prone
to conflating systematic uncertainties associated with energy
reconstruction. To overcome this, we classify events accord-
ing to their underlying interaction type prior to energy
reconstruction, and then employ an analysis strategy that
treats these classes separately.
To classify neutrino events, we use supervised machine

learning (ML) techniques, which require correct

interaction-type labels for training. This information is
unavailable for real-world experimental data; event classi-
fiers must thus be trained on event-generator data where the
interaction type for each event is known. This raises the
concern that the classifier will learn generator-specific traits
as opposed to generic features of the kinematics resulting
from the microphysics of the different interactions. We
assess this directly using mock data from multiple gen-
erators, with one generator simulating the role of exper-
imental data in the analysis—except with labels that can be
used to quantify how well the classifier generalizes. In this
testing framework, we are able to demonstrate an approach
that is robust against microphysics mismodeling and is thus
suitable for application to experimental data.
To estimate the impact of our method on a neutrino

oscillation measurement, we simulate a toy DUNE νμ → νμ
disappearance analysis. We compare analyses performed
with and without event classification to quantify the
improvement, and we use either the same or different
generators for the fit and mock experimental data to study
the effects of microphysics mismodeling. We find encour-
aging improvements in the sensitivities and accuracies
of atmospheric oscillation parameters. Furthermore, the
improvements are robust against interaction mismodeling,
demonstrating the method’s potential for real-world exper-
imental applications.
The remainder of this paper is organized as follows.

In Sec. II, we discuss the physics of neutrino-nucleus
interactions and how different event types lead to different
neutrino energy resolution. In Sec. III, we describe the
classification framework for identifying neutrino interac-
tion types based on final-state observables, and examine its
dependence on generator modeling. In Sec. IV, we integrate
the classified events into a simplified oscillation analysis
to evaluate the improvement on oscillation measurements.
We conclude in Sec. V with a discussion of the broader
implications for event selection, cross-section tuning, and
systematic uncertainty reduction in future experiments.

II. NEUTRINO-NUCLEUS INTERACTIONS
AND THEIR INTERPLAY WITH NEUTRINO

ENERGY MEASUREMENT

This Section describes the underlying physics that
causes different neutrino interaction types to exhibit distinct
energy resolution characteristics. As our focus is on DUNE,
we center the discussion on the liquid argon time projection
chamber (LArTPC) technology. We also detail how we
simulate neutrino interactions in a LArTPC.

A. Neutrino-nucleus interactions

Throughout this work, we simulate neutrino interactions
using two open-source event generators: Genie version
3.04.00 with the G18_02a_00_000 tune [22,35] and
NuWro version 21.09.2 [25]. Since our mock analysis is for
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DUNE, we use the DUNE νμ flux spectrum [36] for event
generation. Below, we outline the modeling of neutrino-
nucleus interactions and the definition of interaction types
in these generators, and note important caveats.
In the neutrino beam energy range of 0.5–5 GeV,

neutrino-nucleus cross sections can typically be modeled
using the “impulse approximation,” where the nucleus
is treated as a collection of independent nucleons [14,37].
The interaction can be understood as follows: first, in the
primary interaction, a neutrino interacts with a nucleon in
the nucleus. Then, the resulting outgoing particles propa-
gate and undergo final-state interactions until they exit
the nucleus.
In the impulse approximation as implemented in Genie and

NuWro, the primary interaction comprises several distinct
channels, illustrated in Fig. 1. In QE interactions, a neutrino
scatters off a single nucleon, producing a lepton and a
nucleon: νln → lp for neutrinos and ν̄lp → ln for anti-
neutrinos [38]. Neutrino scattering off a nucleon can also
produce baryonic resonances (RES). In these events, an on-
shell baryon is produced that subsequently decays, typically
to a nucleon and a meson, e.g., νln → lΔþ followed by
Δþ → nπþ [12]. Given sufficiently high energy transfer, the
neutrino resolves substructure in the nucleon, and interacts
directly with partons (DIS) [13]. These events typically yield
multiple pions. Finally, the neutrino can sometimes interact
with a tightly bound nucleon pair rather than a single
nucleon (MEC), e.g., νlnn → lpn [39].
The above are primary interaction types, each of which

yields a predictable final state. In principle, this would allow
straightforward categorization of the interaction types.

However, the particles produced from primary interactions
subsequently traverse and exit the nucleus, undergoing final-
state interactions in the process. These secondary inter-
actions can lead to rescattering, further energy loss, and
particle absorption or production. This results in a nontrivial
mapping from final state back onto the primary interaction
type, complicating the categorization.
Note that event generators include an additional inter-

action type: coherent pion production, in which a neutrino
elastically scatters off the entire nucleus, producing a pion
but leaving the nucleus in its ground state, νlA → lπþA
[40]. We exclude this channel in our analysis because it
constitutes a subdominant contribution—accounting for
0.3% of events in Genie and 0.9% in NuWro.
In addition, note that interaction types are treated as

distinct in event generators, with their cross sections
summed to obtain the total. In nature, however, such a
clean separation of phase space may not exist. For example,
high-mass resonance production and DIS appear intrinsi-
cally linked [41–45]. Nevertheless, as we demonstrate
below, event generator labels can be employed as a
practical tool to differentiate events with different charac-
teristic dynamics.

B. Neutrino energy measurement

A complete reconstruction analysis would require a
full detector simulation, which is beyond the scope of
this work. Instead, we adopt a simplified approach to
model the detector response: after generating the final-
state particles from the neutrino-nucleus interaction, we
approximate their propagation and detection in a LArTPC
by applying detection thresholds, energy smearing, and
angular smearing.
First, we take the magnitude of the momentum of each

particle and smear it randomly according to a Gaussian
with fractional width σp. We recalculate the energy of the
particle using the dispersion relation. If the kinetic energy
of a particle is below the threshold Kth, we assume the
particle is not reconstructed and remove it from the event.
Finally, we smear the direction of each visible particle: we
perform a polar rotation with respect to its momentum axis
following a random Gaussian distribution with width given
by the angular resolution σθ, and then we randomize the
azimuthal angle (still with respect to the original momen-
tum direction) using a flat ½0; 2π� prior. Table I summarizes
the threshold and resolution values used in this work. Most
values are taken from Ref. [46].

FIG. 1. Neutrino event spectrum in the DUNE near detector
split according to interaction type. QE, RES, DIS, and MEC are
shown from top to bottom in each panel. We focus on neutrino
energies relevant to oscillation physics.

TABLE I. Kinetic energy threshold and angular resolution
values adopted in this work.

Particle Kth σp σθ

e, μ, γ 30 MeV 2% 2°
p; π�; K� 100 MeV 30% 5°
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In the following, we outline the physical motivations for
these thresholds and smearing parameters and justify the
specific input values adopted in our model. Our discussion
is guided by the concept of missing energy—the portion
of the initial neutrino energy that is not detectable in the
final-state particles—which is crucial for understanding
the quality of calorimetric energy reconstruction [3,47]. We
focus on the sources of this missing energy in a LArTPC,
emphasizing fundamental theoretical limitations over prac-
tical detector effects like particle contamination.
Following a neutrino-nucleus interaction, most of

the neutrino energy is typically carried by the outgoing
lepton—a muon in the case of νμ interactions. These muons
produce long, straight tracks in the detector and can be
reconstructed relatively well [1,48]. The remaining energy
is distributed among the outgoing hadrons and contributes
to nuclear binding energy release—a source of missing
energy.
Among the outgoing hadrons, neutrons present a unique

reconstruction challenge. Neutron-argon interactions can
produce visible secondary particles such as protons or
photons. However, these secondaries often appear as
isolated energy deposits rather than clear tracks, making
them difficult to reliably associate with the primary
interaction vertex. Despite these complications, neutron
reconstruction is an active research area [49–54]. In this
analysis, we adopt a conservative approach and treat all
neutron energy as missing.
Additional neutral particles like photons and π0 can also

be produced. Unlike neutrons, these are readily detectable
as they produce electromagnetic showers that can be
reconstructed with high precision. Charged hadrons
have the poorest energy resolution among detectable
particles. This is primarily because they undergo reinter-
actions in the detector medium, producing further
hadrons—including neutrons—and additional subthresh-
old particles. We therefore assume a 30% energy reso-
lution and a detection threshold of 100 MeV for protons
and charged pions [46,47,55].
These considerations imply that the accuracy of the

reconstructed energy will vary substantially across
interaction types. Figure 2 shows the fraction of missing
energy, defined as 1 − Ecal=Eν, as a function of neutrino
energy Eν.

1 The calorimetric energy is defined as

Ecal ¼ El þ Emesons þ Eγ þ Kp; ð1Þ

where the first three terms are the total energy of charged
leptons, detector-stable mesons, and photons, while the last
term is the kinetic energy of protons. The four dominant

interaction types are shown separately, for both generators
we study. Genie typically estimates a higher missing energy
than NuWro. However, both consistently predict a signifi-
cant difference between the events with the most missing
energy (DIS) and those with the least (QE). Note also the
clear separation in missing energy between soft processes
(QE and MEC) and hard processes (RES and DIS).

III. CLASSIFICATION

In this Section, we describe the strategy and implemen-
tation of the machine learning–based event classification
framework. The primary goal is to assess whether super-
vised learning algorithms, when applied to simulated
neutrino events produced by Monte Carlo generators,
can identify physically meaningful features corresponding
to distinct interaction mechanisms. As an initial test
bed, we consider a simple binary classification task—
distinguishing QE, our hypothetical signal, from MEC,
our putative background. Subsequently, we extend to the
four-way classification of separating QE, MEC, RES, and
DIS events in a dataset.
Generalizability between different datasets is neces-

sary to apply the method to real experimental data, for
which labels from an exact model will not be available.
To evaluate whether classifiers are inadvertently learning
generator-specific artifacts as opposed to meaningful
physics, we train using data from one generator and test
them on events from the other. This has the advantage that
the simulated data we test on carries truth labels that
allow us to assess how well the classifier has generalized.
Good generalization would be an indicator that when the

FIG. 2. Fraction of missing energy for DUNE near detector
events as a function of true neutrino energy. Different colors refer
to the type of interaction, whereas Genie and NuWro results are
distinguished via solid and dashed lines. Note that the DIS cross
section is negligible below 1 GeV.

1The neutrino energy spectra in Figs. 1 and 2 are shown up to
6 GeV, as the DUNE flux is negligibly small beyond this energy.
The oscillation analysis nonetheless extends to 10 GeV in
calorimetric energy to ensure completeness.
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classifier is used on real data without labels, we can be
confident that the classification is driven by the under-
lying physics.

A. Problem setup and ML details

For each of Genie and NuWro, we simulate approximately
107 neutrino events. Labels (QE, MEC, RES, DIS) are
assigned to each event according to the underlying inter-
action type as specified by the generator. This ensures a
dataset that is sufficiently large for the training of the
interaction-type classifier, and is representative of the full
range of possible final-state particle multiplicities. Each
dataset is split into training ð70%Þ and testing ð30%Þ
subsets, using stratified sampling to preserve class balance.
The varying number of final-state particles in each event

poses a challenge for architecture design: each event
corresponds to an input vector of a different dimension
encoding the kinematics of the variable number of final-
state particles. To overcome this obstacle, we take the
approach of computing statistical summaries of each event,
and use these as fixed-size input vectors. For each event we
compute the mean and standard deviation of mass, energy,
and momenta in each spatial direction, over all particles in
the event.2 In addition, we include as input the number
of particles per event, as well as the mean and standard
deviation of each particle’s contribution to the calorimetric
energy of the event, i.e., the kinetic energy of any protons
and total energy of any leptons and mesons.
The dimension of the output vector of a classifier

model corresponds to the number of classes in the problem.
In this work, we consider binary classifier architectures
which discriminate between two labels and thus have two
output channels. The output values are conventionally
normalized to sum to one, thus admitting interpretation
as class probabilities. In the case of QE/MEC classification
described in the next Subsection, the binary classification
is between two distinct interaction types. In Sec. III C,
we extend these binary classifiers to multiple interaction
types by employing a “one-vs-rest” strategy, described in
detail below.
With the shape of the inputs and outputs defined, all that

remains is to choose the model architecture and training
scheme. For all tasks, we use a multilayer perception, i.e., a
fully connected neural network (NN) [56,57] implemented
using the Scikit-Learn library [58]. We use the default
setup for MLPClassifier with the only changes being
the NN architecture, consisting of two fully connected
hidden layers with 64 and 32 neurons, respectively, and a
training of 500 iterations. Training is performed by opti-
mizing the binary cross-entropy loss using the Adam
optimizer [59]. Separate models are constructed and trained
for each classification task discussed below.

B. QE vs MEC

For an initial exploration of this approach, we first build
a classifier to distinguish between QE and MEC events,
motivated by the current T2K oscillation analysis and
MicroBooNE low-energy excess searches [60,61]. Due
to the low beam energy, T2K event samples are dominated
by QE events, which provide clear kinematic reconstruction
information. On the other hand, MEC events act as a
contaminating background that degrades the energy
reconstruction. In addition to being motivated by experi-
ment, this simple exercise serves to establish notation and
conventions for the more complex multiclass case dis-
cussed below. For this task, we restrict data to events with
only QE or MEC interaction types.
For all binary classification tasks in this manuscript,

we designate one class as the signal and the other as
the background. A binary classifier produces a two-
dimensional output ½1 − psignal; psignal�, which can be inter-
preted as class probabilities. After training, a fixed classifier
model still defines a continuous space of classifiers via
the choice of the threshold hyperparameter θ∈ ½0; 1�. The
threshold then defines how to assign the class label: outputs
with psignal > θ are classified as signal, and those with
psignal ≤ θ as background. Different choices of θ∈ ½0; 1�
thus define a space of classifiers interpolating between two
limiting cases: for θ ¼ 0, all events are labeled as signal;
for θ ¼ 1, all are background.
To quantify the performance of a learned classifier, we

compute the signal efficiency and background contamina-
tion as a function of the threshold hyperparameter θ. The
efficiency and contamination are defined as

Efficiency ¼ TP
TPþ FN

; ð2Þ

Contamination ¼ FP
TPþ FP

; ð3Þ

where
(i) True positives (TP) are signal events correctly

classified as signal,
(ii) False negatives (FN) are signal events incorrectly

classified as background, and
(iii) False positives (FP) are background events incor-

rectly classified as signal.
An optimal classifier should simultaneously achieve both
high signal efficiency and low background contamination
so as to capture a majority of the true signal events while
minimizing the number of background events in the signal
sample. Efficiency and contamination as a function of θ is a
similar but more experimentally relevant metric than the
standard “received operating characteristic” curve often
used to characterize classifier performance.
For comparison with learned classifiers, we define a

simple benchmark algorithm, “1μ1p,” based on kinematic
2For one-particle events, we define the standard deviation

as zero.
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cuts employed in common practice [60,61]. This algo-
rithm is: if the final state particles are exclusively a muon
and a proton, then the event is labeled QE; otherwise,
it is labeled as background (in this case, MEC). This zero-
hyperparameter algorithm gives a single value of the
efficiency and contamination for any given dataset. We
note, however, that this benchmark is intended only as a
reference for a simple classical discrimination and does
not represent a definitive standard.
Figure 3 shows the performance of the learned QE vs

MEC classifiers on each generator’s dataset. In this case,
classifiers trained and tested on NuWro generally achieve
slightly lower contamination than those using Genie data. In
both cases, some range of thresholds θ exists for which the
learned classifier outperforms the benchmark analysis in
both efficiency and contamination (i.e., where the curve is
both below and to the right of the benchmark point in
Fig. 3). However, perfect classification, i.e., 100% signal
efficiency with 0% contamination, is not achieved for
any θ with this simple setup. Further improvements of
the classifier model are conceivable.
We verify robustness against mismodeling by using

the model trained on data from one generator to classify
data from the other. Our results are shown in Fig. 4. As
expected, imperfect training data (i.e., the mismatch
between the generator used for training and testing) leads
to a degradation in classification performance. Notably,
however, this degradation is small. Comparing the results
of Fig. 4 with those of Fig. 3, we see that the differences
are minimal. This demonstrates that the classifier model is

not simply learning generator-specific event characteristics,
but is likely learning generic kinematic features associated
to each event type. Given that, as described above, the input
data consists of statistical summaries of kinematic features
of events, it is perhaps not surprising that the classifier is
not relying on spurious generator-dependent features to
determine classification. Nevertheless, the comparison
between Figs. 3 and 4 is an important validation of our
approach.

C. Multiclass classification

We now consider the more general multiclass case of
labeling each event as QE, RES, MEC, or DIS. To do so,
we build a multiclass classifier using a “one-vs-rest” (OvR)
strategy. This classification strategy consists in iteratively
designating one event type—e.g., QE—as signal, and
performing a binary classification of signal and background
until all four classes are identified. The result is four
submodels, one that identifies QE vs rest, another that
identifies RES vs rest, etc. To predict the interaction type
of an event, all four binary classifiers are queried; the truth
label is taken as the one which classifies the event as
signal with the highest confidence. Such an OvR scheme
allows defining efficiencies and contaminations as in the
binary QE/MEC classification task above. The four-class
efficiencies and contaminations enable us to quantify how
well a given event type (e.g., QE) can be discriminated
against all others.

FIG. 3. Efficiency and contamination for the classification of
QE and MEC events, assuming QE events as the signal. Results
are shown for Genie (blue) and NuWro (orange) events. The dots
indicate benchmark points obtained using the cuts defined in the
main text.

FIG. 4. Efficiency and contamination for the classification of
QE and MEC events in the generalization scheme, i.e., with the
data and model corresponding to different generators. As before,
QE events are treated as the signal. Results are shown for
Genie (blue) and NuWro (orange) samples. The dots represent
benchmark points obtained using cuts defined in the main text.
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Figure 5 compares classification performance on Genie

and NuWro events for all four OvR tasks. The classifier
performance is comparable for the two generators.
However, the classifier performs somewhat better, espe-
cially for DIS and RES event types, when training and
testing on NuWro data than on Genie data. For both
generators, classifier performance is excellent at isolating
QE, intermediate for RES and DIS, and comparatively poor
for MEC. The cause of the poor performance for MEC is
unclear, but could be due to the relatively few events
available to train the classifier and similar kinematics
with QE. We note a spike in contamination at near-zero
efficiency. As the decision threshold θ approaches 1,
corresponding to labeling almost all events as background,
only a small number of events are labeled as signal.
As a result, large statistical fluctuations dominate both
the numerator and denominator of Eqs. (2) and (3). This
behavior is a finite-statistics artifact of the extreme thresh-
old regime, and it does not affect the results of the
oscillation analysis in Sec. IV.
Figure 6 examines generalization when each set of OvR

classifiers learned on data from one generator is applied to
data from the other. Solid lines correspond to a classifier
trained on Genie data and tested on NuWro events, while
dashed lines show the converse scenario. As before,
classification of NuWro data is typically better than that
of Genie data. Nevertheless, we conclude that the classifiers
generalize well. We note that, as in Fig. 5, there is a spike in
contamination at near-zero efficiency in Fig. 6. However, it
is due to a different reason. When the classifier is trained
and tested on different generators, a systematic mismatch
between the learned decision boundary and the test dis-
tribution leads to a nonzero false positive rate at all
thresholds. As the true positive rate vanishes, this

irreducible false positive contribution causes the contami-
nation to spike, rather than the finite-statistics fluctuations
responsible for the analogous feature in Fig. 5. Again this
does not affect the following results.
Just as in the binary classification exercise of Sec. III B,

we observe that the classifier models seem to perform
according to the dataset they are tested on, rather than the
dataset from which the classifier was learned. Comparing
Fig. 6 with Fig. 5, we see that the rough shape of each curve

FIG. 5. Efficiency and contamination for Genie (left) and NuWro (right) in a multiclass classification using the one-vs-rest strategy.

FIG. 6. Efficiency and contamination in a multiclass classi-
fication using the one-vs-rest strategy. The solid/dashed lines
represent the generalization scheme where data and model
correspond to different generators.

IMPROVING NEUTRINO OSCILLATION MEASUREMENTS … PHYS. REV. D 113, 076012 (2026)

076012-7



is determined by the dataset being classified, rather than
the model. Deviations in performance between different
classifier models on the same test dataset are more
significant than in the QE vs MEC case, especially near
extremal choices of the threshold θ ¼ 0 or θ ¼ 1; how-
ever, shifts are relatively small for the intermediate values
of θ which provide good performance. As in the binary
case, this suggests that the classifier is learning generic
features of the kinematics of each interaction type, rather
than unphysical features of the generator models. This
capacity for generalization is a necessary precondition for
applying these methods to real experimental data where
true interaction type labels are not available. In the next
Section, we simulate such an application to an oscillation
analysis at DUNE.

IV. OSCILLATION ANALYSIS

We turn now to examining how beneficial our classifier
can be for neutrino oscillation parameter estimation. As
discussed in Sec. II, different interaction types have differ-
ent characteristic mechanisms for energy loss. These lead
to different neutrino energy reconstructions—i.e., different
maps from the energy of the neutrino to the distribution
of energies observed when that neutrino interacts with a
nucleus. Accurate constraints of neutrino oscillation param-
eters require this mapping to be well characterized.
However, these effects depend on nuclear physics, and
instead must be modeled. Because truth labels are not
available on real-world experimental data, it is difficult to
separately constrain the systematics for each interaction
type. We demonstrate that using a learned classifier to
(approximately) separate (mock) experimental data on
interaction types provides useful additional constraints
on these systematics, sufficient to enable a more accurate
oscillation analysis.
To investigate, we conduct a toy analysis of DUNE’s

sensitivity to two key oscillation parameters, sin2ð2θ23Þ
and Δm2

31. For the mock data used as a proxy for
experimental measurements, we assume sin2θ23 ¼ 0.45
and Δm2

31 ¼ 2.4 × 10−3 eV2. We simulate an exposure
of 480 kton-MW-years in neutrino mode (corresponding
to, e.g., 10 years of DUNE running with a 40 kton detector
fiducial mass and a beam power of 1.2 MW). The analysis
considers only νμ disappearance data and ignores back-
grounds, as they are negligible for this channel. We employ
an analysis based on bins in calorimetric energy, see
Eq. (1), from 0.1 to 10 GeV, using 200 MeV bins below
5 GeV and 500 MeV bins for higher energies.
We apply the learned classifier to each event to assign

class labels A. In more detail, each event is assigned to
the class for which the corresponding one-vs-rest binary
classifier returns the highest signal probability, partitioning
the event sample into four disjoint subsets that are inde-
pendently binned in calorimetric energy. The result is a set

of event counts NA
j corresponding to the number of events

in the calorimetric energy bin j labeled as belonging to
class A. To estimate the impact of the classifier on
oscillation measurements, we consider three types of
uncertainties: overall normalization, spectral tilt, and
energy scale. We implement these uncertainties as pull
parameters (xA, yA, and ΔEA) in a χ2 test statistic. The
normalization and tilt are applied as

N̄A
j ¼

�
1þ xA þ yA

�
1 −

2j
nbins

��
NA

j : ð4Þ

The energy scale uncertainties bias the calorimetric ener-
gies in each class independently by a constant given by the
pull parameter ΔEA, redistributing events in reconstructed
energy bins. They are implemented as

N A
j ¼

�
1−

����ΔE
A

ΔEj

����
�
N̄A

j þ

8>><
>>:

��� ΔEA

ΔEjþ1

���N̄A
jþ1; ΔEA < 0��� ΔEA

ΔEj−1

���N̄A
j−1; ΔEA > 0

ð5Þ

where ΔEj is the width of bin j. In the fitting, we restrict
jΔEAj ≤ 200 MeV, the minimum bin width employed,
thereby only allowing mixing between nearest-neighbor
bins. For the left- or rightmost bins, events are simply lost
when shifted outside the range. In total, we have 12
uncertainties encoded as pull parameters.
Oscillated events from the generator chosen for the

mock-data are binned to form the data, DA
j , after first

applying the classifier to assign class labels A. The χ2 test
statistic for the classifier case then reads

χ2class ¼
Xclass
A

Xbins
j

ðDA
j −N A

j Þ2
N A

j
þ priors; ð6Þ

where DA
j is the mock data in calorimetric energy bin j

and class A, N A
j is the modeled number of events after

uncertainties, and “priors” are simply Gaussian priors of the
form ðxA=σAx Þ2. We assume 5% priors for all normalization
and tilt uncertainties, plus 100 MeV priors on the energy
scale uncertainties, with no class dependence.
For the purpose of comparison, we use the same para-

metrization of uncertainties as in the “no classifier” fit, but
applied in combination independent of interaction label as

χ2no class ¼
Xbins
j

ðDj −N jÞ2
N j

þ priors; ð7Þ

where Dj is the mock data in calorimetric energy bin j
without any class labels, and N j ≡P

int
A N A

j where the
class labels are defined from the true interaction labels
(QE, MEC, RES, and DIS) taken from the generator used
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for the fit data, rather than from a classifier model. Note that
labels are not required for the experimental (mock) data,
only the fit data.
Before proceeding to results, we caution that the sensi-

tivities presented here are derived from a mock analysis
designed to isolate the effect of event classification.
Consequently, while our “no classifier” baseline is quali-
tatively similar to the DUNE nominal sensitivity, a direct
quantitative comparison is not appropriate due to
differences in the treatment of systematic uncertainties
and analysis complexity. Therefore, the primary focus
should be on the relative improvement gained by imple-
menting our classifier, which demonstrates the method’s
potential to enhance future precision measurements.
Figure 7 summarizes the results for the four different

possible training and testing configurations. In the case
of no mismodeling, i.e., when the same generator is used
consistently throughout the analysis, the result is a
∼10%–20% reduction in uncertainties without introducing
any additional bias. Given perfect modeling of neutrino-
nucleus interactions, this approach may provide a modest
but real improvement in the precision that can be obtained
from finite experimental data. However, perfect nuclear
modeling will not be achieved in reality.
In a more realistic setting, both classifier and fit rely on

the neutrino event generator, which may not agree with
data. The crossed-generator results in Fig. 7 address this
case. In the baseline results without employing the clas-
sifier, we see that using different generators for mock data
and fitting leads to a clear bias on the estimate of the

oscillation parameters, with the true oscillation parameters
∼1–2σ away from the best-fit (i.e., the center of hollow
confidence intervals). When using Genie as mock data and
NuWro for the fit the allowed region prefers lower Δm2

31.
This is because the determination of the mass splitting is
dominated by the energy corresponding to the minimum of
oscillation. If Genie is mock data and NuWro is used for the
fit, since Genie has more missing energy (see Fig. 2), fitting
with NuWro leads to an apparent higher energy for the
oscillation minimum. This translates to a lower value of the
mass splitting. The opposite happens when NuWro is taken
for mock data and the fit is performed with Genie.
The presence of a bias when using different generators

of mock data and fit is not surprising; neutrino-nucleus
interaction mismodeling is known to introduce such biases,
which can be much more severe [7,62]. Regardless, the
tuning and the classification procedures can be carried out
independently, e.g., as in the NOvA quartile analysis [33].
We leave the exploration of the interplay between classi-
fication and tuning to future work.
The improvement from event-type classification in the

mismodeling case is clearly apparent. Significant improve-
ments in sensitivity are only apparent in one example.
However, the reduction in bias is substantial in both tests.
Only the classifier-enabled results include the true param-
eters within the 1σ region, while the standard fit does so
only at the 2σ level. This demonstrates that the approach is
not just robust against mismodeling, but that it can make
oscillation analyses more robust against mismodeling’s
biasing effects.

FIG. 7. Approximate DUNE sensitivities to atmospheric oscillation parameters with (colored) and without (lines) the classifier.
Top left: Genie is used for mock data, fit, and classifier training. Bottom left: NuWro is used for mock data and Genie for fit and classifier
training. Top right: Genie is used for mock data and NuWro for fit and classifier training. Bottom right: NuWro is used for mock data, fit,
and classifier training.
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We note that several variations of the same method have
achieved closely comparable performance:

(i) Passing different input information, e.g., adding
the number of muons, protons, pions, and baryons
per event, or, e.g., a simplified input excluding the
per-particle calorimetric energy contribution, yields
similar results in both classifier performance and
oscillation analysis results. We chose the setup for
the main text as they were marginally better than the
other options.

(ii) A simplified classification task: classifying events
into soft interactions of QE and MEC, and hard
interactions of RES and DIS. This is motivated by
the large overlap in phase space between QE and
MEC, and between RES and DIS. In addition, when
NOvA first developed their quartile techniques, they
evaluated schemes with 2, 4, 6, and 8 classes and
found that the most significant improvement came
from using two classes [34]. Our observation is
consistent with their conclusion.

(iii) The use of random forests [63,64] rather than the
multilayer perceptrons presented here. Random
forests provide better performance for smaller data-
sets, but with a larger training dataset (∼106 events)
we obtained similar results for all metrics (with NNs
marginally better).

V. CONCLUSIONS

In this work, we have explored the use of supervised
machine learning to classify neutrino events by their
underlying interaction types using only final-state kinemat-
ics. This approach is motivated by the fact that different
interaction mechanisms produce systematically different
amounts of missing energy and therefore exhibit distinct
calorimetric energy reconstruction performance. Standard
analyses do not exploit this structure, motivating the use
of classification to isolate event populations with more
uniform reconstruction behavior.
Using simulated datasets from the Genie and NuWro

generators, we showed that the resulting classifiers achieve
high efficiency and low contamination across interaction
channels. Crucially, the classifiers generalize well across
generators, indicating that they capture genuine kinematic
signatures of the underlying microphysics rather than
generator-specific artifacts. This suggests that classifier-
based event labeling is robust against modeling differences
and therefore suitable for application to real experimen-
tal data.

We integrated the classifier into a simplified DUNE νμ
disappearance analysis to quantify its impact on oscillation-
parameter determination. We find that separating event
classes yields tighter constraints on Δm2

31 and sin2ð2θ23Þ.
More importantly, event classification allowed more robust
inference of oscillation parameters in the presence of
nuclear physics mismodeling. When tested in a cross-
generator setup emulating an application to real experi-
mental data, classification lead to smaller confidence
regions and less biases, demonstrating its potential to
reduce reconstruction-driven systematic uncertainties.
Beyond the specific application considered here, the

ability to separate events by their intrinsic interaction
dynamics opens possibilities for improved cross-section
tuning, model validation, and FD/ND extrapolation in
long-baseline experiments. The method is also naturally
compatible with analyses relying on kinematic energy
reconstruction, such as those in T2K and Hyper-
Kamiokande, where identifying the underlying interaction
is an integral part of the reconstruction strategy.
Overall, our results indicate that incorporating interac-

tion-type classification into the analysis pipeline offers a
practical and robust path toward reducing systematic
uncertainties and enhancing the precision of oscillation
measurements in the high-statistics era of neutrino physics.
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