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We present a study of unbiased reconstruction of cosmic microwave background (CMB) polarization
maps from data collected by modern ground-based observatories. Atmospheric emission is a major source
of correlated noise in such experiments, complicating the recovery of faint cosmological signals. We
consider estimators that require only minimal assumptions about the properties of the unpolarized
atmospheric emission, instead exploiting hardware solutions commonly implemented in modern instru-
ments, such as pairs of orthogonal antennas in each focal plane pixel, interleaving of the antenna orientation
from pixel to pixel, and polarization signal modulation via a continuously rotating half-wave plate (HWP).
We focus on two techniques: (i) statistical downweighting of low-frequency atmospheric signals and
(ii) pair differencing (PD), which involves differencing the signals collected by two detectors in the same
focal plane pixel. We compare their performance and contrast them with the idealized case where the
atmospheric signal is perfectly known and can be cleanly subtracted. We show that PD can be derived from
the maximum likelihood principle under very general assumptions about the atmospheric signal and is
therefore optimal in terms of map sensitivity for essentially any such signal. Remarkably, in the absence of
instrumental systematics, but with reasonable variations of detector noise properties, PD yields polarized
sky maps with noise levels only slightly worse (typically a few percent) than the ideal reference case. While
the downweighting method could in principle match or surpass this performance, it requires highly accurate
models of the atmospheric signal, which are not readily available. The performance of PD will be affected
by instrumental systematics and those leaking the atmospheric signal to the difference time stream may
have particularly adverse impact. However, we expect that some of these effects, as shown in the case of
gain mismatch, are efficiently mitigated by a continuously rotating HWP and, therefore, that in the context
of modern CMB experimental setups PD could provide a competitive, numerically robust, and efficient
practical solution for CMB polarization mapmaking without the need for atmospheric modeling.
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I. INTRODUCTION

The cosmic microwave background (CMB) is a powerful
cosmological probe that has shaped our understanding of
the Universe. Measurements of its temperature anisotropies
have precisely determined the parameters of the standard
cosmological model, Λ cold dark matter (ΛCDM).
However, the next frontier in CMB research lies in the
study of its polarization anisotropies, which potentially

contain the signature of new physics. The “B-mode”
(parity-odd) component of the spin-2 polarization field is
of particular interest and a key target of current and future
surveys, such as the Simons Observatory (SO) [1] and
LiteBIRD [2]. On moderate to small angular scales, it is
generated by the gravitational lensing effect of large-scale
structure acting on the primordial CMB E-mode (parity-
even) signal. This effect has been detected by several
experiments with high significance in the last decade [3–5].
However, a large-scale primordial B-mode signal is
expected if there are significant primordial gravitational
waves in the early Universe [6]. The detection of this signal
would provide direct evidence for inflation, a period of
accelerated expansion that is believed to occur in the early
Universe, and predicts the generation of such waves, thus
opening a window on extreme high-energy physics [7–9].
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Ground-based experiments are leading the way in this
quest for primordial B modes. Current constraints from the
BICEP/Keck Collaboration have placed an upper limit on
the tensor-to-scalar ratio of r < 0.036 at 95% confidence
[10] (a reanalysis obtained r < 0.032 [11]), highlighting
the need for improved sensitivity to detect the elusive infla-
tionary B-mode signal. However, achieving constraining
measurements of large angular scales from the ground
requires overcoming key challenges, including atmospheric
contamination and ground pickup. Atmospheric fluctua-
tions introduce correlated noise that obscures the cosmo-
logical signal. Ground pickup, caused by side-lobe
response to thermal radiation from the Earth, further
complicates observations by adding an azimuth-dependent
contribution that is partially degenerate with the sky signal.
Hardware developments have been implemented to address
these challenges, which typically manifest through unpo-
larized correlated noise. Successful technologies include
dual-polarization detectors and polarization modulators
such as rotating half-wave plates (HWPs).
Because the B-mode spectrum is much smaller than both

the temperature and E-mode polarization signals, modern
experiments such as the SO deploy tens of thousands of
detectors to achieve the required sensitivity. In this context,
wemust ensure that the data reduction and analysis pipelines
are able to cope with the data volumes generated by these
large arrays of detectors, while accurately modeling noise
and systematic effects in order to extract the cosmological
information distributed over the entire dataset. Mapmaking,
which refers to the reconstruction of the sky signal from the
time-ordereddata (TOD), is a crucial step of this programand
one that represents a significant computational burden, since
it deals with the full size of the TOD.
This challenge is further amplified by the presence of

spurious signals like atmospheric emission or ground
pickup. Consequently, explicit mitigation techniques, such
as filtering and/or template deprojection performed at the
time stream level, are necessary in order to suppress
undesirable contributions. Such operations typically affect
the cosmologically relevant signal in the data, an effect that
has to be corrected for. Different approaches perform this
correction at different stages. For instance, popular “filter-
and-bin” techniques [3,12–16] do so on the power spec-
trum level. These have gained widespread popularity due to
their flexibility and numerical efficiency and the ability to
deliver unbiased angular power spectra under rather general
assumptions for currently achievable survey depths [17].
Other classes of methods attempt to apply the correction

directly on the mapmaking stage and aim to produce
unbiased maps of the sky. Various techniques of this sort
have been proposed and applied in the past, ranging from
general maximum likelihood to specialized destriping
approaches [15,18–22]. In general, they capitalize on an
appropriately designed observing strategy to break poten-
tial degeneracies between the sky signal and contaminants
[15,21]. This is the case, for instance, for contaminants that

happen to be synchronous with some well-defined instru-
mental parameters, such as telescope orientation or HWP
rotation. Such methods are in general more involved in
terms of implementation and more costly to execute than
the filter-and-bin technique. As they are based on different
assumptions and could potentially deliver more accurate
results, they remain of significant interest—an interest that
is bound to grow further once the cosmological signals that
have eluded us up to now are detected. From this per-
spective, atmospheric contamination appears particularly
insidious, as it stems from a dynamic, turbulent medium
and thus is not easy to characterize in a succinct and
sufficiently accurate manner suitable for this class of
mapmaking algorithms.
In this work, we study the fidelity and precision of

polarization maps produced by unbiased mapmaking
methods from data affected by atmospheric contamination,
explicitly taking into account typical hardware features of
modern experiments. In particular, we focus on the so-
called pair differencing technique, applied broadly in past
and present experiments; see, e.g., Refs. [12,13,23,24]. We
show that this method can be derived from maximum
likelihood considerations, requiring only a minimal set
of assumptions about the atmosphere, and discuss in
detail its impact on the sensitivity of the recovered
polarization maps obtained from modern CMB experi-
ments. This work thus complements previous studies that
focused predominantly on the differential systematic effects
that can affect it [25–29].
The paper is organized as follows. In Sec. II, we provide

a short introduction to the mapmaking formalism and
discuss specific challenges and features inherent to
ground-based experiments. In Sec. III, we compare differ-
ent methods of reconstructing the polarized part of the
signal, including the pair differencing technique. In Sec. IV,
we assess the sensitivity of the latter to the predicted
inflationary primordial B-mode signal. In Sec. V, we
discuss differential systematic effects. Finally, we summa-
rize the results and conclude in Sec. VI.

II. FORMALISM AND BACKGROUND

A. Mapmaking

1. Data model

We model the TOD d as a linear function of the sky
signal amplitudes s and additional contributions charac-
terized by amplitudes a,

d ¼ Psþ Taþ n: ð1Þ

The pointing matrix P and template matrix T encode the
response of the instrument to s and a, respectively. The
time-domain vector n represents instrumental noise, whose
average over the statistical ensemble of all possible
realizations is assumed to be zero. The Ta term typically
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describes spurious signals, such as atmospheric emission,
which may be nonstationary or strongly non-Gaussian and
therefore cannot be captured accurately by the noise model.
Other examples include “scan-synchronous” (fixed in
horizon coordinates) and “HWP-synchronous” signals,
which can typically be modeled by templates depending
on a well-defined instrumental parameter such as telescope
azimuth or HWP angle [18,21,22].
A key assumption in Eq. (1) is that relevant contributions

have a limited number of degrees of freedom, i.e., can be
described by a limited number of known templates (columns
of P and T) and corresponding amplitudes (vectors s and a).
This implies in particular that we can discretize continuous
signals (e.g., sky signal) with sufficient accuracy. For
simplicity, we take the same pixelization for all three relevant
Stokes parameters I,Q, andU. Similarly, beams are assumed
axially symmetric and the same for all three Stokes compo-
nents; therefore, they never appear explicitly here and can be
thought of as being convolved with the maps.
We also recall that for a perfect linear polarizer coupled

to a total power detector, the sky signal part of Eq. (1) takes
the explicit form [30]

ðPsÞt ¼ Ipt
þ cosð2φtÞQpt

þ sinð2φtÞUpt
; ð2Þ

where pt is the observed sky pixel (assuming no pointing
interpolation) and φt is the angle of the polarizer with
respect to the sky coordinates, both at time t. Similarly, if an
ideal HWP oriented with time-dependent angle ψ t with
respect to the instrument is used to modulate the incoming
polarization, the model instead reads [31]

ðPsÞt ¼ Ipt
þ cosð2φt þ 4ψ tÞQpt

þ sinð2φt þ 4ψ tÞUpt
:

ð3Þ

2. Maximum likelihood solution

Let us derive the general maximum likelihood (ML)
estimator ŝ of the sky signal, assuming Gaussian noise with
covariance N and a Gaussian prior on a. We may write the
corresponding negative log likelihood as

χ2 ¼ ðd − Ps − TaÞ⊤N−1ðd − Ps − TaÞ
þ ða − āÞ⊤Σ−1

a ða − āÞ; ð4Þ

where ā is the expectation value of a and Σa is the
associated covariance. The ML solution is found by
minimizing χ2 with respect to a and s. For this, it is useful
to change variables to

a0 ≡ a − ā; d0 ≡ d − Tā ð5Þ

such that minimizing the χ2 with respect to a or a0 is
equivalent and gives

â0 ¼ ðΣ−1
a þ T⊤N−1TÞ−1T⊤N−1ðd0 − PsÞ: ð6Þ

Injecting this in (4) gives

χ2 ¼ ðd0 − PsÞ⊤Z⊤N−1Zðd0 − PsÞ þ constðsÞ ð7Þ

with

Z≡ I − TðΣ−1
a þ T⊤N−1TÞ−1T⊤N−1: ð8Þ

Noticing that Z⊤N−1 ¼ N−1Z, we have the simplification

Z⊤N−1Z ¼ N−1Z2 ¼ N−1Z ð9Þ

since Z is a projector. Finally, after minimizing the χ2 with
respect to s, we find

ŝ ¼ ðP⊤N−1ZPÞ−1P⊤N−1Zðd − TāÞ: ð10Þ

If the prior is improper, i.e., Σ−1
a ¼ 0, at least for some

amplitudes, the corresponding modes are directly depro-
jected from the original data and not included in the sky
signal estimate. In this extreme case of no prior informa-
tion, N−1Z becomes the “filtering and weighting operator”
FT (cf. Refs. [21,22]),

N−1Z → FT ≡ N−1½I − TðT⊤N−1TÞ−1T⊤N−1�; ð11Þ

which filters all contributions spanned by the columns of T
(i.e., FTT ¼ 0) and weights orthogonal modes by the
inverse noise variance. This construction yields an unbiased
estimate of the sky signal in the presence of any systematic
effect if T defines a subspace rich enough to encompass
every possible manifestation of the effect. If that subspace
is not orthogonal to the sky, i.e., if there are degeneracies
between T and P, the system matrix ðP⊤FTPÞ−1 becomes
singular, and the corresponding sky modes are impossible
to distinguish from the systematic effect and cannot be
recovered [21]. Other modes are by construction unbiased
over the statistical ensemble of instrumental noise realiza-
tions. The challenge in this case is to define a sufficiently
general T that correctly captures the systematic while
keeping the number of potentially degenerate sky modes
to a minimum.
When proper priors are available, i.e., when Σ−1

a is
invertible, one can rewrite N−1Z using the Woodbury
matrix identity:

N−1Z ¼ N−1 − N−1TðΣ−1
a þ T⊤N−1TÞ−1T⊤N−1

¼ ðN þ TΣaT⊤Þ−1 ≡ Ñ−1: ð12Þ

The ML estimate now reads

ŝ ¼ ðP⊤Ñ−1PÞ−1P⊤PÑ−1ðd − TāÞ; ð13Þ
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where Ñ includes both the variance due to instrumental
noise and the systematic contribution, which is now
characterized statistically around its average. We refer to
this as the downweighting (DW) approach hereafter. This
estimator is unbiased over the ensemble of noise and
systematic effect realizations, if only the average signal,
ā, is known. In many actual applications, it is assumed to
vanish. The challenge then is to find a representation of the
total covariance Ñ that is statistically sufficient and
computationally manageable.
As emphasized earlier, our sole focus will be the

recovery of the polarization sky signal, i.e., maps of the
Q and U Stokes parameters, from the available data.
Typical datasets are composed of measurements taken by
total power detectors, hence the measured signals combine
all three Stokes parameters, I,Q, andU (neglecting circular
polarization). The relevant pointing matrix can be split into
polarized and total intensity parts, as well as the corre-
sponding sky map:

P ¼ ½PI PQU �; s ¼
�

sI
sQU

�
: ð14Þ

While we can in principle estimate the full sky map s (and
possibly drop its I component a posteriori), a somewhat
more general approach is to marginalize over the a priori
unknown total intensity part by deriving the estimators
directly for Q=U only. This is also applicable to situations
where the total intensity signal is not recoverable. The
relevant expressions can be readily obtained in the formal-
ism presented above by extending the set of templates T,

T ⟶ T 0 ¼ ½T PI �; ð15Þ

and assuming improper priors for all the extra degrees of
freedom, such that

ŝQU ¼ ðP⊤
QUN

−1Z0PQUÞ−1P⊤
QUN

−1Z0d; ð16Þ

where Z0 follows Eq. (8) with the extended templates T 0.
Lastly, we note that different choices of templates can be

used to model a given systematic effect and that this choice
may depend on the mapmaking method as well as the
specific model of the data and the details of the experiment
and its operations. We discuss this in the next section.

B. Ground-based CMB observations

1. Atmospheric emission

Ground-based telescopes have to observe the sky
through the Earth’s atmosphere. While the latter has regions
of reduced opacity in the 30–300 GHz range where the
CMB is at its brightest, even in these atmospheric windows,
there remains significant emission. This radiation increases
the optical loading of the detectors and therefore raises their

photon noise level, limiting the overall sensitivity of the
instrument. More critically, fluctuations in the water vapor
density column cause spatial and temporal variations in the
atmosphere’s brightness temperature, which introduce cor-
related noise both in time and between detectors. Those
fluctuations are typically the dominant source of low-
frequency noise for ground-based experiments [32–35]
and represent one of the primary challenges for sensitive
large-scale CMB measurements from the ground.
While atmospheric emission is slightly circularly polar-

ized due to Zeeman splitting of oxygen in the Earth’s
magnetic field, the expected linear polarized intensity is
very low [36,37]. Previous studies have set a 1% limit on
the linear polarization fraction of atmospheric emission
[34]. However, the presence of horizontally aligned ice
crystals in tropospheric clouds can generate spurious
polarized emission by scattering radiation from the ground
[38–40]. This causes significant “bursts” of horizontal
(Stokes Q < 0) polarization in the data, which manifest
as excess low-frequency noise in the TOD and are not
mitigated by polarization modulation. Possible avenues for
addressing this issue have been discussed in, e.g., Ref. [40].
We will ignore this effect in the present work. Therefore,
for the rest of the paper, we model the atmosphere as an
unpolarized signal correlated both spatially and in time.
This opens multiple avenues to mitigate its impact on the
recovered Q and U maps through combinations of appro-
priate hardware and software solutions.

2. Hardware solutions

Ground-based CMB experiments have developed spe-
cialized hardware components to allow for an efficient
detection of polarized sky signals in the presence of
correlated noise sources. These help to address the problem
of atmospheric contamination. Two key technologies have
proved particularly useful: dual-polarization detectors and
polarization modulators (notably HWPs).
Dual-polarization detectors allow us to measure both the

total power I and a linear combination of Q and U in a
single focal plane pixel thanks to two orthogonal antennas
[1,41–49]. Samples collected by orthogonal antennas can
be differenced in order to reject unpolarized signals, whose
intensity is independent of antenna orientation. This ena-
bles the reconstruction of polarized signals (antenna angle
dependent) with minimal contamination if the antennas are
close to orthogonal and also with negligible or small loss of
precision (cf. Sec. IV).
Polarization modulators perform frequency modulation

to shift the polarization signal to higher frequencies in the
TOD. With sufficiently high modulation frequency, the
signal is measured in a band where detector sensitivity is
mostly limited by photon noise rather than atmospheric
fluctuations. The most common implementation of this
technique is a continuously rotating HWP, which modu-
lates the polarization signal at four times its mechanical
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rotation frequency. HWPs have been deployed and char-
acterized for several millimeter-wave polarization experi-
ments [31,50–52]. Despite obvious advantages, they can
also introduce their own systematic effects [31,50,53],
including intensity-to-polarization leakage, modulation
efficiency variations across the bandwidth, and mechanical
vibrations. These effects require careful calibration and
modeling in the data analysis pipeline but are out of the
scope of this paper.

III. POLARIZED MAPMAKING FOR
GROUND-BASED EXPERIMENTS

We focus hereafter on unpolarized atmospheric emission
as the only relevant systematic effect and aim exclusively to
recover the polarized sky signals from the data.
For this purpose, we study and compare three approaches

corresponding to varying degrees of knowledge and
assumptions about the atmospheric signal:
(1) A minimal model where we only assume that the

atmospheric contamination is the same for both
detectors of any orthogonal pair in the focal plane
(cf. Sec. III A).

(2) A statistical model based on the downweighting
approach where we assume that the combined noise
covariance (12), accounting for both instrumental
noise and atmospheric fluctuations, can be described
as stationary over defined time intervals, with the
noise power spectral density (PSD) derived from the
TOD itself (cf. Sec. III B).

(3) An idealized case where we assume that the atmos-
pheric contribution is perfectly known. In the for-
malism of Sec. II A 2, this corresponds to Σa → 0
and a → ā, and the ML solution is simply the
standard estimate in the absence of any atmospheric
contamination, since it can be readily subtracted:

ŝideal ≡ ðP⊤N−1PÞ−1P⊤N−1datm-free: ð17Þ

While this case is unattainable in practice, it does
provide a valuable statistical benchmark.

Before going any further, we note that, in the presence of
a rotating HWP, specialized mapmaking approaches based
on explicit, “lock-in” demodulation of the data can recover
Q and U Stokes parameters efficiently (see, e.g.,
Refs. [31,50,51] for more details) by isolating the polari-
zation information from low-frequency noise in the time
streams. In principle, this method also has the advantage
that polarization can be reconstructed from individual
detectors in isolation (not relying on pairs of orthogonal
antennas), which can potentially help when dealing with
differential systematics that affect the two antennas of a pair
differently, such as beam mismatch or pointing errors.
However, the combination of the information from multiple
detectors is necessary, albeit at a later stage of the analysis,
to produce statistically optimal results. Discussions about

demodulation and its interaction with multiple detectors
can be found in Refs. [54,55].
In this work, we consider an alternative approach and do

not assume any data preprocessing. Instead, an effective
demodulation is only performed as an integral part of the
mapmaking procedure, as encoded in the pointing matrix,
Eqs. (2) and (3), and thus its impact on the sky signal is
correctly included and corrected for. This also allows us to
use the same formalism and implementation for both HWP
and non-HWP cases and to compare the two approaches
more straightforwardly.

A. Minimal model

A fundamental challenge in atmospheric mitigation is
the unpredictable and complex nature of its emission. If the
atmosphere were fixed in Earth-bound coordinates, model-
ing its fluctuations over moderate timescales on a two-
dimensional map of pixels fixed to this coordinate system
(different from sky coordinates) could be a promising
avenue toward its characterization and removal, given that
it typically only varies on rather large angular scales. In
practice, however, the presence of wind means that the
atmosphere is potentially only “fixed” in coordinates
moving with the wind. As the wind’s speed is a priori
unknown, the effect of the atmosphere can not be easily
captured by a linear model such as Eq. (1).
Instead, to work around this problem, we may want to

consider a construction allowing for maximal flexibility in
the atmospheric modeling. An extreme example would be a
model with as many degrees of freedom as measured data
points, i.e., T ¼ I (the identity matrix) with dimensions
given by the total number of samples. This obviously
would exceed the number of available constraints, making
the problem degenerate. However, we can break this
degeneracy if the telescope is equipped with dual-polari-
zation detectors, making the only assumption that unpo-
larized signals are measured identically by orthogonal
antennas in a pair and assuming no priors (Σ−1

a ¼ 0) on
the corresponding amplitudes, thus making a minimal
number of assumptions on the atmospheric signal. Every
column of T now has two nonzero entries, corresponding to
the two detectors of a pair, such that T is conceptually two
identity matrices stacked on top of each other for every
focal plane pixel:

T ¼
�
I

I

�
: ð18Þ

As discussed in Sec. II A 2, this yields a sky estimate that is
free of signals captured by T. Note that this choice of T
captures sky total intensity as well since TPI ¼ PI , so only
the polarized sky components are estimated.
In Appendix A, we show that this minimal model leads

in fact to the well-known pair differencing estimator,
which we now define. For any pair of orthogonal detectors
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denoted by k and ⊥ subscripts, we are free to transform the
TOD into sum and difference data,

�
dþ
d−

�
≡ 1

2

�
dk þ d⊥
dk − d⊥

�
: ð19Þ

We emphasize that this transformation does not by itself
entail any loss of information, as it is represented by the
block matrix

X ≡ 1

2

�
I I

I −I
�

with inverse X−1 ¼ 2X: ð20Þ

Any estimate previously expressed in terms of d could be
equivalently expressed in terms of the transformed data-
set, Xd.
However, since the difference data, d−, is free of

atmospheric signal (ideally) and contains all the polariza-
tion information, it seems natural to consider it an inde-
pendent data vector and process it by itself to recover the
polarization signal. We thus call pair differencing (PD)
estimate the following Q=U estimator, computed from d−,
and discarding dþ,

ŝpd ≡ ŝpdQU ≡ ðP⊤−N−1
− P−Þ−1P⊤−N−1

− d−; ð21Þ

where

N− ≡ hn−n⊤−i ð22Þ

is the covariance of the difference noise and

P− ≡ 1

2
ðPQU

k − PQU
⊥ Þ ð23Þ

is the relevant part of the pointing matrix for the difference
time stream.
As part of the available information is discarded, it

would seem that this approach is suboptimal. However, we
showed above that it results from a rigorous maximum-
likelihood derivation and is therefore as optimal as only
possible given the assumptions made about the atmospheric
signal. We discuss this further in Sec. IV.
In practice, we estimateN− in Eq. (21) from the data, and

this may differ from the true covariance. Our implementa-
tion of the PD estimator is then given by

ŝpdW ≡ ðP⊤−WP−Þ−1P⊤−Wd−: ð24Þ

This expression is manifestly unbiased but may not always
reach the same precision as Eq. (21). The general expres-
sion for the covariance of the estimated maps is

N pd
QU ≡ ðP⊤−WP−Þ−1P⊤−WN−WP−ðP⊤−WP−Þ−1: ð25Þ

B. Statistical downweighting

For comparison, we also consider an alternative
approach motivated by Eq. (13) and treat the atmos-
pheric signal as a stochastic contribution, assuming that
on average it vanishes, i.e., ā ¼ 0. In doing so, we
accept the fact that the atmosphere will contribute to our
final sky signal estimates; however, we hope to mini-
mize its impact by appropriately downweighting the
modes where its contribution is significant and then to
be able to account for the extra uncertainty in the final
map error budget. Reaching both of these goals requires
finding a suitable description of the atmospheric signal
covariance.
It has been shown that distinguishing atmospheric modes

from systematics in the data involves somewhat sophisti-
cated TOD processing [56]. Thus, successful models may
require advanced constructions (see, e.g., Ref. [20]), in
particular if one aims to recover the total intensity of the
CMB. Consequently, such models could be numerically
complex and not straightforward to validate. As our focus is
solely on polarization, we expect, however, that simpler
and less demanding models could be already sufficient.
In particular, we will neglect noise correlations that are
induced by the atmosphere between different detectors
[34]. Our DW estimator then reads

ŝdw ≡ ðP⊤WPÞ−1P⊤Wd: ð26Þ

Contrary to the PD estimator (24), it uses the full dataset d
as an input and includes all three Stokes parameters in the
pointing matrices and the recovered map. While we could
marginalize right away over the total intensity part, in
practice, the resulting equations are more cumbersome to
implement, and there is little advantage in doing so, if any,
from the perspective of numerical efficiency. We thus
simply drop the total intensity map at the end of the
mapmaking procedure.
We note that the inversion of the system matrix in

Eqs. (24) and (26) may fail if some pixels are not observed
with sufficient redundancy. In particular, to estimate the Q
andU amplitudes in a given pixel, it is necessary to observe
it with at least two sufficiently different “crossing angles,”
i.e., effective antenna orientations (taking HWP rotation
into account). Whenever these conditions are not met, the
corresponding samples need to be flagged and excluded
from the reconstruction, along with those contaminated by
glitches, or acquired during unstable scanning intervals.
The treatment of such gaps in the time stream requires
dedicated procedures [18].
The weights W adopted in Eq. (26) assume no detector-

detector correlations. They are thus block diagonal, with
each detector-specific block given by the PSD of the
detector time stream. While this is probably highly sub-
optimal for the recovery of the total intensity maps, one
may hope that it is sufficient for polarization. This is one of
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the questions we investigate in the following. The error
covariance of the estimated maps is then given by

N dw ≡ ðP⊤WPÞ−1P⊤WÑWPðP⊤WPÞ−1; ð27Þ

where Ñ is the covariance of the instrumental noise and the
atmospheric signal combined together; cf. Eq. (12). As we
target polarization maps here, only theQ=U blocks ofN dw

are of actual interest. One can write down an analytic
expression for them; however, it is long and rather complex
and thus not very enlightening.
Instead, let us try and draw some conclusions directly

from Eq. (27). The estimated maps are minimum variance if
W ¼ Ñ−1, and any other choice will unavoidably lead to
increased uncertainty. As the atmosphere contribution is
unpolarized, it only affects the I × fI; Q;Ug blocks of the
central product P⊤WÑWP. Its impact on the polarization
maps can be mitigated if the I ×Q=U blocks of both
P⊤WP and P⊤WÑWP vanish. This latter requirement
ensures that the atmospheric signal is well separated from
the polarization signal, and the former ensures that the
variance due to atmosphere is never folded back in the
polarization maps’ covariance. There is a potential huge
benefit to ensuring that those two conditions are met, and in
the following, we discuss how to achieve this by adapting
mapmaking choices to the hardware features discussed
earlier. Nonetheless, we also show that those conditions are
not sufficient to ensure the optimality of the polarization
estimates and that weighting may need to be adjusted
accordingly.

C. Comparison of both approaches

We present here a comparison of the discussed mapmak-
ing approaches, PD and DW, in order to demonstrate salient
features of their performance.

1. Simulations

As we focus on the recovery of large-scale polarization,
we consider an SO-like small aperture telescope (SAT)
observing at 90 GHz, equipped with pairs of orthogonal
detectors and a rotating HWP. The time-domain simula-
tions are generated using the TOAST 31 framework and the
SOTODLIB

2 library. The reduction of the data into HEALPix

maps [57] is performed with the MAPPRAISER
3 library [22].

The resolution parameter is Nside ¼ 512.
The simulated instrument scans a region of the sky south

of the Galactic plane, similar to the “SAT South field”
described in Ref. [58]. Data are acquired with a sample rate
of 37 Hz. The HWP rotation frequency is set to 120 rpm
and can be turned off. The dataset consists of ∼1h long

constant-elevation scans (CESs) taken over the course of
one day. To reduce computational requirements, we
only keep one in four focal plane pixels, resulting in
roughly 700 detectors. The total size of the dataset
(including TOD, pointing information, etc.) is measured
to be around 240 GB.
As the mapmaking procedure that we use is linear, we

directly obtain noise maps by only simulating realistic
atmosphere signal and instrumental noise. There are no
systematics (gain errors, beam mismatches, etc.). The
atmosphere simulation in TOAST is based on a physical
model of the atmosphere [34] and uses a three-dimensional
structure of Kolmogorov turbulence moving through the
telescope’s field of view, with a distribution of temperature,
water vapor, and wind speed. On the other hand, instru-
mental noise streams (uncorrelated between detectors) are
simulated according to a 1=f model,

SðfÞ ¼ σ2
�
1þ

�
f

fknee

�
α
�
; ð28Þ

with nominal parameter values typical of detector noise,

ᾱ ¼ −1.0 and f̄knee ¼ 50 mHz: ð29Þ

The nominal value of the noise equivalent temperature, σ,
does not matter since we will be always be looking at
results relative to a reference case.
In the nominal case, all detectors get the same instru-

mental noise parameters. Alternatively, we added the
possibility of varying parameters across the focal plane.
In this case, each parameter is perturbed around its nominal
value by a random multiplicative sample ∼N ð1; z2Þ. We
will usually quote the dispersion z in percent. A different
set of perturbations is applied for each CES and detector.

2. Results

Using these simulations, we perform mapmaking runs
following the three models presented earlier, recovering Q
and U noise maps.
As a figure of merit, we compute for each case the noise

power spectra, i.e., the angular power spectra of the noise
maps.We then compare themwith reference spectra, i.e., the
noise spectra of the ideal runs, shown in Fig. 1. All spectra
are obtained using the NaMaster

4 package [59], with a bin size
of 10, and keeping only bins whose center multipole
lb ∈ ½30; 500�. In addition, for each pixelp, we also compute
the diagonal block of the white noise covariance,

Δ≡ ðP⊤diagN−1PÞ−1: ð30Þ

These blocks have dimensions 3 × 3 for the downweighting
approach and 2 × 2 for pair differencing, corresponding to1https://github.com/hpc4cmb/toast/tree/toast3

2https://github.com/simonsobs/sotodlib
3https://github.com/B3Dcmb/midapack 4https://github.com/LSSTDESC/NaMaster
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the number of relevant Stokes parameters. For each pixel,
they are explicitly given by5

ðΔ−1
p Þss0 ¼

X
t

PptsN−1
tt Ptps0 ; ð31Þ

where the subscripts s; s0 ∈ fI; Q;Ug stand for a Stokes
parameter. These blocks quantify the coupling of the noise
map between the different estimated Stokes parameters.
For the cases studied here, we display the elements

of the blocks in Fig. 2. As discussed in Sec. III B, in DW
mapmaking, off-diagonal elements IQ and IU are particu-
larly important as they determine the contribution of the
atmospheric signal variance to the polarization maps. When
noise weights are fitted independently for each detector, the
values of these elements, though centered at zero, scatter
significantly around it. As expected, the scatter is particu-
larly pronounced without HWP; however, in both cases,
this is bound to increase the uncertainty of the derived
maps, given the magnitude of the atmospheric signal.
While the effect can be further limited by imposing strict
selection criteria on retained pixels, this would unavoidably
lead to a loss of observed sky fraction, thereby enhancing
the sample variance on the largest angular scales.
A more fruitful approach would be to find a way to

suppress these off-diagonal elements. This can be done in a
robust way through enforcing the noise weights for two
detectors in each pair to be the same. While this will make
the weighting of each detector stream less optimal, the
overall gain may still be appreciable. In the following, we
confront these conclusions with the results of our
simulations.

The resulting BB noise spectra are shown in Figs. 3 and
4 (EE is not shown as the results are nearly identical). The
key observations are as follows. For PD, Fig. 3, they
coincide perfectly with those of the ideal case if the noise
properties of both detectors in each pair are the same. This
is independent from the noise differences between the
pairs as indeed expected given that these are optimally
weighted in the procedure (see Ref. [60] and Sec. IV). If,
on the contrary, the noise properties of detectors in a pair
differ, PD yields noisier than ideal maps. For the z ¼ 10%
dispersion of parameters in the simulations, the precision
loss seems to be ∼2%. We investigate this issue in more
depth in Sec. IV. The main impact of having a HWP is
that the noise increase is essentially constant across all
multipoles, all the way to the largest angular scales
considered. If no HWP is used, the increase is more
pronounced at the low end of the multipole range, all the
more so when noise parameters vary, with the additional
large-scale variance becoming apparent at l ∼ 100 ÷ 150.
However, the total increase of power at low multipoles
over the white noise plateau is not more than ∼30%. We
note that in all these cases we used the same set of map
pixels, even if in cases without HWP these are generally
less well conditioned than in cases with HWP, as shown
in Fig. 2.
As far as DW mapmaking is concerned, the situation is

somewhat more complex. Let us start by inspecting the
cases where HWP rotation is enabled (left panel of Fig. 4).
Even for the simplest case of nominal noise parameters, the
noise spectra do not exactly match those of the ideal case.
The difference is small but persistent, and it does not
disappear even when we symmetrize the weights within
each detector pair, as shown by the blue (nominal weight-
ing) and green curves (symmetrized weighting), distinct
from the black dashed line. This effect goes away only if we
use noise weights with a lower fknee, e.g., similar to
instrumental noise, Eq. (29), as represented by thin dia-
mond-shaped markers. On the other hand, if we simulate
different noise levels (and use corresponding weights) for
each detector, we see significant increase of the noise
(orange curve). We interpret these observations as follows.
When noise weights are (nearly) identical within each pair
of detectors, the atmosphere does not contribute directly to
the variance of the polarization maps. Indeed, the mapmak-
ing operator performs implicit pair differencing while
computing P⊤Wd. Nevertheless, since the weights account
for atmospheric contamination but neglect that it is highly
correlated between detectors, they result in suboptimal
maps. The effect is small, owing to the HWP modulation,
which mitigates this low-frequency noise by shifting the
polarization signal well above the atmospheric fknee. Still,
we find an excess ∼1% variance at the power spectrum
level, but this goes away if we decrease sufficiently the
assumed fknee such that the signal in the polarization band
is weighted uniformly. The method then matches the
performance of the reference and PD cases.

FIG. 1. Reference BB noise power spectra obtained from the
ideal reconstruction (atmosphere-free, only instrumental noise).

5Note that Ptps ¼ 0 whenever p is not the sky pixel observed
at time t.
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These conclusions are fully consistent with the noise
spectra obtained in the cases without HWP (right panel of
Fig. 4). The impact of atmosphere is, however, generally
enhanced by the presence of more significant leakage of the
atmosphere into polarization, as expected from Fig. 2. In
the case of detector-dependent noise parameters (orange
curve), the mismatch of weights within each detector pair
further prevents the implicit differencing mentioned above,
leading to huge atmospheric noise residuals dominating on
all angular scales by orders of magnitude. If we now
enforce symmetric weights (red curve), the noise spectra
are suppressed by 3 to 4 orders of magnitude and become
comparable to those from cases with nominal noise
parameters (blue and green curves). Indeed, the corre-
sponding 3 × 3 blocks and the noise weights are now
expected to be similar. The “symmetrized” cases show that

the remaining extra noise power is purely due to suboptimal
weighting, since the atmosphere is removed as a result of
implicit differencing. The noise weights in those cases
include the atmospheric 1=f and therefore give much less
weight to Fourier modes below the atmospheric fknee,
where most of the polarization signal resides in the absence
of HWP modulation. This in turn leads to significantly
increased variance at large multipoles. Like before, we can
reduce this uncertainty to the reference level by simply
taking noise weights as if they were given by the instru-
mental noise only (diamond markers). Alternately, we
could improve the noise model by allowing for correlations
between detectors in the same focal plane pixel.
We thus conclude that in these conditions the most

beneficial setup for downweighting is to assume identical
weights within each pair of detectors and derive them

FIG. 2. Comparison of white noise covariance block values for DW/PD and HWP/no-HWP cases. Nominal values of the instrumental
noise parameters are used. Noise weights are fitted to the data independently for each detector. Each panel of this 3 × 3 histogram matrix
shows the distribution of values of the white noise covariance blocks (31) across the map. These blocks are normalized by the variance of
the best constrained pixel, such that their smallest values across the map are 1 for II and 2 for QQ and UU.
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FIG. 3. Comparison of BB noise power spectra using pair differencing, with (left) vs without (right) HWP rotation. Different setups are
represented with combinations of markers and colors. “Nominal” (blue) corresponds to the nominal instrumental noise model.
“Perturbed” (orange) has instrumental noise parameters drawn with a dispersion of 10% around nominal values. “Perturbed pairs” (red)
is a case where perturbations are applied in such a way that detectors of one pair always have the same parameters, i.e., any variations are
only between different detector pairs. For each case, we plot the ratio of the noise power spectrum over that of the corresponding ideal
(reference) case.

FIG. 4. Comparison of BB noise power spectra using downweighting, with (left) vs without (right) HWP rotation. Different setups are
represented with combinations of markers and colors. “Nominal” and “Perturbed” cases are the same as in Fig. 3. “Nominalþ symmetric
weights” is a casewhere instrumental noise parameters are nominal, andmoreover the assumed noiseweights are forced to be symmetric, i.e.,
the same for both detectors of a pair. “Perturbedþ symmetric weights” is the same idea but with the perturbed noise parameters.
“Nominalþ instrumental weights” has both nominal instrumental parameters and noise weights following that model (not fitted to the data
which contains atmosphere). For each case, we plot the ratio of the noise power spectrum over that of the corresponding ideal (reference) case.
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assuming the properties of the instrumental noise. It was
indeed shown in real conditions that assigning both detectors
of a pair the same low-frequency weights, derived from the
pair-difference TOD, leads to substantial improvement of the
large-scale polarized noise [24]. But then the best that DW
can do is to reproduce the results of pair differencing, the
latter being in additionmore numerically efficient and robust.
We expect this conclusion to hold for as long as there is no
better and more reliable model of the atmospheric signal
available, which would allow DW to benefit from optimal
propagation of the instrumental noise, as in the ideal case,
while keeping the atmospheric leakageunder control. This is,
however, a tall order as argued in Sec. III A. Meanwhile, the
PD approach, thanks to its independence from the atmos-
phere model, may offer a competitive and practical option.
However, as it is, if we are ready to accept a small sensitivity
hit, then for the experiments with continuously rotating
HWP and pairs of orthogonal detectors, the downweighting
approach can still achieve very good performance if only
symmetricweights are adopted.Moreover, if the atmospheric
signal is somehow suppressed prior to actual mapmaking,
then this symmetrization may not even be needed, allowing
the method to benefit from more optimal weighting of
individual detectors. This idea is implemented, for instance,
in demodulation methods [31,55,61].

IV. SENSITIVITY ASSESSMENT OF THE PAIR
DIFFERENCING APPROACH

In this section, we address the question of sensitivity (or
precision) of the pair differencing method. We argued in
Sec. III A that PD is an optimal polarization estimator under
the single assumption that unpolarized signals are mea-
sured identically by detectors in a pair. However, we should
in general expect it to yield a lower signal-to-noise ratio
than the unattainable ideal case (17) where the atmospheric
contribution is perfectly known and subtracted from the
data. Given the very general assumption behind the PD
derivation, we might even expect a significant loss of
precision: the number of templates that it implicitly margin-
alizes over, and thus the number of additional degrees
of freedom, is as large as half the length of the total
combination of data from all the detectors.
However, we already saw in several specific examples of

the previous section that the PD estimator is ideal when
both detectors in a pair have identical noise properties. In
Appendix A, we show rigorously why this is the case and
obtain the expression for the polarized part of the ideal
estimator,

ŝidQU ¼ ŝpdQU þ ðP⊤−Π−−P−Þ−1P⊤−Π−þnþ; ð32Þ

where Π�� is the ð�;�Þ block of the inverse transformed
noise covariance matrix ðXNXÞ−1. Whenever the noise
properties of the two orthogonal detectors in a pair are
identical, we have N−þ ¼ 0 and thus Π−þ ¼ 0 and

ŝidQU ¼ ŝpdQU. As surprising as it may seem, this result
merely emphasizes the fact that using all available data
only improves on PD by modeling the noise cross-corre-
lations between detectors of a same pair. In this case, those
are zero, such that the marginalization over the additional
templates has no impact on the statistical precision of the
map estimate.
We are now interested in quantifying the reduction of

precision (excess variance) in PD relative to the ideal IQU
estimator computed from all available data in more general
cases, specifically when the noise properties of detectors in
a pair can differ. To examine this question, we now use
atmosphere-free simulations, assuming that atmospheric
contamination in the absence of (other) systematic effects
has no impact on the recovered Q and U maps. In these
highly idealized conditions, our DW implementation is
actually ideal since instrumental noise is simulated inde-
pendently for each detector and is thus fully accounted
for in the noise weights. It thus provides a meaningful
statistical benchmark to assess the performance of pair
differencing. We note that in more realistic conditions,
the “optimality” of the DW approach as formulated in
Sec. II A 2 rests on several assumptions such as the
Gaussian distribution of the atmospheric amplitudes a,
which may not be a good model in general. Pair differ-
encing does not rely on such assumptions.

A. Simulations

We use simulations following almost the same setup as
before, Sec. III C 1. A small additional feature is the
possibility to generate white instrumental noise instead
of 1=f. This is compatible with the detector-specific
perturbations described previously.
The other difference is a longer observing schedule

covering not one, but 10 observing days, namely, the first
day of each month except February and March, when
weather conditions are typically degraded. This schedule
captures variations in the scanning pattern due to Sun and
Moon avoidance across the year. In total, those 10 days
amount to 166 CESs, or approximately 137 h of observa-
tion. The corresponding normalized hit map, showing the
sky coverage of the simulation, is plotted in Fig. 5.

B. Variance comparison at the map level
in the white noise case

The noise properties of the maps are contained in the
pixel covariance matrix, ðP⊤N−1PÞ−1. This matrix is in
general not accessible because of computational limita-
tions. However, when the instrumental noise is white, N is
diagonal, and the pixel covariance is simply the white noise
covariance Δ, Eq. (30).
In Appendix B, we compute analytically the excess

variance of the pair differencing estimate compared
to the ideal estimate, considering a single detector pair,
white instrumental noise, and noise levels independent
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between detectors. Since PD does not take into account
potentially different noise levels inside this single pair (but
would optimally weight noise between different pairs), the
excess variance in this case is simply a function of the
relative difference of noise levels in the pair,

ε≡ σ2k − σ2⊥
σ2k þ σ2⊥

∈ ð−1; 1Þ; ð33Þ

which is equal to zero when detectors have the same noise
level and �1 when one of them has zero (or infinite) noise.
The polarization covariance matrices in the pixel domain
for this single pair are then related by

Δid ¼ ð1 − ε2ÞΔpd: ð34Þ

This confirms that the ideal estimate has lower variance
than PD unless the noise levels are the same in both
detectors.
In general, we define the relative excess variance as

ζ ≡ ðΔpd − ΔidÞ=Δid: ð35Þ

It is a random variable as it depends on the detector noise
levels. From Eq. (34), we see that ζ is the same in every
map pixel for a single pair of detectors with given noise
levels. This will be our theoretical expectation for the
excess variance:

ζtheory ≡ ε2

1 − ε2
⩾ 0: ð36Þ

This may, however, not be true in the general case of
multiple detector pairs because different focal plane pixels
have different sky footprints (SATs typically have a field of

FIG. 5. Normalized hit map of the extended simulation (10 days
of observation) in equatorial coordinates. The corresponding sky
fraction is about 20%.

FIG. 6. Relative excess variance ζ in the white noise case as a function of the dispersion of noise levels z. The mathematical
expectation (solid black) is computed numerically following Eqs. (36) and (33) after drawing samples of σ2k and σ2⊥ from the same

Gaussian distribution as the noise levels in the simulation. The empirical average (red crosses) over the detector pairs and CESs shows
good agreement with the expectation at the four simulated values, z∈ f0.1%; 1%; 10%; 20%g. Error bars represent the 1st to 99th
percentile of the Q (blue) and U (orange) pixel distribution of ζ, with the triangle marks showing the average value, in excellent
agreement between the two Stokes parameters. Blue and orange markers are slightly shifted left and right in order to improve visibility.
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view of several tens of degrees). Additionally, the noise
level of each detector can vary during the observing season.
Using the simulations described earlier, we have access

to the actual ζ in each pixel of the map; therefore, we can
study how the analytical result (36) generalizes to the case
of multiple detector pairs and multiple independent CESs.
Here are the two main takeaways:

(i) The empirical average of ζtheory over detector pairs
and CESs is a good proxy for the mathematical
expectation over all possible values of ε.

(ii) the average hζipixels across the map also follows this
expectation.

The results are visualized in Fig. 6, which shows the
relative excess variance as a function of the dispersion of

noise levels z∈ f0.1%; 1%; 10%; 20%g. Unsurprisingly, we
observe that ζ grows with z. This illustrates how weighting
individual detectors optimally in the ideal estimator takes
advantage of the less noisy individual detectors to improve
the map quality, while PD does not capitalize on this. As z
increases, there are more and more pairs with a large
discrepancy in noise levels, which intensifies the effect.
The agreement between empirical expectation and mea-

sured excess variance is useful from a practical point of
view: it shows that we can estimate how the noise level of a
map increases with respect to the ideal case using only the
detector noise levels, which can be derived from the data
directly, without going through the whole mapmaking
procedure. The 99th percentile of the pixel distribution

FIG. 7. Increase of noise power in PD maps relative to the ideal high-l white noise floor, computed as an average of the 10% largest
multipole bins. The dependence on the dispersion z is encoded by color, and the markers and error bars, respectively, show the average
and standard deviation over 25 independent instrumental noise realizations. Top panels have a rotating HWP, and bottom panels do not.
Left (respectively, right) panels show the EE (respectively, BB) spectra. A threshold of 10% of the maximum hit count is applied to the
maps, before apodizing them on a 10° radius.
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of ζ provides a pessimistic estimate that would bound the
excess variance for 99% of the map area and at the same
time account for deviations between the actual values and
the empirical estimate from the detector noise levels.
Overall, the excess variance is

(i) under 0.1% (0.5% pessimistic) when z≲ 1%,
(ii) ∼2% (2.5% pessimistic) when z ¼ 10%, and
(iii) ∼10% (15% pessimistic) when z ¼ 20%.

C. Impact of variable instrumental noise parameters
on the determination of the tensor-to-scalar ratio

We now turn to the more realistic case of instrumental 1=f
noisewith variations fromdetector to detector as described in
Sec. III C 1. Contrary to the previous section, where we
explored thewhite noise case, we do not have direct access to
the exact map-space covariance matrix: it is a dense object
because of temporal correlations in the noise and cannot in
general be computed. Therefore, we evaluate the loss of
statistical power at the angular power spectrum level, using
results from 25 different random noise realizations.
Figure 7 shows the increase in PD noise spectra with

respect to the ideal case, averaged over the 25 realizations,
along with the standard deviation. It illustrates the added
value of a rotating HWP in mitigating large-scale correlated
noise not rejected by the differencing operation. While the
two top panels show that the excess noise is “white” (does
not depend on l) in the presence of a HWP, the noise curves
in the bottom panels (no HWP) exhibit a 1=l-like behavior,
with an important dependence on the variability of noise
parameters in the detector pairs.
Table I summarizes those observations by quoting the

Fisher uncertainty σðr ¼ 0Þ on the tensor-to-scalar ratio r,
computed using

σðr ¼ 0Þ−2 ≈ fsky
2

X
bins b

δlð2lb þ 1Þ
�

CBB;prim
lb

jr¼1

CBB;lens
lb

þ hNBB
lb
i

�
2

ð37Þ
where hNBB

lb
i is the average noise power spectrum over the

25 noise realizations, and δl ¼ 10 stands for the bin size.
The table also gives for each value a 1σ confidence interval
computed by evaluating Eq. (37) at the average value of the

noise spectrum, plus/minus the standard deviation over the
25 noise realizations. As expected, the increase of uncer-
tainty is more pronounced when no HWP is used, as the
power spectrum estimates at low multipoles are more noisy,
and this is where most of the signal of interest is. For typical
dispersion values z ∼ 10% − 20%, the uncertainty on r
could increase by a few percent when using a HWP, and as
much as 10% when not.
One may notice two potentially surprising features in

Table I. First, the absolute uncertainty on r in the case with
HWP actually decreases with higher values of z. This is
because, given the implementation of the perturbed noise
model, having larger dispersion of the noise parameters
around their nominal values does not necessarily mean that
the detector array loses sensitivity overall. In the case
without HWP, this effect is buried under the excess noise at
low multipoles.
The second feature is that the PD estimator seems to

perform better than the ideal estimator, in the no HWP case,
for low z values. This seems inconsistent with the fact that,
from first principles, the ideal estimate should have minimal
variance. It turns out that this is driven by the very low-
multipole bins (l < 50). However, inspecting the scatter of
their values across the 25 realizations reveals that each bin is
statistically consistent with the ideal case. We therefore
consider that this is a statistical fluke and/or caused by
uncontrollable numerical effects that could be due too many
different factors, such as imperfections in the estimation of
the noise weights, estimation of the pseudospectra, etc.
Finally, we emphasize that this is anyway a very small effect
(about 0.1%) and does not affect our conclusions.

V. PAIR DIFFERENCING IN THE PRESENCE
OF INSTRUMENTAL SYSTEMATIC EFFECTS

In previous sections, we demonstrated two key points
about pair differencing. First, it provides estimates of the
polarized sky that are as optimal as possible when arbitrary,
unpolarized common modes are present. Second, in prac-
tical applications, PD maps nearly have the best possible
precision given the sensitivity of the instrument itself,
i.e., as if atmospheric correlated noise were not present.
While these results are promising, they assumed rather
idealized conditions, without instrumental systematics.

TABLE I. Fisher uncertainty from 25 noise realizations on the tensor-to-scalar ratio r for the ideal and PD estimators, assuming the
true r ¼ 0, with and without a rotating HWP, for dispersion z∈ f0.1%; 1%; 10%; 20%g of the noise parameters. In addition to the
absolute numbers, the relative increase of uncertainty inherent to the PD estimator is given in percent.

With HWP Without HWP

Dispersion σðrÞid½×10−3� σðrÞpd½×10−3� Increase (%) σðrÞid½×10−3� σðrÞpd½×10−3� Increase (%)

0.1 1.378� 0.071 1.378� 0.071 0.001� 0.001 3.786� 0.489 3.781� 0.487 −0.123� 0.055
1.0 1.378� 0.071 1.378� 0.071 0.017� 0.008 3.789� 0.489 3.784� 0.487 −0.111� 0.048
10.0 1.363� 0.067 1.375� 0.070 0.889� 0.152 3.879� 0.496 3.947� 0.507 1.773� 0.048
20.0 1.309� 0.059 1.361� 0.068 3.977� 0.526 4.075� 0.507 4.448� 0.570 9.161� 0.418
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All mapmaking methods are affected by those, though
some handle certain types of systematics better than others.
The specific impact may depend heavily on the particular
systematic effect and instrument involved, requiring case-
by-case analysis. The purpose of this section is not to
replace such detailed studies, but rather to show that PD
could still perform well, and deserves consideration in real-
world analysis pipelines.
We consider here the simple example of gain mismatch

between the two detectors of a pair [13,27,62]. This
undermines the ability of PD to cleanly remove signals
common to both detectors, a key strength of the method.
Still, given that relative calibration factors in real-world
experiments can typically be determined with percent-level
accuracy [35], we expect most of the atmospheric con-
tamination to be rejected by the differencing operation. Any
residual leakage is then dealt with by using appropriate
weights reflecting the additional 1=f noise.
To investigate the impact of gain mismatch on the

recovered PD maps, we use the setup described in
Sec. III C 1. For each detector pair, we multiply the
atmosphere contribution to the data of the first detector
by 1þ δ=2 and that of the second one by 1 − δ=2, where δ
is drawn randomly around zero with some dispersion
(either 0.1% or 1%) and independently for each detector
pair. After forming the difference streams, a 1=f model,
Eq. (28), is fitted to each of them in order to account for
both the instrumental noise and residual atmosphere. The
maps are then estimated as in Eq. (24).

In Fig. 8, left panel, we show that HWP modulation still
enables a precise recovery of the polarization information.
Indeed, the additional variance at large angular scales
caused by the leakage seems of comparable scale to the
one due to a variation of instrumental noise parameters
across the focal plane (cf. Sec. IV). When no HWP is used
(right panel), the situation is different. Atmospheric leakage
increases the variance by roughly 2 to 4 orders of
magnitude at low multipoles (l < 100) depending on the
level of gain mismatch. It is likely that better modeling of
the residual atmospheric noise, in particular inclusion of the
correlations between detector pairs, could lead to more
precise recovery of the polarization signal in both cases.
Nonetheless, we conclude overall that even in the presence
of such residuals, owing to the presence of a continuously
rotating HWP, the simple PD technique, as is, is capable of
delivering maps of quality comparable to the best achiev-
able while making minimal assumptions about atmospheric
contamination.
More complex sources of systematic effects will

unavoidably affect the data of real experiments and impact
PD performance, for instance, slightly different or asym-
metric beams [27]. We expect that the powerful combina-
tion of orthogonal detector pairs and HWP will continue
helping to mitigate many of them, as long as their main
consequence is the atmospheric, or more generally any
unpolarized, signal leakage to the difference data. Other
classes of effects may instead require extensions of the
formalism, for example, the introduction of additional

FIG. 8. Comparison of BB noise spectra using pair differencing, with (left) and without (right) HWP rotation. Spectra are plotted
relative to a reference case with no systematics and instrumental noise parameters at there nominal values. The “perturbed” curves (blue)
correspond to a typical 10% variation around the nominal values. Finally, cases with 0.1% (respectively, 1%) gain errors are plotted in
orange (respectively, green).
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degrees of freedom to model them, e.g., Refs. [13,63], thus
potentially also affecting the overall precision of the
recovered maps. This needs, however, to be studied in
detail, case by case, for PD as well as any other mapmaking
procedure.
In this work, we assumed an ideal HWP. But, in reality,

no optical component is perfect, and HWP nonidealities
could diminish its ability to mitigate the unpolarized
low-frequency noise [64,65]. In particular, intensity-to-
polarization effects can modulate a fraction of the atmos-
pheric signal to frequencies that correspond to harmonics of
the HWP rotation frequency. The impact of such HWP-
related systematics on the PD method and their interaction
with other instrumental effects is left for future work.

VI. CONCLUSION

In this work, we have compared two mapmaking
approaches based on their ability to precisely reconstruct
CMB polarization maps from ground-based experiments in
the presence of atmospheric contamination. In particular,
we have demonstrated that pair differencing, a technique
that relies on the rejection of common-mode noise using
pairs of orthogonally polarized detectors, emerges naturally
as a maximum-likelihood estimator under the assumption
of perfectly correlated atmospheric emission between
detectors in a pair, without explicit modeling of the
contaminant signal. This is a key feature given the dynamic
and turbulent nature of atmospheric fluctuations, which
makes them difficult to characterize and model accurately.
Our results show that PD achieves close to ideal

sensitivity to the inflationary tensor-to-scalar ratio r in
the presence of realistic variations of instrumental noise
properties across the focal plane, despite using only half of
the available data and thus neglecting cross-correlations
between detectors of a pair. In particular, we find only a
small (few percent) enlargement of the uncertainty on r
compared to an idealized reconstruction from atmosphere-
free data, when a rotating half-wave plate is used. This
degradation increases to about 10% in the absence of
a HWP.
Compared to usual downweighting approaches, which

include both instrumental and atmospheric noise in the
noise weights, PD offers a simpler and more numerically
stable alternative, particularly when detectors in a pair have
similar noise properties. Moreover, in our tests, we find that
DW typically has to perform an implicit differencing
operation, by assigning the same weights to both detectors
in a pair, to reach competitive performance with PD. Since
the atmosphere is often used as a beam-filling calibrator to
compute relative gain factors, we expect that this remains
the case in practice, unless a very accurate model of the
atmospheric noise is available, allowing for its removal
from the data. We also note that the inclusion of cross-
correlations between different detectors in the noise
model should allow DW to better mitigate atmospheric

contamination while taking into account variations within
detector pairs.
We conclude that for the recovery of polarization maps,

and experiments featuring both a HWP and pairs of
orthogonal detectors, PD is a numerically efficient method
that is surprisingly good at mitigating unpolarized atmos-
pheric contamination in a model-independent way, while
delivering nearly optimal performance in terms of statistical
uncertainty of the recovered maps and potentially being as
vulnerable as any other method to some common system-
atic effects. Future work should presumably explore hybrid
strategies and systematic mitigation schemes to further
enhance the robustness and accuracy of polarization
reconstruction.
Results presented in this paper have made use of the

following packages: NaMaster [59], HEALPY [66], NumPy [67],
SciPy [68], Matplotlib [69], and SEABORN [70].
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APPENDIX A: PAIR DIFFERENCING
AS TEMPLATE MARGINALIZATION

Assume a data model where two orthogonal detectors,
denoted by k and ⊥, measure the same, unknown, total
intensity signal a in addition to sky polarization sQU:

d ¼
�
dk
d⊥

�
¼

�
T

T

�
aþ

�
PQU

−PQU

�
sQU þ n: ðA1Þ

BIQUARD, ERRARD, and STOMPOR PHYS. REV. D 112, 123511 (2025)

123511-16



Using the pair transformation X ¼ 1
2
½II I
−I� from Eq. (20), the

data model is rewritten as

Xd ¼
�
dþ
d−

�
¼

�
T

0

�
|ffl{zffl}
≡T

aþ
�

0

PQU

�
|fflfflfflffl{zfflfflfflffl}

≡P

sQU þ Xn: ðA2Þ

The sky polarization estimate that deprojects the total
intensity signal (and corresponds to marginalizing over the
total intensity amplitudes a) is

ŝQU ¼ ðP⊤FPÞ−1P⊤FðXdÞ ðA3aÞ

with

F≡ C − CT ðT ⊤CT Þ−1T ⊤C ðA3bÞ

C≡ ðXNXÞ−1: ðA3cÞ

We want to minimize the assumptions on the total
intensity signal. This amounts to deprojecting anything
that is measured the sameway by both detectors, i.e., taking
the original T ¼ I. In particular, we do not assume that this
contribution can be pixelized or has any predictable
structure. We now show that this leads to the pair
differencing estimator.
Given the structure of P ¼ PQU½0I� and T ¼ ½I

0
�, defined

in Eq. (A2), any sandwiches between those matrices extract
one of the four blocks of the object in the middle. For
example, the template orthogonalization kernel is simply

T ⊤CT ¼ ½ I 0 �
�
C11 C12

C21 C22

��
I

0

�
¼ C11: ðA4Þ

The mapmaking kernel, on the other hand, is

P⊤FP ¼ ½ I 0 �P⊤
QU|fflfflfflfflfflfflffl{zfflfflfflfflfflfflffl}

commute

�
F11 F12

F21 F22

�
PQU

�
I

0

�
|fflfflfflfflfflffl{zfflfflfflfflfflffl}

commute

¼ P⊤
QUF22PQU: ðA5Þ

Using this trick, we can write the estimator as

ŝQU ¼ ðPQU
⊤F22PQUÞ−1PQU

⊤ðF21dþ þ F22d−Þ: ðA6Þ

By definition of the filtering operator, we have FT ¼ 0.
Thus, F11 ¼ F21 ¼ 0. All that is left is to compute F22.
This is straightforward from its definition (A3b),

F22 ¼ ðC − C·1ðC11Þ−1C1·Þ22
¼ C22 − C21ðC11Þ−1C12

¼ ððC−1Þ22Þ−1 by blockwise inversion

¼ ððXNXÞ22Þ−1; ðA7Þ

and we recognize the inverse noise covariance matrix of the
difference data. Therefore, the estimator is simply the pair
differencing estimator (21), which concludes the proof.

APPENDIX B: POLARIZED PART OF THE FULL
IQU ESTIMATOR

El Bouhargani (see Ref. [60], Appendix C) shows that
when the instrumental noise is the same in two detectors of
a pair the pair-differencing solution is as optimal as the
simultaneous IQU reconstruction. We broadly recall the
argument here but refer anyone interested in the detailed
derivation to the original work.
Let us introduce the pair-sum and pair-difference data

vectors and associated pointing matrices and noise vectors,

dþ ¼ 1

2
ðdk þ d⊥Þ ¼ Pþsþ nþ ðB1aÞ

d− ¼ 1

2
ðdk − d⊥Þ ¼ P−sþ n−; ðB1bÞ

where the k and ⊥ subscripts denote the orthogonal
detectors of a pair.
The IQU solution ŝ can be rewritten in terms of the

transformed dataset, with block versions of the matrices,

ŝ ¼ ðP⊤N−1PÞ−1P⊤N−1d

¼
�h

P⊤þ P⊤−
i
N −1

�
Pþ
P−

��
−1h

P⊤þ P⊤−
i
N −1

�
dþ
d−

�
;

ðB2Þ
with the transformed noise covariance matrix N inverted
blockwise:

N −1 ≡
�
Nþþ Nþ−

N−þ N−−

�−1
≡

�Πþþ Πþ−

Π−þ Π−−

�
: ðB3Þ

Π□□ is just a notation for the □□ block of N−1.
From there, we can write the map estimator in block

form, separating the intensity and polarization components.
The polarized part is given by [cf. Ref. [60], Eq. (C.14)]

ŝQU ¼ sQU þ ðP⊤−F−−P−Þ−1P⊤− ½F−−n− þ F−þnþ� ðB4Þ
with

F−− ¼ Π−− − Π−þPþðP⊤þΠþþPþÞ−1P⊤þΠþ− ðB5aÞ
F−þ ¼ Π−þ − Π−þPþðP⊤þΠþþPþÞ−1P⊤þΠþþ: ðB5bÞ
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We see from Eq. (B4) that ŝQU is the sum of three terms:
(i) the true sky map,
(ii) a direct contribution from the pair-difference

noise, and
(iii) a cross-contribution from the pair-sum noise.

Whenever the covariance of the pair-sum and pair-
difference noise vectors, Nþ−, is small, the transformed
noise covariance matrix N becomes block-diagonal,

N ¼
�
Nþþ ≃0
≃0 N−−

�
; ðB6Þ

such that

F−þ ¼ 0 and F−− ¼ N−1
−−: ðB7Þ

In this limit, the optimal polarization map reduces to the PD
solution (21):

ŝQU⟶
N−þ→0

ŝpdQU ¼ sQU þ ðP⊤−N−1
−−P−Þ−1P⊤−N−1

−−n−: ðB8Þ

APPENDIX C: PAIR DIFFERENCING
IN THE CASE OF WHITE NOISE

We start by simplifying Eq. (B4) by assuming that all sky
pixels are observed with a uniform variety of crossing
angles, such that

P⊤−F−− ≈ P⊤−Π−− ðC1aÞ

P⊤−F−þ ≈ P⊤−Π−þ: ðC1bÞ

This simplification is a very good approximation for the
deepest parts of the map, which are observed many
times by different detectors with varying telescope
orientations. The presence of a rotating HWP makes
this case compelling. The QU part of the estimate now
reads

ŝQU ¼ sQU þ ðP⊤−Π−−P−Þ−1P⊤− ½Π−−n− þ Π−þnþ�: ðC2Þ

We denote the white noise levels of the even- and odd-
index detectors by σk and σ⊥, respectively. They are free to
vary from one detector pair to another, and we treat them as
independent Gaussian random variables. Leaving out any
correlations between different detectors, we consider a
single pair of detectors with independent noise levels
following the same distribution N ðσ̄; z2Þ centered on a
nominal value σ̄ and with variance z2. We will comment on
the multidetector case at the end.
These assumptions simplify the starting equation (C2)

because the noise matrices are just scalars (∝ I), so they
commute with other matrices:

ŝQU ¼ sQU þ ðP⊤−P−Þ−1P⊤−|fflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflffl}
≡B−

½n− þ ðΠ−−Þ−1Π−þnþ|fflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflffl}
≡ñþ

�

¼ sQU þ B−n−|fflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflffl}
PD estimator

þ B−ñþ: ðC3Þ

We have recognized the PD estimator ŝpdQU and labeled the
binning operator B−.
The blocks of the transformed noise covariance matrix

N (B3) are related to those of the original one by

Nþþ ¼ 1

4
ðNk þ 2Nk×⊥þN⊥Þ ¼

1

4
ðσ2k þ σ2⊥ÞI ðC4aÞ

N−− ¼ 1

4
ðNk − 2Nk×⊥þN⊥Þ ¼

1

4
ðσ2k þ σ2⊥ÞI ðC4bÞ

Nþ− ¼ N−þ ¼ 1

4
ðNk − N⊥Þ ¼

1

4
ðσ2k − σ2⊥ÞI ðC4cÞ

with Nk×⊥ ¼ 0 in our case where detector noise levels are
uncorrelated. One can write the inverse noise covariance
blocks Π appearing in Eq. (C3) explicitly, omitting the
identity matrix,

ðΠ−−Þ−1 ¼ Nþþ − Nþ−N−1
−−N−þ

¼ 1

4
ðσ2k þ σ2⊥Þ −

1

4
ðσ2k − σ2⊥Þ ×

4

σ2k þ σ2⊥

×
1

4
ðσ2k − σ2⊥Þ

¼
σ2kσ

2⊥
σ2k þ σ2⊥

;

and similarly,

Π−þ ¼ −Π−−N−þN−1þþ

¼ −
σ2k þ σ2⊥
σ2kσ

2⊥
×
1

4
ðσ2k − σ2⊥Þ ×

4

σ2k þ σ2⊥

¼ −
σ2k − σ2⊥
σ2kσ

2⊥
:

Together, these give the cross-noise term

ñþ ¼ −
σ2k − σ2⊥
σ2k þ σ2⊥

nþ: ðC5Þ

It is now straightforward to compute the pixel-domain
covariance matrix for each noise term and their cross-
covariance. We use Δ to denote those quantities, consis-
tently with the main text, Eq. (30), and obtain
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Δ1 ≡ Var½B−n−� ¼
σ2k þ σ2⊥

4
Σ−1
− ðC6aÞ

Δ2 ≡ Var½B−ñþ� ¼
�σ2k − σ2⊥
σ2k þ σ2⊥

�2

Δ1 ¼ ε2Δ1 ðC6bÞ

Δ12 ≡ Cov½B−n−; B−ñþ� ¼ −Δ2; ðC6cÞ

where

Σ− ≡ B⊤−B− ¼ P⊤−P− ðC7Þ

describes the sky coverage in Q and U and ε is the relative
difference of noise levels in the detector pair, defined in
Eq. (33), which is equal to zero when detectors have the
same noise level and �1 when one of them has zero (or
infinite) noise. Since Σ− is positive definite, Δ1 is as well,
whereas the cross-covariance Δ12 is negative definite.
Therefore, at least in our simplified white noise model,
the two noise terms of the IQU estimator are anticorrelated
in every pixel. This is important because we know that this
estimator should be optimal (in the sense of minimum
variance) and therefore have a smaller variance than the PD
estimator which only has the first term with variance Δ1.
Quantitatively, we have

Δiqu ≡ Var½ŝQU� ¼ Var½B−n− þ B−ñþ�
¼ Δ1 þ Δ2 þ 2Δ12

¼ Δ1 − Δ2

¼ ð1 − ε2ÞΔ1

≤ Δ1 ¼ Var½ŝpdQU�≡ Δpd: ðC8Þ

The variance of the PD estimator is indeed larger than what
can be obtained by computing the full IQU solution in the
white noise case. The increase of variance is given by the
factor, uniform across the map,

η≡ Δpd

Δiqu ¼
Δ1

Δ1 − Δ2

¼ 1

1 − ε2
⩾ 1; ðC9Þ

with η ¼ 1 when the noise levels of the two detectors are
equal (ε ¼ 0).
We emphasize that η is a random variable, because it

ultimately depends on the detector noise levels which are
drawn randomly. The expected increase of variance can be
evaluated numerically by drawing many pairs ðσk; σ⊥Þ and
averaging the corresponding η values.
Let us now comment on the multidetector case. The

generalization of the result (C9) is not straightforward.
Each focal plane pixel observes a slightly different part of
the sky, so the Σ− matrix is specific to each detector pair.
For example, the total covariance matrix for the PD
estimator would be

Δpd tot ¼
�X

pairs
wΣ−

�
−1

with w ¼ 4

σ2k þ σ2⊥
: ðC10Þ

Because of the dispersion of noise levels across the focal
plane, combined with slightly different footprints of those
detectors (especially when considering an instrument with a
wide field of view), this expression can not be simplified in
the general case.
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[61] A. Kusaka, J. Appel, T. Essinger-Hileman, J. A. Beall, L. E.

Campusano, H.-M. Cho, S. K. Choi, K. Crowley, J. W.
Fowler, P. Gallardo et al., J. Cosmol. Astropart. Phys. 09
(2018) 005.

[62] P. A. R. Ade, R. W. Aikin, D. Barkats, S. J. Benton, C. A.
Bischoff, J. J. Bock, J. A. Brevik, I. Buder, E. Bullock et al.
(BICEP2 Collaboration), Phys. Rev. Lett. 112, 241101
(2014).

[63] N. McCallum, D. B. Thomas, M. L. Brown, and N. Tessore,
Mon. Not. R. Astron. Soc. 501, 802 (2020).

[64] M. Monelli, E. Komatsu, T. Ghigna, T. Matsumura, G.
Pisano, and R. Takaku, J. Cosmol. Astropart. Phys. 05
(2024) 018.

[65] G. Patanchon, H. Imada, H. Ishino, and T. Matsumura,
J. Cosmol. Astropart. Phys. 04 (2024) 074.

[66] A. Zonca, L. P. Singer, D. Lenz, M. Reinecke, C. Rosset, E.
Hivon, and K. M. Gorski, J. Open Source Softwaare 4, 1298
(2019).

[67] C. R. Harris, K. J. Millman, S. J. van der Walt, R. Gommers,
P. Virtanen, D. Cournapeau, E. Wieser, J. Taylor, S.
Berg, N. J. Smith et al., Nature (London) 585, 357
(2020).

[68] P. Virtanen, R. Gommers, T. E. Oliphant, M. Haberland, T.
Reddy, D. Cournapeau, E. Burovski, P. Peterson, W.
Weckesser, J. Bright et al., Nat. Methods 17, 261 (2020).

[69] J. D. Hunter, Comput. Sci. Eng. 9, 90 (2007).
[70] M. L. Waskom, J. Open Source Softwaare 6, 3021

(2021).

RECOVERING UNBIASED CMB POLARIZATION MAPS USING … PHYS. REV. D 112, 123511 (2025)

123511-21

https://doi.org/10.1051/0004-6361/201629666
https://doi.org/10.1088/1475-7516/2017/05/008
https://doi.org/10.1088/1475-7516/2017/05/008
https://doi.org/10.1063/1.4962023
https://doi.org/10.1111/j.1365-2966.2009.14975.x
https://doi.org/10.1111/j.1365-2966.2009.14975.x
https://doi.org/10.1093/mnras/stae1619
https://doi.org/10.1093/mnras/stae1619
https://doi.org/10.1103/PhysRevD.111.082001
https://doi.org/10.1086/427976
https://doi.org/10.1086/427976
https://arXiv.org/abs/1808.05131
https://doi.org/10.1093/mnras/stz093
https://doi.org/10.1093/mnras/stz093
https://doi.org/10.1088/1475-7516/2018/09/005
https://doi.org/10.1088/1475-7516/2018/09/005
https://doi.org/10.1103/PhysRevLett.112.241101
https://doi.org/10.1103/PhysRevLett.112.241101
https://doi.org/10.1093/mnras/staa3609
https://doi.org/10.1088/1475-7516/2024/05/018
https://doi.org/10.1088/1475-7516/2024/05/018
https://doi.org/10.1088/1475-7516/2024/04/074
https://doi.org/10.21105/joss.01298
https://doi.org/10.21105/joss.01298
https://doi.org/10.1038/s41586-020-2649-2
https://doi.org/10.1038/s41586-020-2649-2
https://doi.org/10.1038/s41592-019-0686-2
https://doi.org/10.1109/MCSE.2007.55
https://doi.org/10.21105/joss.03021
https://doi.org/10.21105/joss.03021

	Recovering unbiased CMB polarization maps using modern ground-based experiments with minimal assumptions about atmospheric emission
	I. INTRODUCTION
	II. FORMALISM AND BACKGROUND
	A. Mapmaking
	1. Data model
	2. Maximum likelihood solution

	B. Ground-based CMB observations
	1. Atmospheric emission
	2. Hardware solutions


	III. POLARIZED MAPMAKING FOR GROUND-BASED EXPERIMENTS
	A. Minimal model
	B. Statistical downweighting
	C. Comparison of both approaches
	1. Simulations
	2. Results


	IV. SENSITIVITY ASSESSMENT OF THE PAIR DIFFERENCING APPROACH
	A. Simulations
	B. Variance comparison at the map level in the white noise case
	C. Impact of variable instrumental noise parameters on the determination of the tensor-to-scalar ratio

	V. PAIR DIFFERENCING IN THE PRESENCE OF INSTRUMENTAL SYSTEMATIC EFFECTS
	VI. CONCLUSION
	ACKNOWLEDGMENTS
	DATA AVAILABILITY
	APPENDIX A: PAIR DIFFERENCING AS TEMPLATE MARGINALIZATION
	APPENDIX B: POLARIZED PART OF THE FULL IQU ESTIMATOR
	APPENDIX C: PAIR DIFFERENCING IN THE CASE OF WHITE NOISE
	References


