PHYSICAL REVIEW D 114, 084042 (2026)

Fast neural network surrogate for multimodal effective-one-body
gravitational waveforms from generically precessing compact binaries

Christopher Whittall® and Geraint Pratten

Institute for Gravitational Wave Astronomy and School of Physics and Astronomy,
University of Birmingham, Edgbaston, Birmingham B15 2TT, United Kingdom

® (Received 27 April 2026; accepted 16 September 2026; published 14 October 2026)

Gravitational waveform templates are a key ingredient for the detection and characterization of
gravitational waves emitted by compact binary mergers in the Universe. These templates must be physically
accurate and extensive, but also highly computationally efficient, two requirements that are often in tension.
One solution to this problem is the development of surrogate models, which are fast, data-driven models
trained to predict the output of a slower, physically realistic waveform model. In this article we build on
existing work to incorporate machine learning techniques into the conventional reduced order surrogate
framework, with a focus on extending coverage to waveform models that describe generically precessing
quasicircular binaries. In particular, we present SEOBNRv5PHM_NNSur7dq10, a reduced order neural
network surrogate of the SEOBNRv5PHM waveform model, valid up to mass ratios 1:10 for precessing
quasicircular binary black hole systems with arbitrary spin magnitudes and orientations. The faithfulness of
the surrogate to SEOBNRv5PHM is validated, and the surrogate is successfully applied to Bayesian parameter
inference using both real and injected gravitational wave data. The surrogate is approximately five times faster
than SEOBNRvV5PHM when evaluating a single waveform on a central processing unit, and nearly 1000 times
faster per waveform when amortizing the cost over large waveform batches on a graphics processing unit.
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I. INTRODUCTION

Ten years after the announcement of the first direct
detection of gravitational waves (GWs) [1], the size of the
most recent edition of the Gravitational Wave Transient
Catalog stands at 390 events [2], with more expected to
be announced with the full upcoming results of the final
part of the fourth Laser Interferometer Gravitational-Wave
Observatory (LIGO)-Virgo-Kamioka Gravitational Wave
Detector (KAGRA) (LVK) observing run [3]. This number
is expected to continue growing with future observing runs,
and to increase particularly sharply in the 2030s with the
proposed introduction of next-generation ground-based inter-
ferometers such as the Einstein Telescope [4—6] and Cosmic
Explorer [7,8], and the planned launch of the space-based
Laser Interferometer Space Antenna (LISA) mission [9].

Our ability to detect gravitational waves from compact
binary mergers and precisely infer their source properties
relies on the provision of accurate waveform templates
which, given the parameters of a speculated binary con-
figuration, predict the gravitational waveform that would be
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emitted. State-of-the-art waveform models now contain a
highly faithful description of many important physical
features, of which the inclusion of higher-order multipole
modes and the effects of spin-induced precession of the
orbital plane [10] are the focus of this work. Although this
improved physics is crucial for accurately identifying source
properties and breaking the degeneracies between certain
parameters [11-13], the downside is a significant increase in
the computational cost of evaluating a waveform. This is a
major challenge for parameter estimation using Bayesian
inference, which typically requires ~10 likelihood evalu-
ations per signal, each of which requires the generation of
one waveform template. Different approaches have been
developed to reduce the cost of waveform evaluation, most
significantly the use of fast phenomenological models (see
Refs. [14-16] for recent examples) and reduced-order
surrogate models [17-23]. The likelihood calculation can
also be sped up using techniques such as relative binning
[24-26], multibanding [27,28], or reduced order quadra-
tures [29-32], which reduce the number of frequencies at
which the waveform must be evaluated and stored. Methods
for estimating the posterior distribution directly using
machine learning, without on-the-fly likelihood evaluations,
have also been demonstrated [33-37].

The purpose of this work is to build a reduced order
neural network surrogate of SEOBNRvSPHM [38], a state-
of-the-art effective-one-body model describing the inspiral,
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merger and ringdown of quasicircular, precessing, black
hole binaries, including higher-order multipole modes.
Surrogate models are fast, data-driven models designed
to accurately predict the output of a slower base model
across a fixed region of intrinsic parameter space. Reduced-
order modeling techniques [17,18,39,40] are used to reduce
the complexity of this task, efficiently representing long
time-series data in terms of the minimal number of
parameters that must be interpolated across parameter
space. Neural network surrogates are a subclass of reduced
order surrogate models that make use of artificial neural
networks to perform this interpolation [32,41-43]. Our
surrogate spans the full 7-dimensional quasicircular intrin-
sic parameter space, covering mass ratios up to 1:10 with
fully generic spin orientations and spin magnitudes up to
the extremal limit for both binary components. This builds
on previous results demonstrating the effectiveness of the
neural network surrogate approach for quadrupolar
aligned-spin waveforms [42,44,45], and multimodal wave-
forms from precessing binaries with a non-spinning sec-
ondary black hole [43]. Our work confirms that the neural
network approach scales well to the 7d interpolation
problem, offering hope of future extensibility to problems
with even higher dimensionality, such as the inclusion of
orbital eccentricity. The neural network framework is also
highly computationally efficient, and naturally amenable to
batched waveform evaluation and hardware acceleration.

We commence in Sec. II by discussing the phenomonol-
ogy of precessing waveforms and their decomposition into
simpler pieces, provide a broad outline of how we construct
neural network surrogates for each of these pieces, and
introduce the waveform mismatch metrics that we will use to
quantify the faithfulness of our final surrogate model.
Section III provides a detailed summary of the construction
of the surrogate for each piece of the waveform, and describes
the implementation of the final waveform model on central
processing unit (CPU) and graphics processing unit (GPU)
architectures. Our final surrogate returns waveforms on a
fixed geometric time grid, so in Sec. IV A we consider how
the starting frequency of our waveform changes with the total
mass, and deduce the mass range for which our model is valid
as a function of the smallest frequency used for analysis and
the largest mass ratio under consideration. The remainder of
Sec. IV is used to demonstrate the performance of our
surrogate, computing the mismatch of our surrogate wave-
forms against SEOBNRvV5PHM (Sec. IV B), and timing the
computational cost of single- and batched waveform evalu-
ation using different computational architectures (Sec. IV C).
We explore the application of our model to Bayesian
inference on real and injected gravitational wave signals in
Sec. V. We conclude in Sec. VI by summarizing the
construction of our model, its performance and limitations,
and the directions for future development.

We consistently use geometric units G = 1 = ¢ through-
out this work, unless otherwise stated.

II. METHODOLOGY

In this section we will review our methodology for
constructing surrogate waveform models for precessing
binary black holes. The first step in this process, described
in Sec. IT A, is to appropriately decompose the complex
waveforms into simpler data pieces which can be modelled
more easily on their own. We follow this with a discussion
of our general approach for building the individual surro-
gate models, starting with a review of how reduced-order
modeling techniques can be used to provide compressed
representations of time-series data (Sec. IIB), and then
describe the use of artificial neural networks to interpolate
the offline training data across the binary parameter space
(Sec. ITC). We conclude in Sec. [I D by introducing the
different measures of faithfulness by which we we will test
our final surrogate model.

A. Waveform decomposition

Binary black holes moving along quasispherical orbits are

described by seven intrinsic parameters A = (q,Jx1,%2)s
where ¢ :=m;/m, > 1 is the mass ratio and y,, y, are
the dimensionless spin vectors of the two black holes. The
total mass M = m; + m, sets the overall time and length
scales of the binary, but otherwise factors out of the wave-
form completely. When the black hole spins are not aligned

with the instantaneous orbital angular momentum, L (1),
general-relativistic spin-spin and spin-orbit coupling causes
the spatial orientation of both spins and the orbital angular
momentum to change continuously [10,46]. This most
commonly takes the form of simple precession around the
(approximately fixed) direction of the total angular momen-

tum of the system, J (1). In rare cases, if the spins are nearly

antialigned with L, there may be a time during the inspiral
when cancellation between spin and orbital angular momenta

gives J~0, leading to transitional precession [10]. When
this occurs, the orientation of J can change significantly,
causing J,Land % to “tumble” for a period of time until GW
emission reduces the magnitude of L and breaks the

cancellation in J. In either case, precession modulates the
phase and amplitude of the GW signal and induces mixing
among the m-modes at a given £ in the waveform.

Our analysis of precessing waveforms involves several
frames of reference. The first frame, which we shall refer to
as the I-frame, is an inertial frame which has its z-axis
aligned with the instantaneous orbital angular momentum

Z(tref) at the (1 dependent) reference time 7, at which the
orbital frequency Q is equal to some reference value Q¢
[47]. The I-frame defines the inertial source frame in
which the GW polarizations %', , are specified in the
SEOBNRvV5PHM model [38]. The polarizations at sky
location (1, ¢bg) are given in terms of spin-weighted spheri-
cal harmonic modes, as follows:
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FIG. 1. Real part of the (Z, m) = (2, 1) waveform mode in the I (blue), P (orange) and R (green) frames for the precessing binary with

intrinsic parameters ¢ =8, y; = (0.8,0,0) and y, = (—0.28,0,0.28) at reference orbital frequency Q.; = 0.007/M, using the
SEOBNRv5PHM model. Transforming from the inertial I-frame to the coprecessing P-frame removes the distinctive precession-induced
amplitude modulation of the modes, while transforming from the P-frame to the corotating R-frame removes the dominant oscillatory

phase from each of the modes.

L (8751, o) — ihL (15 2; 1, by

0 4
Z R (1:7) Y (1, ). (1)

The quantities 1 and ¢, represent the inclination of the
binary with respect to the observer and the reference phase,
respectively. Note that we shall specify the intrinsic

parameters A at the reference frequency Q. i.e.,

i= (¢, 71(tet)s X2(tet)), with the spin components ;
given in the I-frame. An illustration of A} (¢) for an
example precessing orbit is shown in blue in Fig. 1,
exhibiting the characteristic modulation of the amplitude.

The second frame of interest is the P-frame, correspond-
ing to a noninertial observer who coprecesses with the
orbital plane of the binary [48-50]. To be precise, the P-
frame is constructed such that its z-axis is aligned with the

instantaneous orbital angular momentum Z( t) at each
instant. In this frame, the waveform modes h?  take on
a simpler form, illustrated by the orange curve in Fig. 1, and
appear approximately like those of a nonprecessing binary
[48,49]. SEOBNRvV5PHM includes by default the (2, 2),
2, 1), (3, 3), (3,2), (4, 4) and (4, 3) modes in the P-frame
[38,51], with the corresponding negative m-modes given by
the assumed symmetry1 [55]:

L VL (2)

"This conjugate symmetry provides a convenient approxima-
tion, but does not hold exactly for precessing binaries [49,52,53].
The most recent version of SEOBNRvV5SPHM [54] supports
optional mode-asymmetries in the P-frame, but we do not include
this effect in our present work.

We will therefore only need to model those P-frame modes
with m > 0.

The I-frame modes hfam are related to the P-frame modes
h?m by a time-dependent rotation, [48,49,52,56]

L (1) Z 2

m'=—¢

(qpa (1)1, (1), (3)

where Dfm/ are the Wigner D-matrices, which depend on

the unit quaternion ¢p,;(#) describing the rotation from the
P-frame to the I-frame. Note that we have suppressed the

dependencies on J for brevity, and will continue to do so for
the remainder of this section. The complex strain in the I-
frame can be directly related to the P-frame modes
following the algorithm outlined in Ref. [52]:

hl tl¢0
Z /2f+1

where g/ (t;1,0) = qpas(t) - qn(1, o) and qy(1, ) is
the quaternion describing the rotation onto the line of
sight of the observer. Equation (4) is the most efficient

way to evaluate the polarizations, requiring fewer DZ -

evaluations compared to rotating the modes using Eq. (3)
and then evaluating Eq. (1) directly [52].

For the purposes of building our surrogate model, we
find it convenient to perform one further frame trans-
formation. Defining the orbital phase in terms of the (2, 2)
mode in the P-frame,

(1, o)
2(ar (B, go))hs, (1), (4)

Larg [12,(1). (5)

d’orb(t) = 2
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the modes in the so-called R-frame are defined by
hf, (1) = h,, (H)e= o), (6)

The R-frame represents the frame of an observer that is
corotating with the binary [57]. In this frame, the modes
grow steadily during the inspiral, with minimal oscillation
until the merger-ringdown phase, as illustrated by the green
curve in Fig. 1. This simple morphology makes the R-frame
modes significantly easier to model than either the I- or
P-frame modes.

Finally, we note that the SEOBNRv5PHM model uses a
second inertial frame to assist with the construction of the
merger-ringdown signal [38]. This frame, known as the
J-frame, has its z-axis aligned with the final total angular
momentum, J,. The pyseobnr interface gives access to
the quaternion ¢;,p(f) describing the time-dependent
rotation from the J-frame to the P-frame, and the quaternion
qppy describing the fixed rotation from the I-frame to the
J-frame, but does not return gp,; () directly [51]. We will
instead build surrogate models for ¢;,p(¢) and ¢;,; sepa-
rately, from which we can obtain gpy; = gop(1)* - ¢}y)-
SEOBNRV5PHM adopts a phenomenological merger-ring-
down precession model in which the P-frame simply
precesses around the J-frame [38], so that ¢;p(f) is
morphologically simpler than gpp(f) after merger.
Knowledge of ¢j,p(t) also allows us to evaluate the J-
frame modes and strain using Eqs. (3) and (4) [with the
substitution I — J] if required. Throughout this work, we
represent quaternions ¢ by their Cartesian components
(4w+4x- ay-9.) €ER* with g = q,, + q,i + q,j + g,k and
9" = qy — qxi — q,J — q.k. Figure 2 illustrates the compo-
nents of g ,p(t) for the same intrinsic parameters as Fig. 1.

qj2P
y

0.75 | q2* q?° q2*
0.50 1
0.25 1

0.00 1

Quaternion component

6000  —4000  —2000 0

t/M

.00 r
—10000 —-8000

FIG. 2. Components of the quaternion ¢p(f) for the
precessing binary with intrinsic parameters ¢ =8, y, =
(0.8,0,0) and y, = (—0.28,0,0.28) at reference orbital fre-
quency Q.; = 0.007/M, using the SEOBNRvVSPHM model.

Overall, therefore, we need to build surrogate models for
16 individual real-valued functions of time: the orbital
phase, ¢ (7), the real and imaginary parts of A8 (t) for all
six modes included in the P-frame [note that J[h%,(7)] =0
by definition (5), leaving us with only 11 real functions to
model], and finally the four Cartesian components of
qop(t). In addition, we must provide a model for the
(time-independent) quaternion ¢j,;. We refer to these
decomposed quantities as the waveform data pieces.

B. Data compression: Reduced bases and empirical
interpolation

Consider the case that our data piece is a function of
time, f(z,4). Suppose we have calculated the values of

f(z,2) for times in some interval /,, at discrete locations 4,
in our chosen region A of parameter space. The set Ay :=

{Z}Y, C A is known as the training set.
The goal of this section is to obtain a compressed
representation for f on A. To be precise, we seek to

express f(t, 71) for arbitrary 1 € A as a linear combination of
n < N basis functions e;(z) that approximately span f(A),
as follows:

n
- -

Fe D) P AD) =" ei(Deir), (7)

i=1

where P,[f] denotes the orthogonal projection of f onto
the span of the reduced basis {e;(t)}!_,. The reduced basis

-

is chosen to be orthonormal, such that the coefficients c; (1)
are given by

q@wzlf@bamm. (8)

to be

e (1) = f(t,zl). We then proceed iteratively, using a
greedy algorithm [17,18] to add new elements to our basis
in the following way: at each stage, we compute the
representation error with respect to our current basis
{e;()}",, as follows:

The first element of our basis is chosen

e = £t ;) = Pulfl(t. 21, 9)

for each /Tj € Ay, where || - ||, is the LP-norm on [, (the
degree p of which we are free to choose). We then
select j = argmax;e; and set e, (t) = GSm[f}(t,Zj),
where GS,, denotes orthonormalization with respect to
{e;(t)}"", using a modified Gram-Schmidt procedure [58].
The greedy algorithm terminates when either the maximum
representation error across the training set falls below some

prespecified tolerance o, i.e., max; €¢; < o, or if the selected

element f(z, ZJ) is already a member of the basis.
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With the reduced basis in hand, we next construct an
empirical interpolant (EI) [39,40], which is the unique
linear combination of the basis vectors such that

- -

EBI[f[(T},2) = f(T;.4) (10)

for all /€A and some chosen empirical time nodes
{T;}7_,. The empirical interpolant is given explicitly by

B T) = S B,(0F(T,. T, (1)
=0
where
B =3 a0V, (12)

i=0

and V;; == ¢;(T;) is the interpolation matrix. The values of
the empirical time nodes 7'; are chosen using the empirical
interpolation method [39,40], another iterative greedy
algorithm that proceeds as follows. The first time node
is chosen to be T| = argmax,|e,(¢)|, and subsequently
in the jth step (with j>1) we choose T;=
argmaxt|ej(t) — EIj_l[ej](t)L where EI;_; denotes the
empirical interpolant constructed from the partial basis
{ei(1)}iZ} with time nodes (T;)/—].

Finally, we note that in practical calculations, all con-
tinuous functions of time are stored as time series at K
discrete time nodes 7 := {#;}X, that cover I, densely. In
this case, Eq. (11) is expressed in the form

BIf(1.3) = 3BT, ), (13)
=0

where B;; := B(t;).

C. Parameter space fits using artificial neural networks

The empirical interpolant in Eq. (11) provides a compact
representation of the data piece f (¢, A) for any 2 € A on the
time interval t€/, in terms of its values at only the n
empirical time nodes, T';. To complete our surrogate model

we must thus use our knowledge of the values f(T j,z,»)
from the training set Zi € Ay to create a scheme which can

predict the values of f (Tj,Z) for generic Je€A. We must
also devise a model to predict the value of the four

-

components of the quaternion g;,;(4). The problem here
is fundamentally one of interpolation, and has previously
been tackled in a number of different ways, including
conventional spline and polynomial fitting functions
[17,20,23], and machine learning techniques such as
artificial neural networks [41-45] and Gaussian process
regression [59-62].

In this work, we will make use of artificial neural
networks to perform the parameter space fits for the various
data pieces. Specifically, we make use of fully connected
feed-forward networks (otherwise known as multilayer
perceptrons) of the form illustrated in Fig. 3. We use
one neural network per data piece. The first (input) layer of
each network will contain _seven neurons, one Eor each of
the intrinsic parameters A. The parameters A are first
standardized so that each input has mean 0 and standard
deviation 1 over the training set. The number of neurons in
the output layer varies between data pieces, with the
outputs corresponding to the values {f (Tj,;f) }i_y of the
data piece at each of the empirical time nodes (for the time-
series data pieces) or to the four Cartesian components of
qr2y- The raw outputs are normalized such that, for each
output, the largest value in the training set corresponds to
an output of 1, and the smallest value to an output of 0.
When evaluating the network subsequently, the inverse
transformation must be applied to map the normalized
outputs back to the true range of the data piece. The
intermediate layers of the network are known as the hidden
layers; the illustration in Fig. 3 contains four hidden layers

[Inputs (standardized)]

‘Outputs (normalized)

FIG. 3. An example multilayer perceptron with seven inputs
(magenta) and five outputs, (green) with four fully connected
hidden layers (blue) containing ten neurons each. Forward
connections between neurons are indicated with red lines. All
neural networks constructed in this work assume the inputs are
standardized to have mean O and standard deviation 1, and
outputs normalized to the range [0, 1], over the training set.
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with ten neurons each, but in practice the neural networks
used in our surrogate model will be both deeper (more
hidden layers) and wider (more neurons per layer).
Nonlinearity is introduced into the network through the
choice of activation function for the hidden layer neurons.
Details of the final neural network architecture for each
data piece can be found in Sec. III.

The values of the free network parameters (the weights of
the neural connections and the biases of each neuron) are
set during training, an iterative gradient-descent process in
which the (randomly initialized) parameters are updated in
such a way as to minimize the training loss, a measure of
the error in the network’s ability to reproduce the training
data. In practice, updates are applied using small mini-
batches of training data at a time, rather than using the
entire training set at once. The size of the update to the
parameters is controlled by the learning rate, with smaller
learning rates producing smaller changes to the parameters.
A complete pass through all the training data is called an
epoch; training is carried out over a large number of epochs
to allow for iterative improvements in model accuracy. The
ultimate goal is to produce a neural network which
generalizes well, i.e., which can also accurately predict
the value of unseen data that were not included in the
training set. We therefore also compute and monitor the
validation loss, which is the network loss evaluated against
a set of independent validation data that are not directly
used to train the neural network.

Collectively, the network architecture (e.g., the number
and size of the hidden layers and the choice of activation
function) and the details of the training process (e.g., the
choice of optimization algorithm, loss function, learning rate
and minibatch size) are known as the network hyperpara-
meters. Careful selection of these hyperparameters is critical
to obtain the lowest possible validation loss, and hence
achieve optimal accuracy for the surrogate model [43,63].
We use an empirical approach to hyperparameter optimiza-
tion, starting with short-duration training on reduced training
sets to experiment with different configurations and then
scaling to the full training set using intuition, refining our
candidate hyperparameters using further numerical experi-
ments. Our experimentation primarily involved manual
variation to find hyperparameter combinations with minimal
validation loss, but on a small number of occasions we also
made use of automated hyperparameter search routines
(specifically, the stochastic Tree of Parzen Estimators
approach [64] implemented in hyperopt [65]) to explore
broad regions of hyperparameter space, and later to auto-
matically refine parameter choices within small regions. We
did not use these routines extensively or systematically. We
assess that an automated search over the full hyperparameter
space would have been computationally infeasible due to the
large number of hyperparameter samples that would have to
be drawn for a global search, and the costly need to train a
neural network for each draw.

D. Measures of faithfulness

The purpose of our surrogate model is to faithfully
predict the output of SEOBNRvVSPHM given intrinsic
parameters in the surrogate’s training range. The primary
quantities whose faithfulness shall be verified in Sec. IV are
the I- and P-frame modes h.”(¢) and the real-valued
strain, defined as

h(t) := kL (1) cos(2y) + hL (1) sin(2y), (14)

where v is the polarization angle. For the remainder of this
section, when we refer to a “waveform,” we mean either the
modes or the real-valued strain. Our purpose now is to
explain how we quantify the difference between the
surrogate and SEOBNRv5SPHM waveforms.

As a first step, we introduce the overlap between two
waveforms h; and h,, defined as

<h‘l’ h‘2>

O[l’ll,l’lz] = ) (15)
<hl ’ hl > <h2’ h2>
where the noise-weighted inner product is given by
oo Ty (F)F3()
hi,h ::4§R/ ——=—df, 16
< 1 2> - Sn (f) ( )

with 7;(f) denoting the Fourier transform of k()
and &} the complex conjugate of k;. The function S,(f)
is the one-sided noise power spectral density (PSD)
of the detector under consideration. For the mis-
match calculations in this work, we consider two
analytical PSDs available through LALSimulation [66]:
aLIGOLateHighSensitivityP1200087 [67] and
EinsteinTelescopeP1600143 [68],  hereafter
known as the aLIGO and ET PSDs respectively. As the
names suggest, the aLIGO PSD corresponds to the
Advanced LIGO detectors, while the ET PSD corresponds
to the Einstein Telescope. We consistently choose fhign =
2048 Hz for mismatch calculations in this paper (a
common choice, corresponding to the Nyquist sampling
frequency for detector data sampled at 4096 Hz). The
choice of fj,, is usually dictated by the low-frequency
sensitivity of the detector under consideration: we adopt
conventional values of 20 Hz and 10 Hz for aLIGO and ET
respectively in Sec. IV.

The SNR of a signal /4 with a given detector PSD is
given by

plh] = /(h, h). (17)

The match between two waveforms is defined to be their
overlap, maximized over relative shifts in the time and
phase, e.g., [69]

Mylhy, by = 5&}23__0[}117}12]7 (18)
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where 7, is the (geocentric) time of coalescence and ¢ is
the reference phase. We compute our matches using the
pycbc.filters.matchedfilter.match utility
[70], which maximizes the overlap over relative time
and phase shifts between h; and h,. When computing
the strain mismatch, we also numerically maximize the
time and phase optimized matches over small shifts
Sy €[—0.1,0.1] in the h, polarization angle using the
L-BFGS-B routine implemented in SciPy [71].

The difference between two similar waveforms /; and #,
is best expressed in terms of the mismatch,

Mf[hlth] =1 _Mf'[hth]- (19)

We will use the mismatch between the surrogate and
SEOBNRV5PHM waveforms to measure the error in our
surrogate model. We will also find it convenient to calculate
orientation averaged strain mismatches, obtained by fixing

the intrinsic parameters 7 and M and then computing the
mismatch between the surrogate and SEOBNRv5PHM
strain at different choices of (i,¢g;y). The averaged
mismatch is defined by [72]

Mg\ 1
)@

where M; are the (time, phase and polarization shift-
optimized) matches for the different choices of (1, ¢g; ),
and p; is the corresponding (SEOBNRv5PHM) SNR at that
orientation. Weighting by SNR in this manner accounts for
the likelihood of detection at a given orientation and fixed
luminosity distance.

The significance of the mismatch depends on the SNR of
the signal under consideration, with higher SNRs placing
stricter requirements on waveform accuracy. A commonly
used criterion states that two waveforms #; and h, will be
statistically indistinguishable for data analysis purposes if
[73-78]

MSNR =1- (

N
Mf[h],hz] <2—p2, (21)

where N is the number of parameters we seek to measure
and p is the SNR of the signal under consideration. In this
work, we take N = 7, which corresponds to the number of

parameters 12 Rearranging Eq. (21), the two signals are
indistinguishable at any SNR, as follows:

*With the choice N =7, Eq. (21) gives the condition for
indistinguishability at lo confidence for the joint seven-
dimensional posterior distribution [79]. Requiring indistinguish-
ability in all 1D marginal confidence intervals corresponds to
the more stringent choice N = 1. Throughout this article we
specify limiting SNRs assuming N = 7, but note that the limiting
SNRs for different numbers of degrees of freedom can be
obtained by applying a suitable scaling according to Eq. (22).

N
p <y /Wf. (22)

This formula can be used to estimate the limiting SNR of
our surrogate model at a given point in parameter space,
beyond which we expect the surrogate may introduce
parameter biases relative to SEOBNRv5PHM. We caution,
however, that Eq. (22) is often found to be overly
conservative in practice [79,80], and the surrogate may
remain unbiased even at SNRs well above this limit (see
Ref. [79] for a detailed explanation of why this can occur.)
Nonetheless, we will use Eq. (22) in Sec. IV to provide a
convenient lower bound on the limiting SNR of our
surrogate.

III. MODEL CONSTRUCTION

In this section we describe the construction of our
surrogate model, starting with a description in Sec. Il A
of how we calculate the decomposed waveform data pieces
in practice, and how we choose the parameters to include in
our training and validation datasets. We then describe the
construction of the reduced bases and empirical interpo-
lants in Sec. III B, and the training of our neural networks in
Sec. III C. We conclude in Sec. III D by explaining the
process of evaluating a surrogate waveform, including
details of the practical implementation on both CPU and
GPU architectures.

A. Data generation
For a single choice of intrinsic parameters 7, we generate
the P-frame modes /7, (; ) and the quaternions g ,p(7; )

-

and ¢p,;(4) using the pyseobnr [51] interface for the
SEOBNRvV5PHM model. The time-dependent quantities

-

are returned on a time grid 7 ggop(A) which begins when
the orbital frequency is equal to Q. = 0.007/M. This
starting frequency also acts at the reference frequency at
which, recall, the /-frame is defined and the spin compo-
nents j;(t.r) are specified.

The quaternions gpp(f) are interpolated onto the
common  time  grid, 7., using the cubic
InterpolatedUnivariateSpline from Scipy [71].
The common time grid is a fixed grid with spacing
At = 0.5M, starting at ¢y, = —10*M and ending at #,,q =
100M (where SEOBNRV5SPHM waveforms are time
aligned such that the peak of the frame-invariant amplitude
S pm |HE (£)* occurs at r =0 [38,47]). Noting that the
quaternions ¢ and —q represent the same rotation, we
initially condition the quaternions such that g/** (¢,,) > 0
and ¢/ > 0.

The orbital phase ¢, () is extracted from the values of
h% (1) sampled at the times 7 € 7 ggop, and the 2z jumps
caused by phase wrapping are removed using the unwrap
utility from NumpPy [81]. We note that Eq. (5) only defines
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the orbital phase up to the addition of multiples of z; we
exploit this freedom by adding the necessary multiple of z
to ensure N[AX | (fyur)] > 0 and o, (ter) € (—7, 7). The
unwrapped, shifted phase is then interpolated onto 7 ...
We find that the order of the extraction and interpolation
steps is very important to ensure appropriate data con-
ditioning. When we instead interpolate % ,(z) onto 7 ¢,
and then extract ¢, (f) from the interpolated modes, the
resulting phases vary rapidly and apparently randomly
across the parameter space, making it practically impos-
sible to train a neural network to predict the values of
oy (t) at the empirical time nodes. This behavior is
understood to occur because of the large number of orbital
cycles between Q = Q, the instance at which the initial
phases are consistently defined in the SEOBNRv5PHM
model, and the start time of our surrogate model, #,: the
growth of ¢, (7) between the reference frequency and the
start time pseudorandomizes the value of the phase modulo
27 at fy,,. Finally, after extracting ¢y (), all the P-frame

-

modes are interpolated from 7 ggop(4) to 7 om, and the
R-frame modes on 7, are then constructed using Eq. (6).

We build our training and validation sets to cover the
range g € [1, 10] with arbitrary spin magnitudes |y;| € [0, 1]
and directions. We choose to parametrize the spin vectors of
the black holes at the reference frequency in terms of their
magnitudes |y;| and the spherical polar angles 6; and ¢;
describing the unit direction vector of each spin in the
I-frame. We use several different strategies to sample the

intrinsic parameters i= (g, x1], 01, b1 |72], 02, P2) When
building our training and validation sets. One approach is
Latin hypercube sampling [82,83], for which we use the
LatinHypercube algorithm from Scipy [71]. A Latin
hypercube sample of size N has the property that each
dimension in parameter space is divided into N equal
probability bins, and each bin contains exactly one sample.
We generate two different Latin hypercube samples, here-
after referred to as A,y and Ay, which contain 2 x 103
and 10% samples, respectively. We use Ay and Ay to
build our reduced bases and train our neural networks. For
validation data during neural network training we use
another sample, A, which contains 10° waveforms whose
parameters were chosen randomly and uniformly, i.e., were
drawn randomly from the distributions

g~ U[1,10],
gi ~ U[O,ﬂ'],

il ~ U[0. 1],
and ¢; ~ U[0,2x]. (23)

In Sec. IV we make use of additional independent vali-
dation datasets, which will be detailed in that section.

B. Reduced bases and empirical interpolants

We build all of our reduced bases and empirical
interpolants using the greedy algorithms described in
Sec. I B. For the orbital phase ¢4 (7), we use the L

TABLE L. Details of the norm, greedy tolerance and training set
used for the greedy algorithm for each reduced basis (RB) used in
our final surrogate model, along with the size of the resulting
bases.

Data Part/ RB RB greedy Training RB
piece component norm tolerance set size
Porn (1) L= 5x1073 Ao~ 22
h§,2(t) Real L2 10_6 Ao]d ]8
h§1 (t) Real L2 10_6 Aold 23
Imaginary 17
I’l§3 ([) Real L2 10_6 A200k 17
Imaginary 14
h§2(t) Real L2 10_6 AO]d 26
Imaginary 19
hf 4(1) Real L? 1076 Aol 14
Imaginary 13
I’lf:’ (t) Real L2 10_6 AZOOk 24
Imaginary 21
q,op(1) w L? 107* Agoox 28
X 51
y 57
z 32

norm to compute the basis representation errors, with a
greedy error tolerance of 6 = 5 x 107, and the necessary
training data provided by the A,y dataset. We also tried
using the L? norm with ¢ = 107, but found that the
resulting basis caused greater mismatches in the P-frame
modes. Our final reduced basis has size 22, which is listed
alongside the other greedy algorithm parameters in Table I.

For the real and imaginary parts of the R-frame modes,
h® (1), we use the L? norm to compute the basis repre-
sentation errors, with a greedy tolerance of ¢ = 1075, In
each case, two sets of reduced bases/empirical interpolants
were constructed, one using A,g, as training data, and the
other using Agyy, an older dataset that was generated for
preliminary investigations. Agq also has size 2 x 10°, but
with the mass ratio and polar spin components chosen
randomly and uniformly according to Eq. (23). While
experimenting with training the neural networks, it was
noted that for some modes the accuracy of the resulting
neural network surrogate was sensitive to which dataset
was used to generate the reduced basis, with neither dataset
producing uniformly more accurate surrogate models
across all modes. Although this effect was not large [only
the subdominant (4, 4) and (4, 3) modes showed significant
sensitivity], it was decided to proceed with neural network
training using both sets of reduced bases for all modes, and
we subsequently chose the optimal reduced basis for each
mode based on the accuracy of the full R-frame surrogate.
The methodology used to train the neural networks and
choose the final R-frame surrogate will be discussed in
Sec. III C. For now, we note only that the datasets used to
create the optimal reduced bases used by the final R-frame
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surrogates are given for each mode in Table I, along with
the size of each of the chosen bases and the details of the
greedy algorithm parameters used. We note a small but
consistent trend in which the basis for the real part is
slightly larger than the basis for the imaginary part for each
mode. This might be related to the use of the same absolute
L, greedy tolerance for both parts, which translates to a
stricter effective relative error tolerance for the real part
because the real part is much larger than the imaginary part
during the prolonged inspiral. The relative suppression of
the imaginary part during the inspiral might also act to
reduce the required basis size directly.

For each component of ¢,p(t), we use the L? norm with
6 = 107% and A, for training data, and the size of each
reduced basis is given in Table I. We note that the reduced

bases for ¢J2” and ¢J*" are almost twice as long as those of

q/** and g/*", which can be traced to the greater degree of
oscillation in the former components noted in Fig. 2.
Having obtained the empirical interpolation matrices B;;
defined in Eq. (13) for the common time grid 7 ,, we also
construct downsampled interpolation matrices B?j, which
give the values of the quaternions on the downsampled time
grid, 7 4, defined to have piecewise uniform spacing, as

follows:

7.5M for — 10*M <t < —=5000M,

5M  for —5000M <t < —1000M,
At = (24)
2M  for —1000M <t < —100M,

0.5M for —100M <t < 100M.

Because 7 4, C 7 .om by construction, we can simply obtain
B?j for each component of the quaternion by deleting from
B,; those rows corresponding to times #; € 7 ;o \7 4s. The
downsampling procedure is motivated by noting that
Egs. (3) and (4) naively require us to evaluate
D’ (q(t;) at all times 7; €7 o in order to construct
the inertial frame modes or strain from the P-frame modes.
The density of 7, (and hence its total number of points)
is set by the need to resolve the merger-ringdown of the
signal, whereas we only need to sample the quaternions at a
rate inversely proportional to the (longer and time-varying)
precession timescale. In practice the common time grid
grossly oversamples the quaternions for most of the wave-
form, and we can safely downsample the quaternions to our
nonuniform 7 j—minimizing the number of relatively
costly Dfm, evaluations we need to perform—and then
interpolate the matrices back onto 7 ,,,. As we will see in
Sec. IV, this downsampling procedure can save significant
amounts of time in some circumstances when the P — [
rotation acts as the computational bottleneck in waveform
generation, at negligible cost in accuracy. We save both the
original and downsampled interpolation matrices.

C. Neural network training

1. Common features

Before describing in detail the neural network architec-
ture and training process for each waveform data piece, we
start by highlighting several common features. Our neural
networks are implemented as Sequential models with
fully connected Dense layers using TensorFlow [84]
and Keras [85]. We experimented with the use of
Dropout layers, but found no advantage to final model
accuracy. The training data inputs and outputs are scaled
using the StandardScaler and MinMaxScaler
utilities from scikit-learn [86], respectively.
Consistently throughout this work we use the mean squared
error (MSE) loss function, defined by

1, .
MSE = > [57 = 7™, (25)
i=1

where 77" is the prediction (output) of the neural network,

yexat js the corresponding true value derived from
SEOBNRV5PHM, and the sum is taken over all samples
in the training minibatch. Training was always performed
using the adamax optimizer [87] with all parameters equal
to their TensorFlow defaults, with the exception of the
learning rate (LR), which we chose differently for different
data pieces. We considered the use of other popular
optimizers such as Adam [87], Nadam [88] and SGD
[89] in our initial work, but none showed any significant
advantage over adamax, so we chose to hold the optimizer
fixed in order to simplify the network hyperparameter
optimization.

For each network we specify an initial LR (given for
each example in Table II), and then gradually reduce it
using a learning rate scheduler. An example LR scheduler
is provided by the ReduceLRonPlateau callback in
keras [85], which reduces the LR by a constant factor if a
monitored quantity (typically the validation loss) has not
reduced by a sufficiently large amount (A,;,) in the last
patience epochs, pausing for cooldown epochs after
each reduction before resuming operation. We found two
significant limitations to ReduceLRonPlateau when
training our networks. The need to specify a fixed value of
Ain complicated the training of some of our networks,
where the validation loss reduces by several orders of
magnitude over the course of training. Once the loss
becomes comparable in magnitude to A, the LR reduc-
tion will be activated every patience + cooldown
epoch even if the validation loss is decreasing, causing the
LR to decay exponentially and the training to stall rapidly.
On the other hand, setting A, to be very small (compa-
rable to or smaller than the expected final validation loss)
can make the scheduler insufficiently aggressive in the
early stages of training when the loss is larger, slowing
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progress or stalling the training altogether at an early
stage. We also find that the presence of noise in the
validation loss can interfere with the operation of
ReducelLRonPlateau, with noise fluctuations some-
times leading to inappropriate or delayed activation of the
reduction mechanism. To mitigate these issues, we imple-
mented our own custom callback, PlateaulAGM, which
mimics the logic of ReduceLRonPlateau with two
changes. Firstly, rather than using a fixed absolute A, to
decide whether a reduction in the loss is significant, we
use a relative tolerance instead. To be precise, at each
epoch we update A, =max (0.0l -val loss,107?),
where val loss is the current value of the validation
loss. Furthermore, rather than using the raw validation loss
to decide upon LR reductions, we instead monitor the
geometric mean of the loss calculated over the previous
patience epochs. Together, we find that these changes
produce a more robust learning rate scheduler for our
purposes. The values of the LR decay factor and cooldown
and patience periods used for each data piece are given in
Table II.

We set a conservative maximum of 5000 training epochs
for each of our networks, but the training and validation
losses invariably plateaued long before this limit was
reached. To prevent us from wasting computational resour-
ces performing unnecessary epochs of training for no gain
in model accuracy, we used an early stopping (ES) callback
to terminate training once the validation loss had stopped
improving, and to then restore the network weights and
biases to the point in training with the least validation

loss. We primarily achieve this using the keras
EarlyStopping callback, which terminates training if
there is no improvement in the validation loss over the
previous patience epochs, starting to operate only after
a minimum number of epochs (start epoch) have
passed. We also experimented with a custom variation of
this callback, DualES, which uses the rolling geometric
mean of the validation loss over the past patience
epochs to decide upon termination, but which still restores
the model weights that gave the smallest nonaveraged
validation loss. We found that the much reduced level of
noise in the validation loss in the terminal stages of training
meant that DualES did not confer any advantage over
EarlyStopping, but it was still used for a small number
of the final A% () networks where the results with the
standard callback were unavailable and it was felt that there
would be no advantage in retraining. For details of the early
stopping parameters used for each data piece, see Table II.

2. Orbital phase

A list of all architectural and training hyperparameters
for the neural network used to predict the values of the
orbital phase at its empirical time nodes can be found in the
first column of Table II. When choosing network dimen-
sions, we considered a variety of different sizes, but
restricted ourselves to “rectangular” networks in which
each hidden layer has the same width. The deepest network
we considered had 20 hidden layers with up to 512 neurons
each, while the shallowest had only four hidden layers but

TABLE II.  Architectural and training hyperparameters for the different neural networks used in the final surrogate model. The neural

network training for the R-frame modes used the EarlyStopping callback for the modes (¢, m) € {(3,3), (4,3)} and DualESs for
(Z,m)e{(2,2),(2,1),(3,2),(4,4)}. Separate networks (with the same hyperparameters) are used for the real and imaginary part of
each mode R-frame mode, and likewise for each Cartesian component of g,p.

Parameter born (1) hg, (1) 40 (1) dr2y
Hidden layers 15 10 10 10
Hidden layer width 384 256 256 64
Hidden activation elu elu elu elu
Output activation Linear Sigmoid Linear Linear
Training set Agoor U Ay U Afy Agoor U Ay Agoor U Ay Agoor U Ay
Training set size 2.2 x 10° 1.2 x 10° 1.2 x 10° 1.2 x 10°
Validation set Ava Ava Ava Aval
Optimizer adamax adamax adamax adamax
Loss function MSE MSE MSE MSE
Minibatch size 128 256 1024 1024
LR scheduler PlateauAGM PlateauAGM PlateauAGM PlateauAGM
Initial LR 20x 1073 1073 7.5% 1074 1073

LR patience 75 75 100 75

LR cooldown 5 5 5 5

LR decay factor 0.8 0.8 0.8 0.8
Early stopping EarlyStopping DualES/EarlyStopping EarlyStopping EarlyStopping
ES patience 250 300 300 300

ES start epoch 1250 150 500 500
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up to 640 neurons per layer. Our final network consists of
15 hidden layers with 384 neurons each, the largest
network used for the final surrogate model out of all the
waveform data pieces. We use the elu activation function
for hidden layer neurons [90],

if x>0,

elu(x) — { (26)

ale* = 1), if x <0,

with the default value @ = 1.0. The other options consid-
ered were ReLU [91-93], tanh, Softplus [93,94] and
Sigmoid.

The network was trained using data from the two Latin
hypercube samples A,qg, and A;,, as well as data from an
additional sample, A7},,, generated specifically for the
orbital phase model. The parameters in A},, were drawn
using the ExpandLHS [95] software package, chosen such
that A, U Aj,, is an approximate Latin hypercube sample
of length 2 x 10°. This additional set of training data was
used only for the orbital phase network, which tests
revealed to be the most significant source of error in the
final waveform model at most places in the parameter space
(see Sec. IV for further details). A minibatch size of 128
was used when training the final network, with the
validation loss calculated against the random validation
set, Ay

Figure 4 illustrates the training history for the final
orbital phase network, showing the training loss, the
validation loss and its rolling geometric mean, and the
learning rate as a function of training epoch. The validation
loss shows the noise described previously, but the rolling
geometric mean effectively produces a smooth quantity for
the LR scheduler to monitor. The training and validation
losses closely track each other until after the 1000th epoch,
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FIG. 4. Training history for the orbital phase network,
showing the evolution of the learning rate (red), training loss
(orange), and the validation loss (blue) and its rolling geometric
mean (GM, green).

with the validation loss plateauing a factor of approxi-
mately 2.7x higher than the training loss. The stepwise
reduction of the LR by the PlateauAGM scheduler can
also be seen, with the associated downward steps in both
training and averaged validation loss also visible, demon-
strating that the loss decreases more quickly after LR
reduction.  Training  was  terminated by  the
EarlyStopping callback after 2518 epochs, taking
approximately 31.5 hrs wall time on a single Nvidia T4
GPU. The network weights were automatically restored to
their values at the end of epoch 2268, when the validation
loss was at its least.

3. R-frame modes

To simplify the task of hyperparameter optimization, we
used the same hyperparameters for each R-frame mode
network—tuned to improve the accuracy of the %[A%,]
network—with the expectation that the subdominant
modes can be slightly less accurate without impacting
the accuracy of the final waveform model. Furthermore,
after initially trying to optimize over the activation func-
tion, we ultimately decided to use the same elu function
used for the orbital phase. These simplifying assumptions
will be justified by the results of Sec. IV, which demon-
strate that the R-frame model accuracy is less significant
than other sources of error.

The complete hyperparameters for the final R-frame
networks are given in the second column of Table II.
Interestingly, our experiments found a weak preference for
the use of the Sigmoid activation function in the output
layer, the only instance in this work for which we tested a
nonlinear activation for the outputs. The R-frame networks
were always trained using the A,y and Aq,, datasets (with
validation data provided by A,,) but, as mentioned in
Sec. III B, we trained two sets of networks: one to predict
the values at the empirical time nodes derived from the
reduced basis generated from A,gy, and another for the
empirical time nodes derived from A,y. The network
hyperparameters were identical for both sets in all respects
except for the choice of early stopping callback, with those
networks based on the A,y reduced bases using DualES
and those based on the A,y reduced bases using the
standard EarlyStopping callback.

We decided which R-frame model to use for the final
surrogate model on a mode-by-mode basis, aiming to
minimize the mismatch in the corresponding P-frame
surrogate. To be precise, for each mode we computed
hY  using the h%  surrogates derived from (a) the Agq
reduced bases and (b) the A,qy; reduced bases, with the
exact orbital phase taken from SEOBNRv5PHM. We then
calculated the frequency-domain mismatch in R[i7 |
against the exact modes from SEOBNRv5PHM, testing
10* waveforms with parameters drawn on the fly from the
uniform distribution in Eq. (23). For each value of (¢, m)
we selected the R-frame model with lowest median
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mismatch, which we found to be the model derived from
the A4 reduced basis for the (2, 2),(2, 1),(3, 2) and (4, 4)
modes, and the model derived from the A, basis for the
(3, 3) and (4, 3) modes. In our comparisons between the
different reduced bases, we initially only considered the
cases where the real and imaginary parts of each (¢, m)
mode used the same reduced basis training set. Since we
were ultimately satisfied with the accuracy of our final R-
frame models (see Sec. IV), we did not feel it was necessary
to additionally test mixed basis combinations, or to retrain
all of the neural networks to consistently use the same early
stopping callback.

4. Quaternions: q;,p(t)

We trained separate networks to predict the values of
each of the four Cartesian components of ¢ ,p () evaluated
at their respective empirical time nodes. As mentioned in
Sec. III A, the training and validation data were initially
conditioned such that g/>” (t,,) > 0 for each sample. This
choice was motivated by preliminary experiments with a
reduced duration (~5000M) model restricted to mass ratios
q < 2, for which this choice of conditioning enabled us to
train highly accurate predictive networks. Unfortunately,
when we came to train the networks for the full ~10*M
duration, g < 10, model, we found that the networks would
no longer train well, with the losses plateauing at a high
level early in the training. After experimenting with differ-
ent alternative strategies, it was decided to rescale all of the
q,p training and validation data according to

qyap(6: ) = @ (tqais A) - @op (85 4). (27)

We then trained neural networks to predict the rescaled
quaternion components at their empirical time nodes, from
which we can reconstruct the full (rescaled) time series
q2p(t) (on either T, or 7 4 as appropriate) by evaluating
the corresponding empirical interpolants. Note that by the
linearity of the empirical interpolant, there was no need
to recompute the empirical interpolation matrices that
were originally calculated using the nonrescaled A,
dataset. Having computed all quaternion components,
we can then renormalize the quaternions such that
qnp()* - qpp(t) =1 at each time step, inverting
Eq. (27) up to an insignificant sign. Unlike the original
data conditioning, transformation (27) ensures that the

rescaled ¢,p(#;4) remain continuous in A at points 4

with ¢?2P (tyu: do) = 0, but the transformation is singular
there. Overall this leads to significantly improved neural
network performance throughout most of the parameter
space, but the resulting neural networks cannot predict

-

qop(t; Z) =0 whenever qp(tyai;A) =0, significantly
imparing model accuracy in a small surrounding region
of parameter space. The implications of this will be
discussed in more detail in Sec. IV and Appendix A 1.

We focused our attention on optimizing the hyperpara-
meters for the ¢/?” network, and later found that the
same architecture and training parameters produce
adequate results for all other components as well.
Hyperparameters were tuned until we began to see dimin-
ishing returns and, based on interim tests, we were satisfied
that the final surrogate errors due to the gjp surrogate
model were smaller than those caused by the orbital phase
model in most circumstances (see Sec. IV for a comparison
of how the different data pieces contribute to the waveform
error). The final network hyperparameters can be found in
Table II. To maintain stability during training, we found it
necessary to decrease the initial LR and significantly
increase the minibatch size compared to the other data
pieces. Without these changes, the loss tended to explode
early in the training, never converging to an acceptable
level of accuracy.

5. Quaternions: qp;

Finally, we come to the task of interpolating the time-
independent / — J quaternion across parameter space. We
achieve this using our smallest network, consisting of the
usual input layer with seven neurons for the standardized
intrinsic parameters, ten hidden layers with 64 neurons
each, and an output layer with four outputs, one for each of
the (normalized) components of g;,;. As in the case of
qp, the g, training and validation data were also
reconditioned according to g, = ¢/ - qj»;. The com-
plete architecture and training hyperparameters for this
network are summarized in Table II.

D. Surrogate evaluation

The final surrogate model is implemented entirely in
Python, using library-agnostic ndarray operations for the
most part to support waveform evaluation on the CPU (via
NumPy [81]) and GPU (via CuPy [96]), with some minimal
architecture-dependent optimizations discussed below.
Array broadcasting rules naturally enable the use of
batched waveform calls, in which the polarizations for
multiple sets of intrinsic parameters 4 and sky locations
(1, ¢ho) can be computed in parallel using a single call to the
waveform generator. As we shall see in Sec. IV C, this can
lead to a significant reduction in average waveform
evaluation cost, especially when running on a GPU. We
save additional time by evaluating the neural networks
using single precision arithmetic, which we find does not
significantly impair the accuracy of our final result.

Although we made use of StandardScaler and
MinMaxScaler from scikit-learn [86] to condition
our training and validation data during neural network
training, this library does not natively support GPU
execution, so we replaced these scalers with our own
custom implementations when evaluating the model. We
also find that the native TensorFlow evaluation of the
neural networks is slow, and found much improved
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performance by instead extracting the network weights and
biases from the TensorF1low model, and then using our
own custom implementation to evaluate the networks.
The piecewise elu activation function [recall Eq. (26)]
was implemented on the GPU using a custom CuPy
ElementwiseKernel, which proved significantly
faster than a naive application of the cupy .where array
utility for piecewise functions. Further computational time
was saved by combining the addition of the neuron biases
and the application of the activation function into a single
GPU kernel. The evaluation of the empirical interpolants
(13) is completely library-agnostic, using the in-built dot
product utility of whichever array library is being used.
I-frame modes and polarizations are computed using
Eqgs. (3) and (4), respectively, with negative m modes in the
P-frame obtained using Eq. (2). The Wigner D-matrices are
evaluated from the unit quaternions using [57,97]

7 o (l’ﬂ+m)‘(f_m)' 20-2m oym+m' Lym—m’
,Dm’,m(Q)* \/(f"‘ml)!(f—ml)!lQal Qa+ b
C+m' f—i-m/ f—m |Q ‘ 2k
1)k 195!
o 1)( K )(f—k—m)<|Qa> |
(28)

where Q, = q,, + iq, and Q, = q, + iq,. Evaluating the
D-matrices at each time step along the orbit is an expensive
process, so the polynomial is evaluated using Horner’s
method for maximum efficiency. Further time is saved by
computing and storing each of the combinatorial coeffi-
cients in Eq. (28) only once when the waveform generator
is initialized, and by precomputing and storing the neces-
sary powers of |Q,|, O, and Q, appearing in the prefactor
to the sum (for each value of ¢ required), preventing
duplicate evaluations where different combinations of
(Z,m,m’) give rise to the same power. When evaluating
qop(t) on the downsampled time grid, the D-matrices are
upsampled onto 7 ,,, using linear interpolation, for which
we created optimized versions that support batched evalu-
ation for both CPU and GPU execution. This includes
batching over multiple waveforms as well as batching over
multiple D-matrices for a single waveform.
Figure 5 illustrates the waveform generation process.
In the P-frame module, the individual surrogate models
for the orbital phase and each R-frame mode are com-
puted sequentially for the given intrinsic parameters Z,
and then combined to give each of the (m > 0) P-frame

modes h;m(t;/_f) on 7. The ¢jp(f) module likewise
evaluates the surrogate model for each component of ¢ ,p
and returns these quantities on either 7 ., or 74 as

Inclination and phase:

Intrinsic parameters:
A=(q, X1l 61, ¢1. [X2], 62, ¢2) (4, ¢o)
/ N~ ~_ —
/ \ ~_ ~—_
/ N T~ . T~
¥ Ny ~ ~,
P-frame module q2p(t) module di2) module A Compose rotations
yd
/4
/ ,4
|
/ |
/ |
/ |
v ,
|
|
hf . (t) | Rotation module
/ |
/ ’//
|
gj2p(t) /;5’
/
qry(t)

h (t) or h'4 (t) — ih'4(t)

FIG. 5. Structure of SEOBNRvV5PHM_NNSur7dq10, showing the main computational modules (green boxes) with their necessary
inputs (gray arrows) and outputs (black arrows). Blue boxes denote possible model outputs. The main waveform generator computes the
separate waveform data pieces sequentially and then combines, returning either the I- or J-frame modes hl/,; (1), or the polarizations

hi/JX (t;1, ¢p) as desired. The P-frame modes A%, (), g ,p() and gj,; can also be computed and returned individually. The raw inputs to
the model (pink) are the intrinsic parameters 4 = (q, ||, 01, @1, |¥2|, 02, ¢»), with the inclination and reference phase (1, ¢y) also

necessary when evaluating the polarizations.
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appropriate; the value of g;,; is obtained from a separate
module. Each of the P-frame, ¢,p and ¢;,; modules can
be called externally to return the individual data pieces, or
one may call the overall waveform generation functions
which evaluate the individual modules sequentially. The
P — J and J — [ rotations are composed (along with the
rotation onto the line of sight of the observer, if relevant)
and the composite quaternion g, (t;z,¢,) is passed into
the rotation module along with the P-frame modes. The
final output is either the inertial frame modes, or the
inertial frame polarizations at a given (i, ¢by), in both cases
evaluated on the common time grid 7 ,,. The output
is by default in the I-frame, but the J-frame quantities
can be explicitly requested (in which case the calculation
of qpp; is omitted).

IV. MODEL BENCHMARKING

A. Domain of validity: Total mass

Our surrogate model returns the requested waveform in
geometric units on a fixed geometric time grid stretching
from t= —10*M before merger until = 100M after
merger. A consequence of this is that the starting frequency
of the waveform is not controlled directly, and will be
different for different choices of intrinsic binary parame-
ters. This is an important consideration for gravitational
wave data analysis, for which analyses typically take place
with a fixed lower frequency cut-off fi,, dictated by the
sensitivity of the interferometer. It is important that our
waveforms cover the entire period for which the signal is in
the detector’s sensitive frequency band, without missing the
early low-frequency content, which in practice imposes a
lower mass limit for which our model is valid for any
given f low*

To be more precise, the starting frequency f;%“ of
the (2, 2) P-frame mode for a given waveform (that is,
the frequency at ¢ = —10*M) is inversely proportional to
the total mass of the binary,

}Stan(qv)?i)

S| = . 2,2
25 (M. q. ) = = (29)

so that f5%" < fi,y if, and only if,
M > ]psit.azn(qvfi)/flow- (30)

This limit depends on all parameters i= (g, 21,J>), SO we
find it convenient to define a spin-maximized threshold
mass,

Tstart -
22 (g.%i)
Mthr(‘lmax;flow) = max . (31)
G<Gmax Xi f]OW

This mass has the property that, for any g < g, With
M > My, (Gmax; fiow)> the dominant (2, 2) P-frame mode

of our surrogate waveform starts below the minimum
frequency cutoff f),, regardless of the spin magnitudes
or directions. On the other hand, if M < My (qmax; fiow)>
then there exist parameter combinations i= (g <
Gmax-X1-X2) for which 34" > f.,, and in that instance
our surrogate model will be missing some of the low-
frequency content of the signal.

To compute Eq. (31) in practice, we extract the starting
orbital frequency Q*(q,%,) = nf3%"(q, ;) in geometric
units for each waveform in the training set A;,,, using finite
differences to obtain the orbital frequency from the orbital
phase. We then compute the value of

Ot () = max B(07) (32

qSQmax J?i

for 18 different values of ¢,,,, uniformly spaced between
1.5 and 10. The maximum is computed by finding the
99.99th percentile value across Ay, (subject to the mass
ratio constraint) rather than the true maximum, to mitigate
the impact of outliers in the numerical data. To estimate
the g« — 1 limit, we generate 2.5 x 10* waveforms with
g = 1 and spins drawn uniformly according to Eq. (23) and
again take the 99.99th percentile value of the starting orbital
frequency across this set. We perform a cubic least squares
fit to the data,

3
Q%%Q(Qmax) ~ Zak(log Qmax)k’ (33)

k=0

finding values

ap = 1.27182 x 1072, (34)
a; = =7.74970 x 1073, (35)
a, = 1.10422 x 1073, (36)
ay = 7.11050 x 1073, (37)

in geometric units with G = 1 = ¢, with a mean square
fitting error of 5.6 x 10717,

Figure 6 illustrates the spin-maximized threshold mass
as a function of ¢, for three different low-frequency
cutoffs: fi,, =20 Hz, 10 Hz and 5 Hz. f},, = 20 Hz is
commonly used as a lower-frequency cutoff for contem-
porary LVK analyses [98], 10 Hz is the LIGO design cutoff
[99] and a possible cutoff for early runs of next-generation
ground-based detectors [5,8], with 5 Hz being an example
design sensitivity target for those next-generation detectors
[5,8]. Solid curves denote fit values, while the dots indicate
the “exact” values obtained from the discrete numerical

data for Q@ The threshold mass grows monotonically
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FIG. 6. Detector frame threshold masses as a function of the
maximum mass-ratio ¢,,,, under consideration, for three different
choices of fj,,,. Solid dots indicate the numerical values extracted
directly from Ay, or the dedicated g = 1 dataset (see text), while
solid lines are derived from the least squares fit for Q3% (g,....)
given in Eq. (33).

with g, rising from 41.1M 4 at g, = 1 to 62.3M at
gmax = 10 for f,w = 20 Hz, with threshold masses being
proportionally higher for the lower values of f,, [recall
Eq. (31)]. For the planned space-based LISA observatory,
assuming a low-frequency cutoff of f,, = 10™* Hz [9],
the threshold mass with g, = 10 is 1.2 x 10’ M.

We emphasize that in the context of gravitational wave
data analysis, the mass bounds illustrated in Fig. 6 apply to
the detector frame masses, the redshifted masses for which
we evaluate the waveform templates for comparison to
detector strain data. In the source frame of a binary at
redshift z, the corresponding threshold masses are smaller
by a factor of 1 + z, as follows:

Mdet
Mg = 0 (38)

This effect can be significant, especially for next-generation
detectors in which a significant fraction of events are
expected to be observed at redshifts z > 1 [6,100]. As
an example, the spin-maximized detector frame threshold
mass for an equal mass binary is 164.4M, for a hypo-
thetical next-generation cutoff f,, = 5 Hz, corresponding
to a source frame total mass of 56.7M at the peak of star
formation, z ~ 1.9 [101].

Finally, we can compare the threshold masses of our
model to the reported mass limits of NRSur7dg4 [23],
another fixed duration time-domain surrogate model
which starts at time ~4300M before merger and which
is trained on precessing numerical relativity waveforms
with mass ratios 1 < ¢ < 4 and spin magnitudes |y;| < 0.8.
Recomputing our threshold masses with the added restric-
tion |y;| < 0.8 in definition (31), we find My,, = 47.5M at

Gmax = 4 and f,,, = 20 Hz. This compares to a reported
minimum mass of 66, for NRSur7dqg4 at this mass ratio
and cutoff [23], showing the modest extension in total mass
range provided by our longer premerger signal.

B. Faithfulness to SEOBNRvSPHM

Our purpose in this section is to validate the faithfulness
of our surrogate model to the underlying base model,
SEOBNRV5PHM. In Sec. III C we computed the validation
loss against the A,, dataset when training our neural
networks. Although the validation data were not used to
train the neural networks directly, the validation loss was
used to inform our selection of network hyperparameters,
introducing a weak dependence of the final model on A, ;.
To ensure fully independent verification of our surrogate’s
accuracy, we generate a new testing dataset containing
2.5 x 10* waveforms with intrinsic parameters Ay drawn
uniformly in mass ratio and spin magnitudes,

q~U[1, 10, 7|~ U[0.1], (39)

and isotropically in spin directions,

cos®; ~U[-1,1], ¢; ~U|0,2x]. (40)
We begin our tests by assessing the mismatch between
the gravitational-wave strain (14) predicted by our surro-

gate and that of SEOBNRvV5PHM. For each i € Apegt» WE
compute the frequency-domain match (18) for values of
(1,0, ) on a 17x17x9 grid uniformly spaced in
cost€[—1,1], ¢y €0, 2x] and y € [0, z/2], and then com-
pute the orientation-averaged, SNR-weighted mismatch
using Eq. (20). We do this for both the alLIGO and ET
PSDs, using lower frequency cutoffs fj,, =20 Hz and
fiow = 10 Hz and fixed total masses M = 65M and
M = 125M, respectively. These mass values are, in both
cases, the threshold mass derived in Sec. IVA at the
respective values of f),,, and ¢, = 10, rounded upward
to the nearest multiple of 5M,.

The distribution of mismatches across the test set is
displayed in Fig. 7. The distribution is similar for both
PSDs, with a median mismatch of 9.82 x 107> for the
aL.IGO PSD versus 1.16 x 10~* for ET, with similar tails in
both cases (including an extended low-probability tail that
reaches mismatches greater than 0.1 in rare instances).
Ilustrated along the top axis of Fig. 7 is the limiting SNR
estimate from Eq. (22), assuming N = 7 degrees of free-
dom. This conservatively suggests that our surrogate will
be effectively indistinguishable from SEOBNRv5PHM at
SNRs greater than at least 100 throughout the majority of
parameter space for both Advanced LIGO and the Einstein
Telescope, with a limiting SNR > 18.6(17.4) for 99% of

The equivalent threshold mass for our model without the
restriction on spin magnitudes is My, = 48.3M,.
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FIG. 7. SNR-weighted, (1, ¢,y )-averaged mismatches be-

tween the surrogate and SEOBNRvVSPHM for the I-frame strain
across Ay using alLIGO and ET PSDs, starting at 20 Hz and
10 Hz respectively.

points in our test set using the alLIGO (ET) PSDs and these
total masses.

The left panel of Fig. 8 displays the distribution of
(1, ¢po, w)-averaged, SNR-weighted mismatches using the
alLIGO PSD for different values of the total mass. The
distribution is largely insensitive to the total mass, although
the median shifts slightly from 9.82 x 107> at M = 65M,
to a minimum of 7.80 x 107 at M = 150M,. The right
panel of Fig. 8, meanwhile, displays the distribution of
alLIGO mismatches across the test set for three different
fixed inclinations ranging from face-on (1 = 0) to edge-on
(1 = /2). In each case, the mismatches are computed at a

fixed M = 65M, and for each 1 and ie Aes; the mismatch

Limiting SNR
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1500
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log10 Msnr

is computed using the SNR-weighted average of the match
over different values of (¢, ). The inset displays the first,
50th and 99th percentile values of the averaged mismatch
over the test set as a function of inclination. Overall,
moving from face-on to edge-on leads to an approximately
65% increase in median mismatch (from 8.17 x 107> to
1.35 x 107%), with a particularly large impact at the lowest
mismatches (185% increase in the first percentile value),
but a much smaller impact on the large-mismatch tail (14%
increase in the 99th percentile).

We investigate the dependence of the strain mismatch on
the intrinsic parameters in detail in Appendix A 1, and note
the general conclusions here. The mismatch between our
surrogate and SEOBNRV5PHM is correlated with the spin
magnitudes (especially that of the larger, primary black
hole) and the mass ratio, with larger spins and mass ratios
causing larger mismatches when averaged over all other
parameters. The impact of the spin angles 6; is less clear,
although it appears that increasing misalignment between
the spins and the orbital angular momentum (| cos 6;| < 1)
leads to increased mismatch at fixed (moderate-to-large)
spin magnitude, particularly for the primary spin. There is
no correlation between the azimuthal spin angles ¢; and the
mismatch, as may be expected by symmetry. Testing our
surrogate at mass ratios g > 10, we find that the mismatch
against SEOBNRvSPHM grows rapidly beyond g = 10
and plateaus at the level of 0.1-1 (see Fig. 19), suggesting

that our surrogate is unreliable outside the training range.
We also investigate the parameter values ie Aes that give
the 1000 largest alLIGO mismatches in Fig. 7, and note that
the largest mismatches occur in regions of parameter space
where either g/?F (1) or g/’ is close to zero, suggesting

that the singularity of the quaternion data conditioning

Limiting SNR
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FIG. 8. Left panel: SNR-weighted, (1, ¢, y)-averaged mismatches between the surrogate and SEOBNRv5PHM for the I-frame strain
across Ay using the alLIGO PSD, starting at 20 Hz, for a range of different total masses. Right panel: SNR-weighted, (¢, y)-averaged
mismatches between the surrogate and SEOBNRvSPHM for the I-frame strain across A using the alLIGO PSD, starting at 20 Hz with
M = 65M, for a selection of different inclinations. Inset: Values of the first (P1), 50th (P50) and 99th (P99) percentiles of the SNR-

weighted, (¢, w)-averaged mismatch as a function of inclination.
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noted in Sec. Il C may be at least partially responsible for
the large-mismatch tails in Fig. 7.

To assess the contribution of different waveform data
pieces to the final model error, we repeat the calculation of
the (1, ¢bg, w)-averaged mismatches using the surrogate to
provide only one component of the model at a time, using
the exact values from SEOBNRv5SPHM in place of the
other components. In this context, the model components
are the orbital phase surrogate, the R-frame mode surro-
gates (collectively), the ¢;p surrogates and the g
surrogate. We do not consider the effects of individual
R-frame mode surrogates (or individual Cartesian compo-
nents of g;,p), so we either use the surrogate for all modes
or for none. Furthermore, for the time-series components
we compute the mismatches twice, once using the full
surrogate models (empirical interpolants with neural net-
work predictions for the data values at empirical time
nodes), and once using only the empirical interpolant (with
the values at the empirical time nodes given by
SEOBNRV5PHM). This allows us to disentangle the errors
arising from the empirical interpolant/reduced basis from
those introduced by the neural networks. The resulting
mismatch distributions across the test set are illustrated in
Fig. 9. We see that the orbital phase surrogate produces the
largest median error (7.54 x 107%), although the maximum
error is notably larger for the ¢;,p and ¢,,; surrogates, with
a maximum mismatch of 0.618 for the g;,p surrogate test.
This further strengthens the link between the large-mis-
match tails in Fig. 7 and the quaternion models. We also

01 HEE Interpolant only
[ Full surrogate

_2 ]

7 41
3
2
o

S 6]

_8 1

_10 4

hR.(t) Porb(t) qy2p(t) qi)
Component

FIG. 9. SNR-weighted, (i, ¢y, w)-averaged mismatches vs
SEOBNRvVS5PHM for the I-frame strain when using the surrogate
for only one component of the model at a time, with the other
components obtained exactly from SEOBNRvSPHM. For the
time-series components, the mismatch is computed for both the
full surrogate (empirical interpolant plus predictive network) and
the empirical interpolant alone with exact data at the empirical
time nodes. All mismatches are computed using the aLIGO PSD,
starting at 20 Hz with fixed total mass M = 65M . Median
values are indicated by horizontal cyan lines.

note that for both the orbital phase and ¢;,p, the mis-
matches using the empirical interpolant alone are signifi-
cantly smaller than when using the full surrogate,
indicating that the predictive neural network is the primary
source of error. In particular, the largest mismatch when
using the empirical interpolants for g ;,p with exact data at
the empirical time nodes was only 2.24 x 1075, indicating
that the large mismatches are introduced by the neural
network interpolants and subsequent renormalization of the
quaternions, and not by the reduced bases. The R-frame
mode surrogates produce a significantly smaller mismatch
than either the orbital phase or the different quaternion
models (median 3.15 x 1077), and the distribution of
mismatches is similar when using both the full surrogates
and the empirical interpolants only. This suggests that the
R-frame models are limited by the reduced bases/empirical
interpolants, consistent with our observation in Sec. III that
the accuracy of the final R-frame models are sensitive to
which training set is used to generate the reduced bases.

Finally, we can also consider the mismatch in individual
modes. Figure 10 displays the distribution of frequency-
domain mismatches in %t[hL, | and R[AL ] over the test set
for each of the (£, m) modes included in the P-frame, using
the aLIGO PSD with f,,, =20 Hz and M = 65M. It
should be noted that the P — I rotation given in Eq. (3)
mixes the m-modes for a given value of #, and in par-
ticular excites additional I-frame m-modes that we do not
include in the P-frame, and which we do not include in the
figure. Starting with the P-frame modes, the median
mismatches vary from 5.67 x 107® for the (2, 1) mode
up to 6.03 x 107* for the (4, 3) mode, with a median
mismatch of 4.43 x 107 for the quadrupolar (2, 2) P-frame

I [-frame
=7 1 + + [ P-frame

@1 22 (32 (33 43 (44
Mode number

FIG. 10. Mismatches between the surrogate and SEOBNRv5PHM
for M[AX ] in the X =1 (blue) and P (green) frames across the
test set A- Mismatches computed using the alLIGO PSD starting
at 20 Hz with a total binary mass M = 65M . The median value
for each distribution is indicated by the horizontal cyan line.
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mode. The mismatches are typically somewhat larger for
the I-frame modes, with medians ranging from 6.42 x 107>
for the (2, 2) mode to 5.95 x 10~ for the (4, 3) mode. Due
to mode mixing, it is not meaningful to directly compare
the mismatch in I- and P-frame modes with the same values
of (¢,m), but we can note that both of the # = 2 I-frame
modes included in Fig. 10 have a greater median mismatch
than both of the £ =2 P-frame modes included in the
model, indicating that the P — I frame rotation contributes
significantly to the I-frame mode mismatch. The same is
true for the £ = 3 modes, but for £ = 4 the mismatches in
the I-frame and P-frame modes are broadly similar,
suggesting that the error in the underlying P-frame modes
is a much more significant source of error than the rotation
in this case.

We note that the tests in this section consistently used the
CPU implementation of our surrogate, without the use of
quaternion downsampling. We conclude in Appendix A 2
that the mismatches between different surrogate model
configurations are several orders of magnitude smaller than
the mismatches against SEOBNRvSPHM, so that the
conclusions of this section do not depend on whether
the surrogate waveforms are evaluated on the CPU or GPU,
and whether or not downsampling is enabled.

C. Waveform timing

Having validated the faithfulness of the surrogate against
SEOBNRV5PHM, we now benchmark the computational
saving we achieve when evaluating the polarizations &/, .
For this purpose, we introduce a set of 5000 parameters

(E 1, ¢y )—collectively known as the timing set An.—with

intrinsic parameters A chosen according to Egqs. (39)
and (40), and inclination and reference phase chosen
isotropically, as follows:

cost~ U[-1,1], o~ U|0, 27]. (41)
We focus specifically on the average wall time cost to
generate a single surrogate waveform, and how this compares
to an equivalent figure for SEOBNRvSPHM. The reported
wall time costs are averaged over all sets of parameters in the
timing set, as well as averaged over several repetitions of
each waveform. When evaluating batches of waveforms, the
cost per waveform is computed by normalizing the cost of
the batch by its size. All GPU timings include the time to
copy the final result from device (GPU) to host (accessible by
the CPU) memory unless otherwise stated. For further details
of our timing methodology, see Appendix B.

We find that it takes an average of approximately
65.57 ms to generate a single SEOBNRv5SPHM waveform
starting at fy,, = —10*M with grid spacing At = 0.5M
when running on a single thread of an Intel Core Ultra 7
155H laptop CPU (hereafter known simply as the laptop
CPU). There is a small amount of uncertainty in this figure,

TABLEIII. Average wall time cost per waveform with different
computational architectures and batch sizes. Parenthetical figures
give the speedup relative to the fiducial average cost of 65.57 ms
per SEOBNRvVSPHM waveform on the Intel Core Ultra 7 155H
CPU.

Mean cost per wf [ms](speedup)

Architecture Batch size ~ With DS Without DS

Intel Core 1 12.52 (5.2x)  15.47 (4.2x)

Ultra 7 155H 250 7.30 (9.0x) e

Nvidia RTX 1 13.47 (4.9x) 13.01 (5.0x)

1000 Ada 250 0.93 (70x) 1.82 (36x)

Nvidia A100-40 GB 1 25.09 (2.6x)  24.35 (2.7x)
1500 0.16 (418x) 0.25 (263x)
1500°  0.081 (813x)

“Excluding time to copy the result from GPU to host memory.

due to the difficulty in generating SEOBNRvV5PHM wave-
forms with fixed duration as outlined in Appendix B, but
we take this as our fiducial SEOBNRv5PHM cost regard-
less, noting that the conclusions below are not sensitive to
small changes in the reference cost.

We time the evaluation of the surrogate using the laptop
CPU and two different GPU devices, with and without the
use of quaternion downsampling, and using different
waveform batch sizes. The resulting average wall time
costs per waveform are given in Table III, along with the
speedup relative to the fiducial SEOBNRvSPHM cost.
Evaluating a single waveform using one thread of the same
laptop CPU takes approximately 12.52 ms on average with
quaternion downsampling, a speedup of around 5.2x
compared to SEOBNRvVS5PHM, and faster than the
15.47 ms taken to evaluate the surrogate without down-
sampling. Using an Nvidia RTX 1000 Ada Generation
laptop GPU with 6 GB VRAM, a single waveform takes
13.01 ms without quaternion downsampling, slower than
the downsampled CPU evaluation, but very slightly faster
than GPU evaluation with downsampling (13.47 ms).
Although it may seem surprising that the GPU was slightly
slower than the CPU in this instance, it should be noted that
the advantage of the GPU lies in its ability to perform
massively parallel calculations, but it is likely that our
single waveform evaluation does not adequately utilize the
GPU’s full capacity, and hence does not achieve the
maximum potential speedup. Likewise, it appears that
the GPU was already able to compute all of the (non-
downsampled) D-matrices so efficiently that the time saved
by downsampling was minimal, and was outweighed by the
cost of interpolation. It should also be noted that cross-
architecture comparisons are inherently complicated by the
use of two different devices, so that the fastest architecture
may depend on the specific hardware in use, especially
when the CPU and GPU costs are so similar.

The advantages of both GPU acceleration and quatern-
ion downsampling become clear when evaluating multiple
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waveforms in a single batch. Averaged over a batch size of
250 waveforms and using quaternion downsampling, a
single waveform takes an average of 7.30 ms on the laptop
CPU, compared to a mere 0.93 ms on the RTX 1000
(speedups of 9x and 70x versus the fiducial
SEOBNRV5PHM cost, respectively). Without downsam-
pling, the average cost per waveform when evaluating a
batch of 250 waveforms on the RTX 1000 is approximately
double this at 1.82 ms. We find even greater speedup when
using a high-performance Nvidia A100 GPU with 40 GB
VRAM, achieving an average cost per waveform (with
quaternion downsampling) of 0.16 ms when amortized
over a batch of size 1500, a speedup of approximately
418x relative to SEOBNRvSPHM. We also highlight that
until now we had been including the cost of copying the
final result from the GPU back to host memory in all of our
GPU timings, and we find this copy can be relatively
expensive for large batches. Neglecting the cost of the final
copy, the average surrogate cost is only 0.081 ms per
waveform when using quaternion downsampling and a
batch size of 1500, a speedup of 813X relative to
SEOBNRvVSPHM. We also include in Fig. 11 an illustra-
tion of how the average cost per waveform on the Nvidia
A100 depends on batch size, including three example
configurations: downsampling disabled, downsampling
enabled (both including the cost of the final copy), and
downsampling enabled without performing the final copy
to host. The difference between configurations is initially
small, grows with batch size, and the cost rapidly plateaus
in each case (at different levels) once the GPU becomes
saturated.

—e— DS off, copy result
—o— DS on, copy result
10"+ —e— DS on, no copy

[ 101

109

-
o
N
Speedup factor

Average cost per waveform [ms]

1014

[ 103

1100 250 500 750 1000 1250 1500
Batch size

FIG. 11. Average wall time per waveform as a function of batch
size when evaluating waveform batches on an Nvidia A100—
40 GB GPU for three different configurations: downsampling
(DS) off and copying the result to host; downsampling on and
copying the result to host; downsampling on and leaving the
result on the GPU. The right-hand axis indicates the speedup,
measured against a fiducial average cost of 65.57 ms to generate a
single SEOBNRvVSPHM waveform on the laptop CPU.

TABLE IV. Average wall time cost [ms] (normalized by batch
size) of each major stage in the generation of the waveform
polarizations: the P-frame module, the ¢;,; module, and the
qop(t) and rotation modules with and without ¢;p down-
sampling. Columns include the times to evaluate a single
parameter sample on the Intel Core Ultra 7 155H CPU, and to
evaluate batches of 1 and 250 waveforms on the Nvidia RTX
1000 Ada GPU.

CPU GPU GPU
Batch size 1 1 250
P-frame 8.59 7.02 0.266
qrJ 0.128 0.549 0.00225
qp(t) (no DS) 3.19 2.07 0.164
qnp(t) (DS) 1.06 2.06 0.0216
Rotation (no DS) 3.36 3.14 1.26
Rotation (DS) 2.22 3.63 0.588

Finally, in Table IV we include the wall time cost
(averaged over the timing set A,.) to evaluate all of the
major steps involved in generating the waveform polar-
izations: evaluating the orbital phase and R-frame surro-
gates and combining to obtain the P-frame modes A% (7);
evaluating the models for ¢;,; and g;,p(¢); and finally
using the rotation module to construct the I-frame polar-
izations &', , (¢) from the P-frame modes and quaternions.
We time how long it takes to evaluate each of these steps
for a single parameter value on the laptop CPU and the
RTX 1000 Ada GPU, and for a batch of 250 parameters
on the GPU (as usual reporting the cost normalized by
batch size). The P-frame module is the most expensive
when evaluating a single waveform, on both the CPU and
GPU. We also note how the use of downsampling does
not significantly reduce the time to evaluate the ¢;,p(t)
surrogates on the GPU when generating a single wave-
form, which we attribute to underutilization of the GPU.
For the batched waveform evaluation on the GPU,
downsampling leads to a 7.6x speedup in the evaluation
of the ¢;p(t) surrogates, and a 2.1x speedup of the
rotation module, although the rotation still remains the
dominant cost.

V. APPLICATIONS TO BAYESIAN INFERENCE

In this section, we demonstrate the application of our
surrogate model to Bayesian parameter inference using
Bilby [102], starting with SEOBNRv5PHM waveforms
injected into zero noise before analyzing several real-world
gravitational wave events detected by the LVK Collabora-
tion. For all of our inference tests, we use the CPU
implementation of the surrogate waveform, without qua-
ternion downsampling. We opt not to repeat these inference
tests with downsampling enabled because the mismatch
between surrogate waveforms with and without down-
sampling is negligible compared to the mismatch with
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SEOBNRV5PHM in general (see Appendix A 2), and
the speedup gained by downsampling is only relatively
modest when evaluating single waveforms on the CPU.
We therefore would not expect our conclusions regard-
ing the surrogate’s performance or fidelity to change
significantly.

A. SEOBNRvVSPHM injection recovery

We performed two separate injection-recovery runs, in
each case injecting an SEOBNRvV5PHM waveform and
recovering with our surrogate. We inject into 8s segments
of data for the LIGO Hanford, LIGO Livingston and
Virgo interferometers with zero noise, aligned such that
merger occurs 2s before the end of the segment. We
implemented our surrogate waveform as a custom time
domain source model in Bilby, and also wrote an equiv-
alent wrapper for SEOBNRVSPHM (calling the wave-
form through pyseobnr with parameters specified at
the surrogate’s geometric reference orbital frequency
Q. = 0.007/M). These wrappers generate the time-
domain polarizations on the surrogate’s geometric time-
grid, interpolate onto Bilby’s requested GPS time array, and
apply a Planck taper of width 0.1s to the start of the
signal, and 0.01s to the end (which has already decayed
significantly due to the quasinormal mode decay) to
minimize artifacts when Fourier transforming into the
frequency domain. We used the custom SEOBNRv5SPHM
wrapper to generate the injected waveform rather than the
in-built gwsignal interface, to ensure that we were
injecting and recovering like-for-like signals, with fully
consistent parameter and frame conventions. For both
injection runs, the GPS merger time at the geocenter, .,
was chosen to be £’ = 1126259462.4, and throughout this
section we report the recovered discrepancy 6t, = t, — te".
We use the Dynesty sampler [103], sampling over the
(detector-frame) chirp mass M := (mm,)33/(m; +
m,)'/> [where m, and m, are the detector-frame masses
of each black hole], the inverse mass ratio
1/q = m,y/m; <1, the spin magnitudes |y;|, and angles
0; and ¢;, with all spin parameters specified at the geo-
metric reference frequency Q. = 0.007/M of our surro-
gate model. We impose an appropriate mass constraint to
ensure that our waveform starting frequency is below the
lower-frequency cutoff used for the analysis, which is
always taken to be f,, =20 Hz. We also sample over
the following extrinsic parameters: polarization angle v,
right ascension a, declination §, merger time at the geo-
center, ., luminosity distance d;, inclination ¢ and refer-
ence phase ¢y. A full list of the priors used for each
sampled parameter can be found for each run in Table X of
Appendix C, along with a list of the likelihood and sampler
settings that were used.

For the first injection, we choose a configuration in
which a 60M black hole with spin |y;| = 0.7 lying at

angle 6, = z/3 to the orbital angular momentum (at
Q.. = 0.007/M) merges with a secondary nonspinning
black hole of mass 30M . The injected luminosity distance
is d; = 1500 Mpc, giving a network optimal SNR of 25.7.
The full intrinsic and extrinsic parameters of the injected
waveform are given in Table V, along with the recovered
median and 90% confidence interval for each. Figure 12
displays the marginalized 1D and 2D posteriors for the
chirp mass and mass ratio, and for the effective inspiral spin
Xefi [104,105] and effective precession spin y, [106],
defined by

gly1|cos 6, + |7>|cos 6,

off 1= 42
Xeff 1+gq ( )
. (4+3q) ., .
= 0, ——= 0, ;. 43
% max{uusm g gl ()

Figure 12 also includes full 1D marginalized posteriors for
all component properties (m;, |y;|,0;,¢;) for both black
holes, plus the extrinsic parameters. We see that most
parameters are well measured, with narrow posteriors
containing the injected value within the 90% confidence
region. The exceptions to this are the azimuthal spin angle
¢, and reference phase ¢, which have uninformative, flat
posteriors, and the spin angles 6, and ¢,, which are not
uniquely defined when |y,| =0. The secondary spin

TABLE V. Injection 1: injected and recovered parameters.
Recovered parameters are given as median values with 90% con-
fidence interval. Chirp mass MY is measured in units of the
solar mass M o, luminosity distance d; in megaparsecs, geocenter
time discrepancy of. in seconds, and the remaining angular
parameters are measured in radians. For the secondary spin
magnitude, with injected value 0, we reported the one-sided
90% confidence bound.

Injected Recovered
M 36.50 36.661 35
1/ 05 0.57:019
71| 0.7 0.637032
72| 0 <0.75
0, I~ 1.05 1.027932
6 0 12543
” 0 245
b2 0 3.137%
! 2%0.79 0.787034
bo 12 30758
v 2.659 268103
a 1.375 1.374003
B -1.210 —1.2107903
dy 1500 1507135
St 0 (1.56373) x 1074
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FIG. 12. Recovered posterior distributions for all parameters for Injection 1. All mass quantities are given in the detector frame, and
time-evolving spin parameters are specified at the geometric reference frequency Qs = 0.007/M. The injected parameters are
highlighted with orange lines, dashed vertical lines indicate the 90% confidence interval, and solid vertical lines indicate the median. The
50th and 90th percentile contours are drawn for the 2D posteriors. Top row: Marginalized 1D and 2D posterior distributions on the mass
parameters (MY, ) and effective spin parameters (y.. %p)- Second and third rows: Marginalized 1D posteriors for the intrinsic
properties of the source black holes. Fourth and fifth rows: Marginalized 1D posteriors on the extrinsic parameters.
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TABLE VI. As Table V but for Injection 2 and including two-
sided 90% confidence interval for |,|.
Injected Recovered
Mdet 22.44 22531503
1/q 0.125 0.13210013
7| 0.8 0.79%507
72 0.2 0.35193!
0, I~ 1.57 1.58210:973
0, £~0.79 1.467 04
¢ 0 3.1413 8
b, 0 331538
! 0.75 1.254020
bo 0.8 3.18734¢
W 2.659 0.747233
a 2375 236970055
B —1.210 12105003
dy 650.0 68877
St 0 (1.317439) x 1074

magnitude |y,| is consistent with O but only weakly
constrained, |y,| < 0.75 at 90% confidence.

For our second injection, we consider a significantly
asymmetric, strongly precessing binary, with a primary
black hole of mass m; = 80M, and large spin |y;| = 0.8
lying entirely in the orbital plane, #; = x/2. The secondary
is much less massive at m, = 10M, with a low spin
l¥>| = 0.2 oriented at 6, = x/4. The injected luminosity
distance is d; = 650 Mpc, giving a network optimal SNR
of 19.9. A complete list of the injected parameters can be
found in Table VI, along with the median and 90% con-
fidence intervals of the recovered values. Figure 13 again
displays the marginalized 1D and 2D posteriors for
(M, 1/q) and (resr.x,). as well as the marginalized
1D posteriors for all intrinsic and extrinsic parameters.
Once again, most parameters are well measured, and we
draw particular attention to the tight measurements of the
effective precessing spin, y, and primary spin magnitude
ly1| and tilt 0. Measurements of the secondary spin
magnitude and tilt are much less precise, as would be
expected at this mass ratio, but consistent with the injected
values. The posteriors on the azimuthal spin angles ¢ and
¢, and the reference phase ¢y remain uninformative, and
the inclination posterior is notably shifted from the injected
value (but still contains the injection at 90% credibility).
The injected mass ratio—which also appeared slightly
offset from the median value for Injection 1—now appears
more distinctly shifted from the median, but remains inside
the 90% confidence interval.

B. Real gravitational wave events

‘We now turn our attention to the analysis of three binary
black hole mergers detected by the LVK Collaboration:

GW150914 [1], the first event ever detected; GW200129,
an event that has been claimed [107,108] to show
evidence of precession; and GW250114, the loudest
binary black hole merger yet reported, with a network
SNR ~ 80 [109]. We will analyze each of these events
with three different waveform models: our surrogate,
SEOBNRvVS5PHM (using the gwsignal interface) and
IMRPhenomXPHM [14], a fast phenomenological
waveform model describing precessing binaries with
higher-order modes, which shall act as our independent
comparison point.

When using the surrogate model to generate waveform
templates, we continue to sample over the intrinsic param-
eters (M 1/q,|%.6;,¢;) in addition to the extrinsic
parameters (z, g, y, ., &, 8, d; ), using the priors given in
Table X in Appendix C. For the SEOBNRv5PHM and
IMRPhenomXPHM reference results, we sample over the
angle between the line of sight and the total angular
momentum, €;, instead of the inclination z, and also use
the angles ¢, := ¢ — ¢p; and ¢,; (the azimuthal angle of

the orbital angular momentum L measured in the
J-frame) in place of the azimuthal spin angles ¢; and ¢,.
The priors used for these parameters can likewise
be found in Table X. We highlight that for the
SEOBNRv5PHM and IMRPhenomXPHM runs, the spins
and other time-dependent quantities are specified at a
constant physical waveform frequency f,.; = 20 Hz. This
contrasts with our surrogate model, for which the param-
eters are specified at the fixed geometric orbital frequency,
Q.. = 0.007/M, corresponding to a mass-dependent (2, 2)-
mode waveform frequency, f.; = 0.007/(Mn) that is
approximately equal to 6.5 Hz when M ~70M. This
reference frequency mismatch does not affect comparisons
between the mass parameters (M, 1/q), for example, nor
for the sky location («, §) or luminosity distance d;, but it
does complicate the comparison of the recovered spin
parameters between the different models. To avoid the full
complexity of evolving the spins to consistent reference
frequencies, we will instead compare posteriors for y.; and
Xp» evaluated in each case at the respective waveform
model’s reference frequency. The effective inspiral spin
Xetr 1s conserved at second post-Newtonian order under the
orbit-averaged precession equations [110], so that the
evolution between 6.5 Hz and 20 Hz should be minimal,
enabling meaningful comparisons despite the different
reference frequency conventions. The effective precession
spin y,, on the other hand, is not conserved but exhibits
oscillations on the precession timescale which typically
have relatively small amplitude (see e.g., Fig. 1 of
Ref. [111], where Eq. (43) corresponds to the blue “heu-
ristic” curves). In particular, we expect that the surrogate
and SEOBNRvV5PHM should agree on whether y, is
confidently greater than zero, with broadly similar median
values of y,, (although the difference between the two may
be greater than for y.y).
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Regardless of the waveform model used, and in line with
the standard LVK analyses [98], our reported results are
marginalized over the uncertainty in detector calibration.
This is achieved by allowing frequency-dependent phase

24 2.6 1 12 13 600 800
a [rad] & [rad] d. [Mpc]
FIG. 13. As Fig. 12 but for Injection 2.
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TABLE VII. Median values and symmetric 90% confidence
intervals for selected parameters of GW 150914, recovered using
the surrogate, SEOBNRvV5PHM and IMRPhenomXPHM: detec-
tor-frame chirp mass MY, inverse mass ratio 1/q, effective
inspiral and precession spins, y. and y,, right-ascension and
declination (a,d), and luminosity distance d;. The final row
gives the total wall time taken by each job.

Surrogate SEOBNR IMRPhenom
Mt 30991148 31.0113° 30.971]4%9
1/q 0.887019 0.88201; 0.88*0-11
Keft ~0.04101 ~0.0410.11 ~0.0310!
2 04008 042ip] 0.42:04]
a 1855055 159706 181705
5 SL23 12270 -1
d, 504113 479132 499113
Runtime 19 hr 54m 63 hr 49m 9 hr 10m

interferometer. For GW150914 we determine the priors for
each calibration parameter from the in situ calibration
envelopes [113] provided by the LVK Collaboration, and
use Gaussian priors for each node for GW200129 and
GW250114 (see Table X for further details). All of our
inference runs make use of 8s data segments, starting 6s
before the reported GPS time of merger, with data sourced
from the Gravitational Wave Open Science Centre [114].
For GW150914 we use the published noise PSD for this
event [113], and for GW200129 and GW250114 we
estimate the PSD from the 256s stretch of interferometer
data immediately before our analysis segment. For full

[ Surrogate
1750 1 SEOBNRv5PHM
1 IMRPhenomXPHM
1500 1
1250 1
-
2 10001
]
&)
750 1
500 1
250 1
0 /'\""\ fM\
102 1071
Likelihood evaluation time [s]
FIG. 15. Distribution of times taken to evaluate the likelihood

for the different waveform models considered. Timings were
performed for 2.5 x 10* parameter samples drawn from the prior
used in the GW150914 analysis, using the same Intel Xeon
Platinum 8570 CPU used for the inference runs.

details of all run settings, see Table X in Appendix C. All
tests in this section were performed on a cluster using Intel
Xeon Platinum 8570 CPUs.

Table VII contains the median and symmetric 90% con-
fidence intervals for the intrinsic parameters (MY 1/
q.Xeft-Xp) and the extrinsic parameters (a,d,d;) for
GW150914, while Fig. 14 shows the corner plots for
the 1D and 2D marginalized posteriors for these sets. We
see excellent agreement between all three waveform

GW150914
- Surrogate
- SEOBNRV5PHM
= IMRPhenomXPHM
Prior
o 08 g
: il Il
0.6 ,;JJ I ;
0.2 0.0 ;:
09 % < T o !
=X = i
02 S ——| o ii
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/1 \ =]
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Mget [Mo] 1/q Xeff Xp a [rad] & [rad] d [Mpc]

FIG. 14. Selected intrinsic and extrinsic parameter corner plots for GW150914, comparing the surrogate to SEOBNRv5PHM and
IMRPhenomXPHM. Dashed vertical lines in the 1D marginal posteriors (diagonal) indicate the 90% confidence intervals, and solid
vertical lines indicate the medians. The 50th and 90th percentile contours are drawn for the 2D marginal posteriors (off diagonal). The

prior for y, is shaded gray for illustrative purposes.
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FIG. 16. As Fig. 14 but for GW200129.

models, with almost identical posteriors for the intrinsic
parameters in each case. Note that all three waveforms
produce posteriors for y, that are extremely close to the
prior (shaded in gray), indicating no strongly informative
measurement. The confidence intervals for the extrinsic
parameters are similar across waveforms, with only minor
differences in posterior shape for the right ascension.
The full wall time duration of the parameter estimation
run was 19 hours, 54 minutes for the surrogate, 3.2x faster
than the run using the SEOBNRvSPHM base model
(but around 2.2x slower than IMRPhenomXPHM). As
an additional test, we also draw 2.5 x 10* sets of
parameters from the prior for each waveform model,
time the cost to evaluate the likelihood at those parameters,
and show the resulting distribution in Fig. 15. Evaluating
the likelihood using the surrogate waveform model
takes a mean of 24.65 ms, compared to 91.79 ms for
SEOBNRV5PHM (around 3.7x slower than the surrogate),
and 12.80 ms for IMRPhenomXPHM. We note also
that the distribution of times is particularly narrow
for the surrogate (standard deviation 0.17 ms) compared
to IMRPhenomXPHM (standard deviation 1.91 ms), and
especially SEOBNRvSPHM (standard deviation 11.28 ms,
maximum time 178 ms). This is to be expected, since the
number of operations required to evaluate the surrogate is
independent of the parameters.

The second event of interest is GW200129, which has
been claimed to show strong evidence of precession when
analyzed using the NRSur7dg4 [23] waveform model,
although some studies [108] caution that the level of
support for precession is sensitive to the approach taken
to mitigate a glitch that occurred in the LIGO Livingston
data stream around the time of GW200129. The original

LVK analysis [115] of this event concluded that there was
evidence of strong precession and mass asymmetry when
the event was analyzed using IMRPhenomXPHM, but
not when analyzed using SEOBNRv4PHM [116] (the
precursor of SEOBNRv5PHM). SEOBNRv5SPHM itself
has been shown to support greater values of y, than
SEOBNRv4PHM, but still favors values smaller than
IMRPhenomXPHM [38]. Looking at the results of
our runs—corner plots in Fig. 16 and confidence inter-
vals in Table VIII—we see that the surrogate and
SEOBNRvVSPHM are consistent for the mass ratio and
Xp (median ~0.6, distinctly shifted from the priors), but
IMRPhenomXPHM shows an additional strong mode with
high precession and more asymmetric mass ratio 1/g ~ 0.6,
consistent with the LVK analysis [115], and leading to
support for greater marginal precession (median y, = 0.77)
and a bimodal mass ratio posterior. The chirp mass and y ¢
posteriors are similar across all three waveform models,
with differences much smaller than the widths of the
confidence intervals, so that the different models can be

TABLE VIIL.  As Table VII but for GW200129.
Surrogate SEOBNR IMRPhenom
Mdet 3228116 32.3541.68 32.541183
1/q 0.8970%% 0.87203 0.84%55
Keft 0.1010, 0.10107, 0.14%p2
% 06008 06303 0.77:81)
a 5.54+004 5.531004 5.5214093
5 0.160:7 0.19%9:3 0.22%91¢
dr, 1753, 7261350 785133
Runtime 42 hr 37m 112 hr 54m 19 hr 20m
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FIG. 17. As Fig. 14 but for GW250114.

considered consistent. In particular, the surrogate and
SEOBNRvVSPHM agree closely for these parameters.
All three models produce essentially indistinguishable
posteriors for the sky localization (&, ) and luminosity
distance d;. The analysis using the surrogate model
took 42 hours, 37 minutes using 32 CPUs, around 2.6 x
faster than SEOBNRvVSPHM and 2.2x slower than
IMRPhenomXPHM.

We finally consider GW250114, an exceptionally loud
event with reported SNR =80 [109] but properties
otherwise much like those of GW150914 (SNR ~ 24
[1]). Selected corner plots for this event are included
in Fig. 17, with corresponding 90% confidence intervals
in Table IX. There is a small but perceptible shift between
the median recovered chirp mass for all three wave-
form models, but the shift is small compared to the size of
the 90% confidence intervals, and the surrogate and

TABLE IX. As Table VII but for GW250114. We report one-
sided 90% confidence bounds for the values of Xps which is
measured to be consistent with zero by all waveform models.

Surrogate SEOBNR IMRPhenom

M 30.81%855 30.87%355 31.061’086%?
1/q 0.96 506 095757 0.967) 0
Yot ~006%0%  -0069% 00350
2 <0.32 <0.39 <043

a 2. 43*}5 ;3‘;5’ 2.69j§;§ 2.4532;22

5 0.341935 0.617-1¢ 0.38% 5
dy 392173 39917 4047¢)
Runtime” 33 hr 39m 70 hr 56m 12 hr 45m

*Includes time to resume jobs after file system error.

SEOBNRV5PHM agree more closely with each other
than with IMRPhenomXPHM. There is little difference
between the posteriors for inverse mass ratio. For all three
waveform models, the y, posteriors are noticeably shifted
towards zero, away from the prior (shaded gray in
Fig. 17), indicating evidence against precession in the
signal, with a bound y, < 0.32(0.39) at 90% confidence
using the surrogate model (SEOBNRv5SPHM). Looking
to the extrinsic parameters, the luminosity distance
posteriors are similar for all three waveform models,
with a greater degree of difference for the right ascen-
sion and declination. We note in particular that
SEOBNRV5PHM is distinctly multimodal in a, but the
surrogate posterior does not place any great probability
to the mode with a ~2.85. IMRPhenomXPHM exhibits
a weak second peak at this mode, but places greater
weight to the a & 2.4 mode detected by all three models.
We do not assess in detail whether these differences are
caused by genuine systematic differences between the
waveform models or artifacts of our inference settings,
and consider that our surrogate does not introduce
significant biases for most parameters overall. The
analysis using the surrogate took 33 hours, 39 minutes
of wall time using 56 CPUs, approximately 2.1x faster
than the SEOBNRvV5PHM run.*

*Note that all our GW250114 runs were interrupted by a
transient file system error that caused the runs to fail when
creating a progress checkpoint. The runs were resumed from the
last successful checkpoint and completed without further issue,
but the runtimes in Table IX include the progress that was lost at
the failed checkpoint (approximately 10 minutes of wall time)
and the time taken for the run to resume (less than approximately
5 minutes).
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VI. CONCLUSIONS

In this paper, we described the development and vali-
dation of SEOBNRvSPHM_NNSur7dq10, a reduced-order
neural network surrogate of SEOBNRvSPHM trained on
waveforms from binary black holes with generically
oriented spins, arbitrary spin magnitudes, and mass ratios
up to g = 10. The surrogate natively returns waveforms in
the time domain, starting at a fixed time ty,, = —10*M
before merger, ensuring a (2, 2)-mode starting frequency
below 20 Hz for any quasicircular binary with ¢ < 10 and
total mass M > 62.3M .

The full surrogate model comprises multiple individual
surrogates describing the orbital phase of the binary, the
mode amplitudes 4% in the corotating frame, and the
quaternions describing the rotations from the noninertial
coprecessing frame into the inertial source frame. The
decomposition into waveform data pieces was described in
Sec. IT A, and the construction of each individual surrogate
was detailed in Sec. III. We found in Sec. IV that the orbital
phase model contributes the largest median error out of all
model components, although the quaternion models appear
to cause a larger share of mismatches >1072, which we link
in Appendix A 1 to a singularity in the procedure used to
condition our quaternion training data.

Overall, in Sec. IV B we demonstrated that our surrogate
has median orientation-averaged unfaithfulness ~107*
compared to SEOBNRvVSPHM, consistent across tests
using noise power spectral densities representing
Advanced LIGO and the planned Einstein Telescope at
fixed total masses M = 65M, and M = 125M , respec-
tively, and tests using different values for the fixed total
mass and inclination with the Advanced LIGO PSD. Using
the conservative indistinguishability criterion given in
Eq. (21) and orientation-averaged mismatch data from
Fig. 7, we estimate that our surrogate is statistically
indistinguishable from SEOBNRvVSPHM for at least
98.6% (81.6%) of examples at an SNR of 25 (100) for
the Advanced LIGO detectors and fixed total mass
M = 65M,. We also validated the performance of our
surrogate for Bayesian parameter inference in Sec. V,
correctly recovering the parameters of two precessing
SEOBNRvV5SPHM waveform injections, and achieving
results consistent with SEOBNRv5SPHM for the analysis
of three real-world gravitational-wave events: GW 150914,
GW200129 and GW250114. The consistency with
SEOBNRV5PHM for GW250114, an event with excep-
tionally high SNR = 80, provides a particularly strong
testament to the fidelity of our surrogate.

In Sec. IV C, we found that a single surrogate waveform
takes an average of approximately 12.52 ms to generate
using a representative CPU, a speedup of approximately 5x
compared to SEOBNRvV5SPHM. When amortizing the cost
of generation across a batch of waveforms evaluated on a
high-performance GPU, we find that the average cost per
waveform can be as low as 81 ps, a speedup of over 800x

compared to SEOBNRv5PHM. When analyzing real-word
events in Sec. V, the analysis was between 2.1x and 3.2x
faster using our surrogate compared to equivalent runs
using SEOBNRvV5SPHM. Notably, our inference tests did
not make use of batched waveform evaluation or GPU
acceleration, and we anticipate significantly greater
speedup if using a sampler that supports these features.

Looking to future development, an improved rotation
module that avoids the singular quaternion reconditioning
step would be helpful for reducing the tail of large
mismatches against SEOBNRvV5SPHM. This might be
achieved in practice using alternative conditioning choices
for the quaternions or the use of different parametrizations
for the rotation (such as the use of Euler angles). Improving
the performance of the orbital phase network will also likely
help reduce the bulk of the mismatches. Possible avenues
for investigation include improved neural network archi-
tectures or the use of hierarchical neural networks [43,44] or
conditioning with post-Newtonian results to extract dom-
inant trends in the data before training a network to recreate
the more subtle residual features. The modular construction
of the full surrogate model means that improved quaternion
or orbital phase models can be inserted without significant
changes to any other model components. With the recent
addition of coprecessing frame mode asymmetries to
SEOBNRvV5PHM [54], it would also be natural to include
this effect in our surrogate. Specifically, following the
approach of Ref. [23], the primary difference would be
the need to construct separate surrogates for the symmetric
and antisymmetric combinations

_ B (0) £ hE (1)

hz/%m(t) = ’ (44)
2
with the definition of the orbital phase adjusted to
arg [hY,(t)] — arg [h5 _,(¢
Do) = g [y, (1)] g [hy ( )] (45)

4

Our surrogate is trained on waveforms with mass ratio
g < 10 only, but this was chosen arbitrarily and does not
represent a hard limit to our techniques. In principle, the
same methodology can be used to construct surrogates
that extend to higher mass ratios, but the amount of training
data required will also increase. We also find that larger
parameter spaces typically require larger reduced bases,
which in turn require larger predictive neural networks that
are harder to train and ultimately less accurate and slower to
evaluate. One possible solution is to divide the parameter
space into subregions and build smaller reduced bases/
surrogates on each subregion. This division can be chosen
manually (as in Ref. [117], for example) or by using
automated decomposition algorithms [118,119].

As we saw in Sec. IVA, the fixed duration of our
surrogate model’s time grid restricts the applicability of our
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model to binaries above a certain threshold in detector-
frame total mass, a challenge that will only get worse with
the development of next-generation ground-based detectors
with improved low-frequency sensitivity. The development
of long duration surrogate models is therefore highly
motivated, but we find that the reduced basis size grows
with signal duration, posing the same challenges noted
above. It is possible that parameter space decomposition
may also assist us here, but we consider that additional
techniques are likely to be required. Significant break-
throughs have recently been achieved in the context of
surrogate waveform modeling for eccentric nonspinning
binaries, using alternative time parametrizations [120,121]
to build surrogates up to ~10°M duration in length in some
cases [120]. Similar reparametrizations may also prove
useful for the quasicircular precessing problem considered
in this work. New time parametrizations, or nonuniform
time grids such as the downsampled quaternion time grid
used herein, will also be increasingly important to manage
computational cost and memory requirements with long-
duration waveforms. We also highlight efforts [122] to
build full machine learning surrogate models that addi-
tionally utilize neural networks to compress the data pieces
instead of the traditional reduced basis/empirical interpo-
lant approach taken in this work, which may be a
productive direction of study to efficiently compress
long-duration signals.

We have demonstrated that combining neural network
interpolation with conventional reduced-order modeling
techniques is a highly effective strategy for building
gravitational waveform surrogates describing the merger
of quasicircular, precessing binary black hole systems, with
the faithfulness and computational efficiency needed to
analyze real-world gravitational wave events. Future
opportunities for development include the application to
eccentric surrogate models, and possibly the develop-
ment of surrogates for waveform models that include the
effects of both eccentricity and spin precession. Models
incorporating both phenomena are crucial to reliably
distinguish between the two effects in real-world observa-
tions [123-125], but the presence of multiple orbital
timescales in addition to the precession timescale and
the excitation of many higher-order waveform modes
inevitably makes such models slower to evaluate [124].
Fast surrogate models would therefore be of great benefit,
but to develop them we must overcome the even greater
parameter space dimension that comes with the inclusion of
eccentric degrees of freedom. With ongoing development,
we anticipate that machine learning techniques will prove
their ability to handle problems with more than the seven
dimensions of our quasicircular precessing model, and
consequently have the potential to play a major role in the
development of the accurate, physically extensive, and fast
waveform models needed to fulfill the requirements of
gravitational wave detectors in the coming years.

The computations described in this paper were per-
formed using the University of Birmingham’s BlueBEAR
HPC service, which provides a high performance comput-
ing service to the university’s research community.
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APPENDIX A: ADDITIONAL
FAITHFULNESS TESTS

We collect additional tests concerning the mismatch
between our surrogate and SEOBNRvVSPHM in this
Appendix.

1. Dependence on intrinsic parameters

In this section, we explore how the mismatch between
our surrogate and SEOBNRv5PHM depends on the intrin-
sic parameters A = (q, [71], 01, @1, [¥2], 6>, @), considering
as a particular example the SNR-weighted, (1, ¢,y )-
averaged mismatches using the aLIGO PSD illustrated in
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Fig. 7. Figure 18 displays the same mismatches as a
function of the intrinsic parameters. The diagonal scatter
plots show the mismatch versus each of the individual
intrinsic parameters, with each point representing a single
sample from the test set Ayy. The red line denotes the
rolling median over all the other parameters, computed
across a narrow bin in the parameter of interest. The off-
diagonal plots display the location of the test set samples in
the 2D plane of the given pair of parameters, with the value
of Mgyp for that sample denoted by the color of the point.
We use the cosine of the spin angles 6; [which, recalling
Eq. (40), are uniformly distributed across Ag] instead of
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FIG. 18.
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Plot of the SNR-weighted, (i, ¢, w)-averaged mismatch between the surrogate and SEOBNRv5PHM as a function of g, |;

cos6, 01 b2

s

cos 0; and ¢; (diagonal) and their unique pairwise combinations (off diagonal). The red curves in the diagonal 1D plots show the median
over all other parameters computed over a narrow rolling bin in the parameter of interest. For the off-diagonal 2D plots, the value of the
mismatch is indicated by the color of the point. The mismatch data displayed in this figure is the same as the alLIGO mismatch data

displayed in Fig. 7, which uses fio,, = 20 Hz and M = 65M,.
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the angles themselves to simplify the interpretation of the
figure. We notice that the median mismatch clearly grows
with the spin magnitudes |y;| and mass ratio g. This is
visible from the 1D plots, but we can also clearly see the
increased mismatches in the ¢ — 10, || — 1 corner of the
(¢, l71]) plane, for example. The median mismatches as a
function of the cos 6, appears broadly flat, although a close
inspection suggests there may be slight peaks around
cos@; ~ 0, corresponding to spins lying entirely in the
orbital plane. Looking at the (|7, |, cos 8;) plane, we can see
that the increase in mismatch with |, | is nonuniform, with
a possible “bulge” of increased mismatch reaching down to
spins as low as |y;| ~ 0.5 at cos @, ~ 0. This suggests that
increasing misalignment between the primary spin and the
orbital angular momentum leads to larger mismatches at
fixed primary spin magnitude, at least when the spin
magnitude is sufficiently large. A similar (but weaker)
correlation may also exist for the secondary object. The
azimuthal spin angles ¢; appear to be completely uncorre-
lated with the mismatch.

The general (but nonmonotone) growth of the mismatch
with g can also be seen in Fig. 19, which displays the
mismatch between the surrogate and SEOBNRv5PHM for
h' as a function of g for 50 randomly sampled configu-
rations. The spin magnitudes |j;| are uniformly sampled
from [0, 1], while the spin orientations (6;,¢;) and sky
locations (1, ¢by) are sampled isotropically. Notably, Fig. 19
includes the mismatch at mass ratios up to ¢ = 11, going
beyond the ¢ = 10 limit of our training data (illustrated by
the black vertical line). After crossing ¢ = 10, the mis-
match grows rapidly, plateauing on the order of 107!,

10° 4

1014

10724

FIG. 19. Mismatch in h! between the surrogate and
SEOBNRv5PHM as a function of mass ratio for 50 ran-
domly selected values of (||, 0;, @i, 1, o). The black vertical
line denotes the upper limit of the training data, g = 10,
beyond which the mismatch blows up rapidly. The mis-
matches are computed using the alLIGO PSD with fy,, =
20 Hz and M = 65M,.

demonstrating that our surrogate does not extrapolate well
outside of its training range in q.

We are also interested in understanding the origin of the
tail of large mismatches observed in Fig. 7. From Fig. 18
we see that almost all points with mismatch > 1072 have
g >4 and |y,| = 0.5, although it is not clear why these
points specifically have such large mismatches when other,
similarly highly spinning or asymmetric binaries result in
much smaller mismatches. One possibility is the known
flaw of the quaternion networks noted in Sec. III C. Recall
that we reconditioned the training data for the g ;,p and gy
neural networks by rescaling

4o = @ (tan) 40P (1)s Qs = @ ~qroy- (A1)
The neural networks are trained to predict these rescaled
quaternions, with the unit quaternions recovered by
renormalizing the output of the networks. Although rescal-
ing improved the global conditioning of the training data,
allowing us to build a quaternion model that is highly
accurate throughout most of the parameter space, it also
introduced local difficulties in regions where the scale
factors ¢!*" (tqar) OF g/2’ become small, which suppresses
the magnitude of the training data at these points (reducing
their influence on training), and causes the inverse trans-
formation to become singular. Even when the scale factors
are small but nonzero, scaling by the large inverse scale
factor magnifies the absolute errors in the quaternions,
reducing the accuracy of the model. In Fig. 20, we plot the
value of min(|g/?" (tgar)|» |¢?’]) against the mismatch for
the largest 1000 aLIGO mismatches in Fig. 7. There is a
clear association between the smallest scale factor and the

10-11

Msnr

10721

10-3 10-2 10-1 100
min(lqjvfp(tstart)lr |qlv51|)

FIG. 20. Scatter plot of the values of the 1000 largest alLIGO
mismatches from Fig. 7 against the corresponding values of
min(|g?" (tgar) |- 1¢22’]). The value of the mismatch is addition-

ally highlighted by the color of the point.
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FIG. 21. SNR-weighted, (i, ¢y, )-averaged mismatches be-

tween the reference configuration of the surrogate model (CPU
evaluation without quaternion downsampling) and three other
configurations of our model: CPU evaluation with downsam-
pling, GPU evaluation without downsampling, and GPU evalu-
ation with downsampling.

mismatch, and the vast majority of points with mismatch
> 1072 have either |g/?F (tyu)| < 0.1 or |g/2’] < 0.1.

2. Equivalence of different model configurations

In Sec. IVB we evaluated the faithfulness of our
surrogate model to SEOBNRv5PHM, using the CPU
version of our model without quaternion downsampling
as the reference configuration. In this Appendix, we
confirm that different configurations of our surrogate model
produce consistent results with one another, investigating
specifically the impact of quaternion downsampling and
GPU evaluation.

Figure 21 displays the SNR-weighted, (1, ¢y, y)-averaged
mismatch between the waveform generated using the refer-
ence configuration against three different configurations of
our model: CPU evaluation with downsampling, GPU
evaluation without downsampling, and GPU evaluation
with downsampling, using the alLIGO PSD with fixed total
mass M = 65M . Compared to the results in Sec. IV B,
the average is taken over the more restricted sets
1€{0,7/3,7/2}, po€{0,7/4,7/2} and we{0,7z/4,7/2},
and we compute the mismatch for only the first 10*
parameter samples in Agy. We see from Fig. 21 that
downsampling produces a completely negligible mismatch
against the reference configuration, with a median mismatch
of only 1.07 x 10~'2 when the waveform is evaluated on the
CPU with downsampling, and the mismatch is greater than
107 for only one parameter sample. When evaluating the
waveform on the GPU with (without) downsampling, the
median mismatch against the reference configuration is
4.75 x 107 (4.74 x 107™), and only nine (eight) parameter
samples have a mismatch greater than 1077,

We note that the mismatches between the different
surrogate configurations are in general much smaller
than the mismatches between SEOBNRV5SPHM and the
surrogate using the reference configuration displayed in
Fig. 7, so that the results and conclusions of Sec. IV B
should be robust to changes in the surrogate model
configuration. These tests also confirm that our CPU and
GPU implementations agree with each other to an appro-
priate level (compared to the unfaithfulness against
SEOBNRvV5PHM), and prove that the use of quaternion
downsampling does not introduce any significant error in
the final waveform. Indeed, the exceptionally small mis-
match between the model with and without downsampling
suggests that we could have chosen 7 4 to be significantly
more sparse without meaningfully altering the final
waveform.

APPENDIX B: WAVEFORM TIMING
METHODOLOGY

In this Appendix, we describe the methodology used to
time the average waveform evaluation cost for both the
surrogate and SEOBNRv5PHM in Sec. IV C.

Achieving a like-for-like timing comparison between the
surrogate and SEOBNRV5PHM is complicated by their
different conventions. Recall that the surrogate model
accepts as parameters the mass ratio and spins specified
in the I-frame defined at a constant geometric reference
frequency Q. = 0.007/M, and returns the gravitational
wave polarizations hﬁr,x (t; Z) on a fixed geometric time grid
stretching from f,, = —10*M before merger through to
100M after merger, with spacing At = 0.5M. In practice,
the orbital frequency at this starting time is typically much
higher than the reference frequency. SEOBNRvSPHM,
on the other hand, accepts the same parameters, but
returns the polarizations on a (parameter-dependent) time
grid covering the full evolution from € through to a
few 100M after merger. For Q.; = 0.007/M, the
SEOBNRV5PHM grid typically has much longer duration
(~10°M) than the surrogate grid, so for a fair control we
need a way to evaluate SEOBNRv5PHM waveforms with a
fixed starting time. We do this in practice using a two-stage
strategy: first, for a given set of parameters, we evaluate the
SEOBNRvV5PHM waveform starting at €. = 0.007/M,
and extract the values of the orbital frequency, Qg the
spins, and the quaternion describing the P — I rotation at
time 7y,,. We then use the P — [ rotation to transform the
spins at time 7y, into the P-frame at time 7y, (which we
treat as the new I-frame defined at reference frequency
Qqarr), before calling SEOBNRvSPHM again with refer-
ence frequency Qg and the evolved spin parameters. We
found this gave us waveforms which start very close to
10*M, so we used these waveform calls for our timing tests.
For simplicity we do not evolve the extrinsic parameters z or
¢o because these do not significantly affect the waveform
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timing. We generate our SEOBNRvSPHM waveforms on a
time grid of spacing Ar = 0.5M. Note that we do not
control the amount of postmerger signal present in our
SEOBNRV5PHM waveforms; in practice the excess signal
is typically quite small (~100M) compared to the length of
the inspiral, and we do not expect a significant effect on the
timing.

We begin all of our timing tests with 250 untimed
waveform calls, to ensure that our subsequent timing runs
accurately capture the steady-state evaluation cost, not
including any fixed setup costs (such as just-in-time
compilation) that contribute insignificantly to the overall
runtime when evaluating large numbers of waveforms in
real-world applications. When timing the cost to evaluate a
single waveform (using either SEOBNRvVSPHM or the
surrogate) with given parameters (4, 7, ¢ ), we calculate the
wall time cost to evaluate the waveform five times in a loop,
and then compute the mean across these fiveruns. For the
final mean cost per waveform reported in Table III, we

report the mean of the run-averaged single-waveform costs
over all parameters in the timing set A,.. For the batched
waveform tests running on a GPU, we randomly draw 500
parameter batches with the given batch size from among the
parameters in the timing set, and for each batch compute
the cost per batch across five looped runs. We then compute
the mean cost per batch across each of the 500 test batches,
and normalize by the batch size to get the mean cost per
waveform, which we report in Table III. The methodology
for the batched CPU evaluation is identical, except that we
only draw 100 test batches due to the longer runtime on
the CPU.

APPENDIX C: PARAMETER ESTIMATION
SETTINGS

Table X summarizes various settings that were used for
the different parameter inference runs in Sec. V.

TABLE X. Parameter inference settings for all analyses. U[a, b] denotes the uniform distribution on the interval [a, b], sine[a, D]
denotes the distribution on x € [a, b] uniform in sin(x), and cosine[a, b] denotes the distribution on x € [a, b] uniform in cos(x).
Interferometer names are abbreviated as follows: LIGO Hanford (H), LIGO Livingston (L) and Virgo (V). The parameter nlive denotes
the number of live points used by the Dynesty nested sampler [103] and npool is the number of CPUs used by the sampler. rwalk and
acceptance-walk are different methods used by Dynesty to find new live points. These methods (and the other Dynesty parameters listed in

the table) are explained in further detail in Ref. [127].

Injection 1 Injection 2 GW150914 GW200129 GW250114
Prior settings
MEUM )] U[20.50] U[15.30] U[10,50] U[15,44] U[28.5.33]
1/q Ul0.1,1] Ul0.1.1] U[0.25, 1.0] U[0.25, 1.0] U[0.6.1]
MM 65 <M <150 65 <M <120 50 <M <100 55 <M <100 65 <M <100
il G=1,2) U[0,0.99] U[0,0.99] U[0,0.99] U[0,0.99] U[0,0.99]
0; (i =1, 2) [rad] Sine[0, 7] Sine[0, 7] Sine[0, 7] Sine[0, 7] Sine[0, 7]
$i (i =1, 2) [rad] U[0, 2] Ul0, 27 Ul0, 21 Ul0, 27 Ul0, 27
¢, [rad] Not used Not used Ul0, 27| U[0, 27] U[0, 27]
¢y, [rad] Not used Not used Ul0, 27| U[0, 27] U[0, 27]
1 [rad] Sine[0, 7] Sine[0, z] Sine[0, z] Sine[0, z] e
0,y [rad] Not used Not used Sine|0, 7] Sinel0, 7] Sine|0, 7]
¢ [rad] Ulo, 27] U[0, 27| U|0, 2x] U|0, 27| U|0, 2x]
w [rad] Ul0, 7] Ul0, 7] U[0, 7] Ulo, 7] Ul0, 7]
d; [Mpc] U0, 104 U0, 104 U0, 2000] U0, 2000] U[0,2000]
a [rad] U|0, 27] Ul0, 27] Ul0, 27] Ul0, 27] Ul0, 27]
S [rad] Ul-3.3] Ul-3.5 Cosine[-%,5 Cosine[-%.7] Cosine[-%.7]
st [s] U[-0.05,0.05]  U[-0.05,0.05] U[-0.10.1] U[-0.10.1] U[-0.10.1]
Calibration settings
Calibration nodes Not Not 10 10 10
Amplitude priors used used From LVK N[0, 0.05] NJ0,0.05]
Phase priors envelopes [113] NJ0,0.05] NJ0,0.05]
Data settings
Segment length [s] 8.0 8.0 8.0 8.0 8.0
Sample rate [Hz] 4096.0 4096.0 4096.0 4096.0 4096.0
PSD Design Design LVK PSD [113] From 256s segment From 256s segment
Interferometers used HLV HLV HL HLV HL
Likelihood settings
Fiow 20.0 20.0 20.0 20.0 20.0
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TABLE X. (Continued)

Injection 1 Injection 2 GW150914 GW200129 GW250114
Shigh 2048.0 2048.0 1024.0 1024.0 1024.0
Marginalization Not used Not used Distance Distance Distance
Sampler settings
nlive 1000 1000 1000 1000 1000
npool 32 32 32 32 56
Sample rwalk Acceptance-walk Acceptance-walk Acceptance-walk Acceptance-walk
Other arguments walks = 25 naccept = 60 naccept = 60 naccept = 60 naccept = 60
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