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Neutrino momentum reconstruction at hadron colliders is intrinsically ambiguous because the
longitudinal momentum is not directly observed. We study this problem in semileptonic tt̄ events using
mixture of neutrino solutions with transformer event representation (MONSTER), a mixture density network
that predicts a multivariate normal mixture for the conditional distribution of neutrino momentum from
reconstructed event objects. The model uses a transformer-based event encoder and yields a sampling-free
point estimate of the neutrino momentum from the closed-form density. On the public benchmark
introduced with ν-flows, MONSTER reduces the 68th percentile of the three-momentum residual by 5% and
the 95th percentile by 6% relative to the empirical-mode ν-flows baseline, with per-variable root-mean-
square errors smaller by 2 to 9% at comparable bias, while running 2 to 8.5 times faster at inference,
depending on the device and batch size. These results indicate that mixture density networks are a
competitive alternative to normalizing flows for neutrino reconstruction.
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I. INTRODUCTION

At the Large Hadron Collider (LHC) [1], proton-proton
collisions produce complex multiparticle final states
recorded as sets of reconstructed objects: jets, leptons,
and missing transverse momentum (p⃗miss

T ). Event recon-
struction maps these detector-level observables to the
underlying physical process, including the assignment of
particle momenta and event topology. Accurate recon-
struction is a prerequisite for precision measurements and
searches for new physics, since systematic uncertainties in
object reconstruction propagate directly into the physics
observables of interest.
Neutrinos escape the detector without interaction and

leave no direct signal. Their transverse momentum is
inferred from the negative vector sum of all visible trans-
verse momenta, which defines the missing transverse
momentum p⃗miss

T . The longitudinal component is not
directly observable and must be determined from additional

kinematic constraints. In semileptonic tt̄ events, the on-shell
W boson mass constraint provides a quadratic equation
relating the neutrino longitudinal momentum to the mea-
sured lepton kinematics and p⃗miss

T . Because the system is
underconstrained by the unobserved longitudinal momen-
tum, this quadratic equation yields a twofold ambiguity in
the neutrino longitudinal momentum.
Deep learning has recently been applied to neutrino

momentum reconstruction as a way to move beyond
traditional single-valued kinematic solvers. At first glance,
casting neutrino momentum reconstruction as a regression
(or point estimation) problem seems natural. However, as
pointed out in Ref. [2], the multimodal structure of the
neutrino momentum, originating from missing information,
causes deterministic regression models to collapse to a
point between the two solutions, which is unphysical and
leads to poor resolution.
To address this, Ref. [2] introduced ν-flows, a conditional

normalizing flow [3,4] trained to model the full conditional
distribution of the neutrino momentum given the event
observables in semileptonic tt̄ events. Normalizing flows
approximate the complex target distribution by transform-
ing samples drawn from a simple base density through a
sequence of invertible and differentiable mappings. By
framing the problem as conditional density estimation,
ν-flows naturally accommodates the multimodal structure

*Contact author: jason.lee@yonsei.ac.kr

Published by the American Physical Society under the terms of
the Creative Commons Attribution 4.0 International license.
Further distribution of this work must maintain attribution to
the author(s) and the published article’s title, journal citation,
and DOI. Funded by SCOAP3.

PHYSICAL REVIEW D 114, 076019 (2026)

2470-0010=2026=114(7)=076019(14) 076019-1 Published by the American Physical Society

https://orcid.org/0000-0001-6905-6553
https://ror.org/05en5nh73
https://orcid.org/0000-0002-2153-1519
https://ror.org/01wjejq96
https://orcid.org/0000-0002-1129-2083
https://ror.org/01zqcg218
https://crossmark.crossref.org/dialog/?doi=10.1103/lz58-x4s8&domain=pdf&date_stamp=2026-10-13
https://doi.org/10.1103/lz58-x4s8
https://doi.org/10.1103/lz58-x4s8
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/


of the target distribution and allows diverse neutrino
momentum candidates to be obtained by sampling.
Reference [5] extended this approach to multineutrino final
states with ν2-flows, demonstrating the generality of nor-
malizing flow-based density estimation for this class of
problems.
Besides methods that approximate complex distributions

by transforming samples drawn from a simple distribution,
there is also the mixture model approach, which approx-
imates them by combining well-known simple distributions.
Mixture density networks (MDNs) [6] are an early approach
to neural conditional density estimation, based on the
mixture model paradigm. A MDN predicts the parameters
of a mixture of parametric distributions as a function of the
input, yielding a closed-form and differentiable density that
can be evaluated without any sampling or Jacobian com-
putation. Unlike normalizing flows, which require each data
point to pass through a chain of neural networks for density
evaluation, a MDN exposes both the closed-form density
and the mixture components directly after a single amor-
tized network inference. This enables sampling-free point
estimators such as direct density optimization or selecting
the most probable component, without the large-sample
stochastic search that flow-based approaches require.
MDNs have been applied to a range of reconstruction

and calibration tasks in high-energy physics experiments.
In the pixel detector at the ATLAS experiment [7], MDNs
were studied as a replacement for the multistage system that
used ten separate neural networks for cluster multiplicity
classification and hit position regression [8]. This approach
was adopted in Run 3, where three MDNs replaced the full
Run 2 system, yielding narrower and more symmetric hit
residuals and improving the performance of downstream
Kalman filter-based track fitting [9]. A MDN was also
deployed as the adversary component in an adversarially
trained jet tagger designed to decorrelate jet substructure
discriminants from the reconstructed jet mass [10].
For particle identification calibration at LHCb, a MDN

was used to model the conditional distribution of particle
identification classifier outputs as a function of particle
kinematics and detector occupancy, trained directly on
weighted calibration data [11]. The ATLAS collaboration
applied a MDN for simultaneous energy and mass calibra-
tion of large-radius jets, introducing an asymmetric Gaussian
loss to handle the non-Gaussian tails of the jet response [12].
On-chip deployment of MDNs has been explored for the
high-luminosity LHC, where compact architectures syn-
thesized in 28 nm complementary metal-oxide-semiconduc-
tor provide calibrated uncertainty estimates for hit positions
and incident angles within nanosecond latency budgets [13].
MDNs may be insufficient for the complex high-dimen-

sional distributions in computer vision or language model-
ing, but the conditional distribution of neutrino momentum
is low-dimensional and its multimodality is moderate in
complexity. We investigate whether a MDN-based approach

can match or surpass the reconstruction performance of
ν-flows while providing a sampling-free point estimate of
the neutrino momentum.
We propose mixture of neutrino solutions with trans-

former event representation (MONSTER), a mixture density
network for neutrino momentum reconstruction in semi-
leptonic tt̄ events at hadron colliders. MONSTER uses a
transformer-based event encoder to process variable-length
sets of reconstructed objects and maps the resulting event
representation to the parameters of a multivariate normal
mixture over the neutrino momentum. Because the mixture
density and its components are available explicitly, a single
neutrino momentum estimate can be obtained either by
direct gradient-based mode seeking or by selecting the most
probable mixture component. We compare MONSTER

against ν-flows [2] on the publicly available dataset from
Ref. [14], and show that MONSTER achieves better reso-
lution with comparable bias on this benchmark.
The remainder of this paper is organized as follows.

Section II describes the mixture density network formal-
ism, the model architecture, the mode-seeking procedure,
the training configuration, the evaluation metrics, the
dataset, and the baseline method. Section III presents the
results. Section IV concludes.

II. METHOD

A. Mixture density networks

AMDN [6] is a neural network that models a conditional
probability density pðyjxÞ as a mixture of parametric
distributions, where the mixture parameters are predicted
as functions of the input x. Rather than producing a single
point estimate of the target y, a MDN outputs a full
probability distribution, enabling principled uncertainty
quantification and the representation of multimodal or
otherwise complex conditional densities.
In this work, the mixture components are taken to be

multivariate normal distributions. The conditional density
of D random variables y ∈RD given input x is accordingly
expressed as a K-component multivariate normal mixture
model (MVNMM)

pðyjxÞ ¼
XK
k¼1

πkðxÞN ðyjμkðxÞ;ΣkðxÞÞ; ð1Þ

where πkðxÞ are the mixture weights, μkðxÞ∈RD are the
component mean vectors, and ΣkðxÞ∈RD×D are the com-
ponent covariance matrices, all predicted by the network as
functions of x. The mixture weights satisfy πk > 0 andP

K
k¼1 π

kðxÞ ¼ 1 for all x, and each ΣkðxÞ is constrained to
be symmetric positive definite, ensuring that each compo-
nent defines a valid multivariate normal distribution.
The MVNMM in Eq. (1) possesses several properties

that make it well suited for neutrino momentum recon-
struction. First, the mixture density has a closed-form
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expression, making the negative log-likelihood (NLL)
tractable and differentiable, so the network can be trained
end-to-end by direct minimization of the NLL. Second, by
summing over K components, the model can represent
multimodal conditional densities, which arise naturally in
semileptonic tt̄ events due to the discrete ambiguity in
kinematic solutions for the neutrino longitudinal momen-
tum. Third, because the component distributions are
multivariate normals, the full covariance structure among
the neutrino momentum components is captured by each
Σk, rather than assuming independence across dimensions.
Finally, the closed-form density permits direct mode seek-
ing via gradient-based optimization on pðyjxÞ.

B. Model architecture

Figure 1 illustrates the overall architecture of MONSTER.
Conceptually, MONSTER comprises two stages: a regression
network that predicts the raw parameters of a mixture
distribution over the neutrino momentum, and the con-
struction of the MVNMM from these raw parameters via
deterministic transformations that ensure the validity of the
mixture parameters. The target variables are defined as
y ¼ ðpxðνÞ; pyðνÞ; ηðνÞÞ, following Ref. [2].

The regression network takes as input a variable-length
set of reconstructed objects in each event and outputs the
raw parameters from which the MVNMM is built. The
input consists of the charged lepton, the reconstructed jets,
and the missing transverse momentum vector, with each
object represented by the features listed in Table I.
MONSTER uses every jet stored for each event, up to ten.
This input definition follows ν-flows [2] to enable a direct
comparison, except that MONSTER does not use the jet and
b-tagged jet multiplicities. Continuous kinematic features
are standardized to zero mean and unit variance, while
binary features remain unchanged.
Figure 1(b) illustrates the data flow of the regression

network. The network consists of input projection layers,
a transformer encoder, a class-attention module, and a
final linear layer. First, each object is projected into an
E-dimensional embedding space via a dedicated linear
layer. The resulting embeddings are then stacked into a
single sequence.
The embedding array is passed through a stack of N

identical encoder layers, each comprising a multihead self-
attention sublayer followed by a position-wise feed-
forward network (FFN) sublayer, as shown in Fig. 2(a).
We adopt a prelayer normalization architecture, which

(a)

(b) (c)

FIG. 1. Architecture of the MONSTER network. (a) The full pipeline from reconstructed event objects to the predicted neutrino
momentum distribution. (b) The transformer encoder and class-attention module that produce a fixed-size latent event vector.
(c) Transformation of the raw linear-layer output into the mixture weights, mean vectors, and covariance matrices of the MVNMM.
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places layer normalizations before each sublayer rather
than after, stabilizing gradient flow and improving con-
vergence [15]. The self-attention sublayer allows every
object in the event to attend to every other object, producing
a contextualized representation of the full event.
The FFN sublayer, illustrated in Fig. 2(c), transforms

each position independently. First, a linear projection
expands the embedding dimension by a factor of four,
after which a Gaussian error linear unit (GELU) activation
[16] is applied. Dropout [17] with rate 0.01 is applied for
regularization. A second linear layer returns the represen-
tation to the original embedding dimension.

The transformer encoder preserves the input array length
and returns one contextualized embedding for each input
object. The regression head, however, must produce a
fixed-size vector of MVNMM parameters. We therefore
aggregate the variable-length encoder output with a class-
attention mechanism inspired by the class token in vision
transformers [18]. The module uses a single learnable
query vector, while the full sequence of encoder outputs
provides the keys and values. In practice, it is implemented
as a transformer-style decoder block with prelayer nor-
malization, a cross-attention sublayer, and an FFN, as
shown in Fig. 2(b). The self-attention sublayer of the

TABLE I. Per-object input features used by the regression network.

Input object Features Description

p⃗miss
T pmiss

x ; pmiss
y Missing transverse momentum components

Charged Lepton (l) pxðlÞ; pyðlÞ; ηðlÞ; logEðlÞ; Iμ Kinematics and binary muon flavor indicator

Jet (j) pxðjÞ; pyðjÞ; ηðjÞ; logEðjÞ; Ib−tag Kinematics and binary b-tag information

(a) (b) (c)

FIG. 2. Components of the regression network. (a) The prelayer-normalized transformer encoder layer used to contextualize the per-
object embeddings through self-attention and a position-wise feed-forward network (FFN). (b) The class-attention module, where a
single learnable latent query attends to the encoder outputs through cross-attention to produce an event-level representation. (c) The FFN
block used in both the encoder and class-attention modules.

YANG, LEE, and GOH PHYS. REV. D 114, 076019 (2026)

076019-4



standard decoder is omitted because the query consists of
only one vector. The resulting output is a latent event
representation z∈RE.
The latent representation z is mapped by a final linear

layer to a raw parameter vector for the MVNMM. Its
dimension is K × ð1þDþDðDþ 1Þ=2Þ, since each mix-
ture component contributes one weight logit, D mean
parameters, and DðDþ 1Þ=2 entries for a lower-triangular
matrix. In our case, D ¼ 3. The output of the final linear
head is partitioned into three groups and transformed
into the MVNMM parameters as follows, as illustrated
in Fig. 1(c). First, K logits are passed through a softmax to
yield the mixture weights fπkgKk¼1, satisfying πk > 0 andP

k π
k ¼ 1. Second, the next K ×D values are taken

directly as the component means fμkgKk¼1. Third, the
remaining K ×DðDþ 1Þ=2 values are arranged into K
lower-triangular matrices fLkgKk¼1. The diagonal entries of
each Lk are mapped to strictly positive values via a biased
softplus function [19], while the off-diagonal entries are left
unconstrained:

L0k
ij ¼

� softplusðLk
ij þ softplus−1ð1 − ϵÞÞ þ ϵ; i ¼ j;

Lk
ij; i ≠ j;

ð2Þ

where softplusðxÞ ¼ logð1þ exÞ and ϵ ¼ 0.01 is a small
positive constant that prevents the diagonal entries from
vanishing. The covariance matrix of the kth component is
then assembled from its Cholesky factor as Σk ¼ L0kðL0kÞ⊤.
As L0k has strictly positive diagonal entries, every Σk is
symmetric positive definite by construction.

C. Mode seeking

To retrieve a single point estimate of the neutrino
momentum from the predicted MVNMM, we use the
mode of the conditional density pðyjxÞ,

ŷmode ¼ argmax
y

pðyjxÞ: ð3Þ

Because pðyjxÞ is available in closed form, this mode
seeking can be carried out directly in the three-dimensional
neutrino momentum space.
The objective is nonconvex, sowe use a multistart strategy

based on the component means of the mixture. For each
event, we initialize the optimizer from theK predicted means
fμkgKk¼1 and run K parallel instances of the limited-memory
Broyden-Fletcher-Goldfarb-Shanno (L-BFGS) algorithm
[20] to minimize the NLL. This choice is well motivated
because the high-density regions of a normal mixture are
typically located near the component centers. We use the
PyTorch implementation with its default learning rate of 1
and strong Wolfe line search [21–23]. Among the K
optimization runs, we retain the converged candidate with

the smallest NLL as the final mode estimate. This procedure
provides an approximation to the conditional mode. We refer
to this approach as the L-BFGS estimator.
Alternatively, one could use the mean of the component

with the largest mixture weight as a point estimate [6],
which avoids the overhead of iterative optimization. We
denote this approach as the most probable component
estimator. When the mixture weights are well separated,
this approach can yield a good approximation to the mode,
but it may fail when the mixture density exhibits a complex
and multimodal landscape.
Because the choice of mode-seeking method depends on

the complexity of the mixture density, we defer selecting
the mode-seeking strategy until after determining the
number of mixture components, K, which is discussed
in Sec. III A. The two estimators are compared in Sec. III B,
and the estimator adopted for the final results is selected
there. For the model-selection scan of Sec. III A we fix a
single estimator, using L-BFGS with a maximum of 100
iterations per initialization, so that models with different K
are compared on equal footing.

D. Training configuration

We train MONSTER by minimizing the NLL of the target
neutrino momentum under the predicted MVNMM. Each
optimization step uses a batch of 128 events. Parameter
updates are performed with the AdamW optimizer [24]
with exponential decay rates β1 ¼ 0.9 and β2 ¼ 0.999 for
the first- and second-moment estimates. Weight decay with
coefficient 0.01 is applied only to the weight matrices of the
linear and attention layers, and not to bias terms or layer-
normalization parameters. To improve numerical stability,
the gradient norm is clipped to 1.
We use a learning-rate schedule with a linear warmup

phase [25] followed by cosine annealing [26]. The learning
rate increases linearly from zero to a peak value of 0.001
over the first 10% of the total training epochs, and then
decreases smoothly to zero by the end of training. This
schedule improves optimization stability in the early stage
of training while avoiding abrupt changes in the later stage.
Training is run for 100 epochs.

E. Evaluation metrics

We evaluate reconstruction performance through the
norm of the three-momentum residual vector

jΔp⃗j ¼ k ˆp⃗ðνÞ − p⃗truthðνÞk2; ð4Þ

where ˆp⃗ðνÞ denotes the reconstructed neutrino three-
momentum and p⃗truthðνÞ the generator-level value. By
construction, jΔp⃗j is non-negative and vanishes only for
a perfect reconstruction, so smaller values indicate better
agreement with the truth. Combining all three momentum
components into a single scalar yields a measure of the
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overall reconstruction quality and avoids ambiguities in
how per-component residuals should be weighted against
one another.
To summarize the distribution of jΔp⃗j, we report its kth

percentile, Pk. We use P68 as the primary summary metric
for comparing reconstruction methods. For model selection,
we evaluate model checkpoints on the validation set using
P68 and retain the checkpoint with the lowest value. This
choice reflects our focus on accurate point reconstruction,
whereas NLL measures the quality of the full conditional
density in the normalized space of the target variables.

F. Dataset

We use the publicly available dataset [14] of simulated
semileptonic tt̄ events from Ref. [2]. Proton-proton colli-
sions are simulated at a center-of-mass energy of 13 TeV,
with the top quark mass set to 173 GeV and the W boson
mass set to 80.38 GeV. Hard interactions are modeled at
leading order using MADGRAPH5 [27], with top quark and
W boson decays handled by MADSPIN [28]. Parton show-
ering and hadronization are performed with PYTHIA8 [29].
The detector response is simulated with DELPHES [30] using
the default ATLAS detector configuration.
Jets are reconstructed from energy-flow objects using the

anti-kt algorithm [31] with R ¼ 0.4. Jets are b-tagged with
an efficiency parametrized as a function of jet pT , at a
working point with 70% efficiency for true b jets. Events
are required to have at least four jets with pT > 25 GeV
and jηj < 2.5, and exactly one reconstructed electron or
muon with pT > 15 GeV and jηj < 2.5. At most ten jets
are stored per event, those with the highest pT , ordered by
decreasing pT .
The dataset contains 585,600 training events and 94,293

test events. Of the training set, 20% is reserved for
validation and model selection, and the remaining 80%
is used for model training. The test set is used only for the
final evaluation of the trained model.

G. Reference method

To benchmark MONSTER, we compare against ν-flows, a
conditional normalizing-flow method for neutrino regres-
sion introduced in Ref. [2]. The conditioning inputs
comprise the missing transverse momentum components,
the charged lepton kinematics and flavor indicator, the
kinematic and b-tag information of all stored jets, and the
jet and b-tagged jet multiplicities.
Architecturally, ν-flows consists of a feed-forward con-

ditioning network followed by a conditional invertible
neural network (cINN) [32]. In the conditioning network,
the jet collection is processed with an attention-weighted
DeepSet [33], which preserves permutation invariance
while accommodating variable jet multiplicity. This jet-
level summary is combined with the nonjet observables
through an embedding network to produce the context
tensor supplied to the flow layers.

The cINN itself is built from seven alternating condi-
tional coupling layers using rational-quadratic spline trans-
formations [34], together with lower-upper-decomposed
linear transformations [35] between flow blocks. In the first
coupling layer, the neutrino variables are partitioned such
that the transverse components are assigned to one subset
and the longitudinal coordinate to the other, and this
masking is alternated in subsequent layers. The dense
subnetworks used in the DeepSet, the embedding network,
and the spline networks employ two hidden layers with 64
nodes each, LeakyReLU activations [36], layer normali-
zation [37], and residual connections [38,39].
In this work, we use the official public implementation of

ν-flows [40] and train it on the same dataset as MONSTER for
a fair comparison. We train ν-flows ten times with different
random seeds and use the model with the lowest validation
P68. For point-estimate evaluation, we use the empirical-
mode estimator, denoted as ν-flows (empirical mode),
obtained by drawing 256 conditional samples per event
and retaining the sample with the highest conditional
density, following Ref. [2]. We also use a single sample
as a point estimate, denoted as ν-flows (sample).
To aid interpretation, we also compute the kinematic

solutions implied by the on-shellW boson mass constraint,
which is widely used in traditional neutrino reconstruction
methods [2,41–49].

pzðνÞ ¼
−b�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
b2 − 4ac

p

2a
; ð5Þ

where

a ¼ p2
zðlÞ − E2ðlÞ;

b ¼ αpzðlÞ;

c ¼ α2

4
− E2ðlÞp2

TðνÞ;
α ¼ m2ðWÞ −m2ðlÞ þ 2ðpxðlÞpxðνÞ þ pyðlÞpyðνÞÞ:

Following the simulation setup, the W boson mass is fixed
to 80.38 GeV. This yields two real solutions when the
discriminant is positive and a single degenerate solution
when it vanishes. In the two-solution case, we choose the
solution with the smaller jpzðνÞj, which is a common
heuristic in traditional reconstruction methods. When the
discriminant is negative, the two roots are complex con-
jugates sharing the real part −b=2a, and we take that value
as the single solution.

III. RESULTS

A. Model selection

We perform hyperparameter optimization over the num-
ber of mixture components K in the MVNMM, which
controls the capacity of the model to represent
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multimodality in the conditional density. Since small net-
works already perform well, we fix the regression archi-
tecture during the scan to isolate the effect of K. The
network uses an embedding dimension E ¼ 64. The
transformer encoder has 2 layers with 8 attention heads,
and the class-attention module has one layer with a single
attention head. For this dedicated scan, we train models
with K ¼ 2;…; 8 for 100 epochs with ten different random
seeds for eachK. The average training time is about 2 hours
on a single NVIDIA GeForce RTX 4090 GPU.
Table II shows the results of this scan. Models with

K ≥ 3 give similar validation performance, with the val-
idation P68 between 60.5 and 61.0 GeV. The lowest mean
P68 is obtained for K ¼ 5 and K ¼ 6, but the differences
among K ≥ 3 are comparable to the seed-to-seed variation.
The P95 values show no corresponding improvement at
larger K, and the smallest mean P95 is obtained for K ¼ 3.
The two-component model is worse in P68, despite the

twofold ambiguity in the kinematic solutions for the
neutrino pseudorapidity. This indicates that the twofold
kinematic ambiguity does not translate into an exactly two-
component conditional density at reconstruction level. A
third component likely provides additional flexibility to
model smearing and branch overlap, while further

increasing K yields no statistically meaningful gain in
validation performance. We choose K ¼ 3 for the final
model because it is statistically compatible with the lowest
P68, shows no degradation in P95 relative to any other value
of K, and keeps the mixture compact. The resulting
network has about 153, 000 trainable parameters.

B. Mode seeking comparison

Figure 3 compares the most probable component esti-
mator with the L-BFGS estimator, both evaluated on the
validation set. The most probable component estimator
returns the mean of the mixture component with the largest
predicted weight and requires no numerical optimization.
The L-BFGS estimator instead performs the multistart
optimization described in Sec. II C, which is initialized
from the K component means and retains the candidate
with the smallest NLL. It is evaluated here as a function of
the maximum number of iterations allowed per
initialization.
Increasing the maximum number of L-BFGS iterations

has little effect on reconstruction performance. Both P68

and P95 vary by well under 1% across the full range of the
scan, and P95 does not decrease monotonically with the

TABLE II. The 68th and 95th percentiles (P68 and P95) of the neutrino momentum residual are shown for different numbers of mixture
components (K) in the multivariate normal mixture model. Each model was trained for 100 epochs. The reported values are the mean
and standard deviation computed over ten independent runs with different random seeds, evaluated on the validation set.

K 2 3 4 5 6 7 8

P68 [GeV] 61.7� 0.4 61.0� 0.3 60.8� 0.4 60.5� 0.7 60.5� 0.8 60.8� 0.3 60.6� 0.4
P95 [GeV] 233.6� 1.3 233.4� 1.7 234.8� 1.0 235.7� 1.5 234.9� 2.2 236.2� 1.6 236.0� 1.8

FIG. 3. Dependence of reconstruction performance and inference throughput on the maximum number of L-BFGS iterations used for
mode seeking. The left and center panels show, respectively, the 68th and 95th percentiles of the neutrino three-momentum residual jΔp⃗j
on the validation set. Both MONSTER estimators use a single checkpoint: the one with the lowest validation P68 evaluated with L-BFGS
among the K ¼ 3 runs of the dedicated scan. The ν-flows reference uses the single model selected by validation P68 as described in
Sec. II G. The red squares denote MONSTER modes obtained with L-BFGS, while the horizontal lines show the most probable mixture
component (red), ν-flows (empirical mode) (blue), and the kinematic solution (black) for comparison. The right panel shows the
throughput of the most probable component and L-BFGS estimators of MONSTER, together with ν-flows (empirical mode), for CPU and
GPU inference at the batch sizes (B) indicated in the legend.
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iteration limit. The optimization therefore reaches essen-
tially the same modes after very few iterations, and further
iterations do not translate into improved reconstruction.
The most probable component estimator remains com-

petitive with the L-BFGS estimator across the entire scan. It
attains a P68 at least as small as any value reached by
L-BFGS, at the cost of a marginally wider upper tail as
measured by P95. The two estimators are therefore com-
parable in accuracy for practical purposes, while the most
probable component estimator dispenses with iterative
optimization entirely. Both MONSTER estimators also give
smaller percentile values than ν-flows (empirical mode) and
the kinematic solution shown in the figure.
The throughput measurements further favor the most

probable component estimator. Throughput was measured
on a system separate from the one used for training, with
Intel Xeon Gold 5218 CPUs and a single NVIDIAGeForce
RTX 5080 GPU. All methods were timed on this same
system, so only relative throughputs are compared. For
GPU inference with a batch size of 512, it is 1.8 times faster
than L-BFGS with an iteration limit of one and 8.5 times
faster than ν-flows. For CPU inference with a batch size of
one, it is 1.3 times faster than L-BFGS with an iteration
limit of one and 2.7 times faster than ν-flows. At a batch
size of one on the GPU, the two MONSTER estimators have
comparable throughput, and the most probable component
estimator is approximately twice as fast as ν-flows.
Its computational advantage over L-BFGS increases with

the iteration limit because it requires no numerical optimiza-
tion. At a batch size of one, however, each event entails too
little numerical work to amortize compute unified device
architecture dispatch and synchronization overhead, so CPU
inference is comparable to, or even faster than, GPU inference.
We therefore use the most probable component estimator

for neutrino momentum reconstruction. It matches the best
P68 obtained with L-BFGS, retains competitive P95 per-
formance, and avoids the computational cost of iterative
optimization. In the remainder of this paper, MONSTER

(mode) denotes MONSTER evaluated with this estimator.

C. Performance across training seeds

After choosing K in the dedicated scan in Sec. III A and
the estimator in Sec. III B, we train MONSTER in ten new
runs with different random seeds and all hyperparameters
fixed. For each run, we retain the checkpoint with the
lowest validation P68 evaluated with the most probable
component estimator. We then select the run with the
lowest value of the same metric. Finally, we report the test-
set performance of the selected model and the mean and
standard deviation across all ten runs.
Table III summarizes the test-set reconstruction perfor-

mance and its variation across ten independent training
seeds. MONSTER achieves the lowest error for every metric
considered, both for the selected model and for the seed-
averaged results. Relative to ν-flows, the mean errors are

TABLE III. Test-set momentum-error percentiles and root-mean-square errors (RMSEs). For MONSTER and
ν-flows, each entry reports the result for the selected model, followed in parentheses by the mean� sample standard
deviation across ten training seeds. The kinematic reconstruction (Kin. Soln.) is deterministic, so no seed variation is
reported. Lower values indicate better performance.

Metric MONSTER ν-flows Kin. Soln.

P68½p� [GeV] 59.7ð60.8� 0.6Þ 63.7ð63.8� 0.3Þ 81.2

P95½p� [GeV] 235.1ð236.2� 1.6Þ 250.2ð251.3� 1.1Þ 297.1

RMSE½E� [GeV] 97.4ð97.5� 0.5Þ 101.0ð101.1� 0.4Þ 108.1

RMSE½pT � [GeV] 17.7ð17.9� 0.1Þ 18.5ð18.6� 0.1Þ 22.7

RMSE½η� 1.053ð1.056� 0.007Þ 1.154ð1.156� 0.005Þ 1.398

RMSE½ϕ� [rad] 0.650ð0.655� 0.006Þ 0.669ð0.671� 0.002Þ 0.737

FIG. 4. Distribution of the three-momentum residual jΔp⃗j for
the kinematic solution (black, dotted), ν-flows (sample) (blue,
dashed), ν-flows (empirical mode) (blue, solid), and MONSTER

(mode) (red, solid) on the test set. The last bin includes overflows.
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lower by approximately 5% for P68, 6% for P95, and
2%–9% for the individual kinematic RMSEs. The consis-
tent ordering of the seed-averaged metrics shows that the
improvement extends across the reconstructed neutrino
kinematics.
The seed-to-seed standard deviations are generally some-

what larger for MONSTER than for ν-flows, indicating a
modestly greater sensitivity to random initialization and
stochastic training. Nevertheless, these variations are small
compared with the differences between the corresponding
mean errors. Thus, the improved reconstruction accuracy of
MONSTER is maintained across training seeds, albeit with
slightly greater variability than ν-flows.
Figure 4 shows the distribution of jΔp⃗j for the selected

model on the test set, compared against the ν-flows base-
line. MONSTER (mode) yields smaller jΔp⃗j than both
ν-flows (sample) and ν-flows (empirical mode), indicating

better reconstruction accuracy. The following subsections
examine the selected model in more detail.

D. Inference

Figure 5 compares the event-by-event conditional den-
sities in ηðνÞ for three representative events from the test
set, as predicted by MONSTER and ν-flows. These examples
span the range of structures encountered in semileptonic tt̄
reconstruction, from clearly bimodal cases to nearly unim-
odal cases. For MONSTER, the displayed curve is obtained
by analytically marginalizing the predicted MVNMM over
the other two momentum components, which yields a one-
dimensional normal mixture. For ν-flows, the correspond-
ing marginal is estimated from 1024 samples drawn from
the conditional flow. The truth value is shown as a vertical
green line. Across these examples, MONSTER and ν-flows

FIG. 5. Predicted marginal densities of the neutrino pseudorapidity ηðνÞ for three representative events from the test set. For MONSTER,
the red curve is the exact ηðνÞ marginal of the predicted MVNMM. For ν-flows, the blue curve is estimated from 1024 samples drawn
from the conditional flow. Vertical dashed black lines indicate the kinematic solutions implied by theW boson mass constraint, and the
vertical green line marks the truth value.

FIG. 6. Bias (left), resolution (center), and RMSE (right) of the reconstructed neutrino pseudorapidity ηðνÞ as a function of the number
of samples used to estimate the empirical mode, for ν-flows (empirical mode) (blue triangles) and MONSTER (empirical mode) (red
squares). Results are evaluated on the validation set using the selected model for each method. The horizontal red solid line indicates the
performance of MONSTER (mode), which is obtained directly from the predicted mixture parameters and requires no sampling. The black
dash-dotted line indicates the kinematic solution.
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identify similar high-density regions and reproduce both
the well-separated and nearly merged two-branch configu-
rations. In each case, the truth value lies in or near a region
of substantial predicted density.

E. Performance versus sample size

Figure 6 shows the bias, resolution, and RMSE of the
reconstructed neutrino pseudorapidity ηðνÞ as a function of
the number of samples used to estimate the empirical mode,
for both ν-flows (empirical mode) and MONSTER (empirical
mode). The empirical-mode estimators draw a fixed
number of samples per event from the corresponding

conditional density and retain the sample with the highest
predicted density.
For both methods, the resolution and RMSE decrease as

the sample size increases, reflecting a more accurate
approximation of the mode as more candidates are evalu-
ated. At a given sample size, MONSTER (empirical mode)
tends to improve resolution and RMSE relative to ν-flows
(empirical mode), suggesting that the mixture density
network provides a somewhat more accurate mode estimate
for the same number of samples. The horizontal solid
line in each panel indicates the performance of MONSTER

(mode), obtained directly from the closed-form MVNMM
density, which requires no stochastic sampling.

FIG. 7. Distributions of reconstructed neutrino kinematic variables: transverse momentum pTðνÞ (upper left), pseudorapidity ηðνÞ
(upper right), azimuthal angle ϕðνÞ (lower left), and energy EðνÞ (lower right). The gray-filled histogram shows the truth-level
distribution from simulation. Colored markers show the point estimates from ν-flows (sample), ν-flows (empirical mode), MONSTER

(sample), MONSTER (mode), and the kinematic solution.
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F. Reconstructed distributions

Figure 7 compares the distributions of the reconstructed
neutrino kinematic variables pTðνÞ, ηðνÞ, ϕðνÞ, and EðνÞ
with the corresponding truth-level distributions from sim-
ulation. For the sample-based estimators, ν-flows (sample)
and MONSTER (sample), agreement with the truth histo-
grams is expected if the learned conditional density
approximates the true conditional distribution pðyjxÞ.
Drawing one sample per event and aggregating over events
then emulates the shape of the corresponding truth-level
marginal distribution in expectation. This is therefore a
population-level consistency check, not a stringent test of
event-by-event reconstruction accuracy, and it should not
be used to rank the methods.
For the mode-based estimators, the situation is different.

They return deterministic high-density representatives of
the learned conditional density, so their aggregated one-
dimensional distributions need not coincide with the truth-
level marginals even when the underlying conditional

density is well modeled. We therefore use Fig. 7 only as
a qualitative check that the inferred point estimates do not
introduce obvious distortions in the overall kinematic
spectra.

G. Performance as a function of kinematic variables

Figures 8–10 show the absolute bias, resolution, and
RMSE of the reconstructed neutrino pseudorapidity ηðνÞ,
transverse momentum pTðνÞ, and energy EðνÞ as functions
of the corresponding generator-level quantities. Across
these observables, MONSTER (mode) generally improves
resolution and RMSE relative to ν-flows (empirical mode),
while maintaining a comparable absolute bias. The size of
the improvement is not uniform across phase space, so the
comparison is most meaningful on a bin-by-bin basis.
For ηðνÞ, shown in Fig. 8, all three metrics are approx-

imately symmetric about ηðνÞ ¼ 0. The metrics exhibit a
characteristic valley at central pseudorapidity and increase
toward the forward region. The reconstruction is most

FIG. 8. Absolute bias (left), resolution (center), and RMSE (right) of the reconstructed neutrino pseudorapidity ηðνÞ, shown as a
function of the generated ηðνÞ. Results are shown for the kinematic solution (black dash-dotted), ν-flows (sample) (blue dotted), ν-flows
(empirical mode) (blue dashed), and MONSTER (mode) (red solid).

FIG. 9. Absolute bias (left), resolution (center), and RMSE (right) of the reconstructed neutrino transverse momentum pTðνÞ, shown
as a function of the generated pTðνÞ in bins of equal width. Results are shown for the kinematic solution (black dash-dotted), ν-flows
(sample) (blue dotted), ν-flows (empirical mode) (blue dashed), and MONSTER (mode) (red solid).
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accurate in the central region, which is also the high-
statistics region, and degrades toward larger jηðνÞj. Over
most of the η range, MONSTER (mode) remains below
ν-flows (empirical mode) in resolution and RMSE, with a
similar or slightly smaller absolute bias.
Figures 9 and 10 exhibit closely related behavior. For

both pTðνÞ and EðνÞ, the absolute bias and RMSE initially
decrease toward a minimum and then increase, with the
largest errors within the plotted range occurring at the high
end. The decrease in RMSE at low energy is shallower than
at low pT. The qualitative similarity between the pTðνÞ and
EðνÞ dependences is expected, since these observables are
strongly correlated for a nearly massless neutrino.
The resolution follows the same broad pattern, although

the details differ slightly between the two observables. In
Fig. 9, the pTðνÞ resolution shows a shallow minimum at
low-to-intermediate pT and then worsens steadily toward
high pT . In Fig. 10, the EðνÞ resolution is comparatively
flat over the low-energy region before rising at higher
energy. Overall, the figures indicate that the main advan-
tage of MONSTER (mode) is a systematic reduction in
spread, rather than a large change in central-value bias.

IV. CONCLUSION

We introduce MONSTER, a mixture density network for
neutrino reconstruction at hadron colliders. MONSTER

models the conditional neutrino momentum distribution
with a multivariate normal mixture and uses the closed-
form density for sampling-free mode estimation. On the
public semileptonic tt̄ benchmark, MONSTER (mode)
achieves better resolution and RMSE than ν-flows (empiri-
cal mode) across the kinematic variables considered, while

maintaining comparable bias. Notably, MONSTER attains
this improvement while using strictly fewer inputs than the
baseline, omitting the jet and b-tagged jet multiplicities that
ν-flows relies on. The closed-form mixture density addi-
tionally permits sampling-free mode estimation at inference
time, in contrast to the stochastic candidate search required
by flow-based methods. Overall, these results indicate that,
for a low-dimensional target with moderate multimodality
such as the neutrino momentum, an explicit mixture density
is sufficient to outperform a normalizing flow on this
benchmark at a lower inference cost.
As the present study is limited to the single-neutrino final

state of semileptonic tt̄ events, extending the mixture
density approach to multineutrino topologies is a natural
direction for future work. Reconstruction in the forward
and high-pT regions, where all methods degrade, also
remains an open target for improvement.
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FIG. 10. Absolute bias (left), resolution (center), and RMSE (right) of the reconstructed neutrino energy EðνÞ, shown as a function of
the generated EðνÞ in GeV. Results are shown for the kinematic solution (black dash-dotted), ν-flows (sample) (blue dotted), ν-flows
(empirical mode) (blue dashed), and MONSTER (mode) (red solid).
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