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We report a laboratory search for ultralight dark photon dark matter using a single-site, two-sensor array
of commercial scalar optically pumped magnetometers. In the low-frequency regime where the Earth–
ionosphere system acts as an electromagnetic transducer, the expected magnetic signal is a narrow-band
triplet of frequencies. This signature consists of a central peak at the dark photon’s Compton frequency,
accompanied by two sidebands shifted by Earth’s sidereal rotation frequency. Because scalar magne-
tometers measure field magnitude, the observable signal is the projection of the oscillating dark photon
magnetic field onto the direction of the large, local geomagnetic field. This preserves the crucial triplet
signature in the resulting time series data. Analyzing 10.5 h of continuous data, we construct a six-channel
complex data vector by evaluating the discrete-time Fourier transform for both sensors directly at the
three physical frequencies of the signal triplet. Assuming complex-Gaussian noise, we develop a
likelihood framework to set robust, frequency-resolved upper limits on the kinetic-mixing parameter ε,
which governs the coupling between Standard Model photons and dark photons. Within the mass range
4 × 10−15 eV≲mA0 ≲ 3 × 10−14 eV, we obtain the most stringent direct laboratory limits to date on the
kinetic-mixing parameter, which are complementary to existing astrophysical bounds, including those
inferred from observations of the Leo T dwarf galaxy.
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I. INTRODUCTION

A. Ultralight dark matter and dark photons

The existence of dark matter (DM) is overwhelmingly
supported by a vast body of astrophysical and cosmological
observations, including galactic rotation curves, gravitational
lensing, and the cosmic microwave background anisotropies
[1–3]. Despite constituting approximately 85% of the
Universe’s matter content, its fundamental nature remains
one of themost profoundmysteries inmodern physics.While
weakly interactingmassive particles have long been a primary
focus of experimental searches, the lack of conclusive
evidence has motivated a broader exploration of alternative
candidates, particularly in the sub-eV mass range [4–6].

In the ultralight regime (m ≪ 1 eV), bosonic DM
candidates exhibit a macroscopic de Broglie wavelength.
For a virialized Galactic halo, this leads to an extremely
high occupation number, allowing the DM field to be
described as a classical wave oscillating at its Compton
frequency, ω ≈m (in the natural units ℏ ¼ c ¼ 1) [7]. This
wavelike nature opens up a distinct class of detection
strategies based on searching for coherent, time-varying
signals rather than discrete particle scattering events.
Among the well-motivated ultralight candidates is the

dark photon (A0), a hypothetical spin-1 vector boson arising
from a new U(1) gauge symmetry associated with a
“hidden sector” [8–10]. The primary portal for its inter-
action with the Standard Model is through kinetic mixing
with the ordinary photon, described by the Lagrangian term

Lmix ¼ −
ε

2
FμνF0μν; ð1Þ

where Fμν and F0μν are the field strength tensors for the
Standard Model photon and the dark photon, respectively,
and ε is the dimensionless kinetic mixing parameter. If the
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dark photon constitutes the local DM, this mixing induces
an effective oscillating current that sources a real, albeit
very weak, electromagnetic field that oscillates at the
dark photon’s Compton frequency [11]. This makes the
ambient dark photon field detectable through precision
magnetometry.

B. The predicted dark photon signal signature

In the low-frequency regime, where the dark photon’s
Compton wavelength λA0 is much larger than Earth’s radius
R (i.e., mA0R ≪ 1), Earth and its surrounding ionosphere
act as a natural transducer, converting the pervasive
Galactic dark photon field into a measurable magnetic
signal [11,12]. The highly conductive surface of Earth and
the plasma of the ionosphere form a roughly spherical
resonant cavity. The ambient dark photon field, acting as an
effective current source, drives electromagnetic modes
within this cavity. The boundary conditions imposed by
these conductive layers amplify the resulting magnetic field
BaðtÞ in the atmosphere, making it potentially detectable
by ground-based magnetometers.
The expected signal possesses a unique spectral

signature defined by its extreme monochromaticity.
Owing to the low velocity dispersion of the virialized dark
matter halo (vDM ∼ 10−3), the signal is expected to be
exceptionally narrow, corresponding to a quality factor of
Q ≈ 1=v2DM ∼ 106. This high Q factor makes the signal
highly distinguishable from broadband noise. The primary
oscillation occurs at the dark photon’s Compton frequency,
fA0 ¼ mA0=ð2πÞ. However, an Earth-based observatory is
rotating within the Galactic DM halo, which is quasistatic
in the Galactic frame. This rotation induces a daily
modulation in the measured amplitude and phase of the
signal, as the orientation of the detector with respect to the
dark photon field’s polarization vector changes.
This modulation is governed by Earth’s sidereal rotation

frequency, fd ≈ ð86164.09 sÞ−1. In the frequency domain,
this amplitude and phase modulation decompose the single
narrow-band signal into a distinct triplet structure, with
power concentrated at the three frequencies:

f∈ ffA0 ; fA0 − fd; fA0 þ fdg; ð2Þ

assuming that fA0 > fd. The central peak at fA0 corre-
sponds to the component of the DM field polarization
aligned with Earth’s axis of rotation, while the two side-
bands at fA0 � fd arise from the components perpendicular
to the rotation axis [12]. This sharp, predictable triplet
signature provides a powerful tool for distinguishing a
potential dark photon signal from terrestrial and instru-
mental noise. The primary objective of this work is to
search for this characteristic frequency triplet using a
dedicated two-sensor scalar magnetometer array and a
specialized likelihood analysis tailored to this signal
morphology.

C. Previous work and our contribution

The search for such terrestrial signatures of dark photon
DM has been pioneered by analyses of magnetometer data.
Most notably, the work by Fedderke et al. utilized the
SuperMAG Collaboration’s global network of vector mag-
netometers to set competitive limits by exploiting the
signal’s predicted spatial coherence and vectorial nature
across geographically dispersed stations [12]. Other
terrestrial searches, such as SNIPE Hunt [13] and
AMAILS [14], have also contributed to constraining this
parameter space. These large-scale or multisensor efforts
are powerful in their use of existing geophysical infra-
structure and their ability to probe spatial correlations.
Complementary to these approaches are dedicated

experiments at carefully selected, low-noise locations.
Such experiments, often employing state-of-the-art mag-
netometers, benefit from controlled environments, long
coherent integration times, and thorough characterization
of instrumental systematics. This strategy prioritizes sensi-
tivity and noise control at a single location over the global
correlation signatures accessible to large networks.
Crucially, the high sensitivity of this approach allows for
competitive constraints to be set with observation times that
can be orders of magnitude shorter than those required by
global network analyses. For instance, the results presented
in this work are derived from only 10.5 h of data, yet
achieve a sensitivity comparable to, and in some frequency
bands exceeding, limits derived from decades of archival
data.
The present work carves a distinct path within this

landscape, demonstrating the feasibility of a high-sensi-
tivity search using a deliberately minimal configuration: a
single experimental site instrumented with two scalar
optically pumped magnetometers (OPMs). While sacrific-
ing the direct vectorial information and global coherence
checks of a large network, our approach leverages the high
intrinsic sensitivity of modern OPMs and a tailored analysis
framework to achieve competitive bounds. Our key con-
tributions are threefold:
(1) Minimalist experimental configuration: We demon-

strate a powerful yet resource-efficient approach
using only two scalar magnetometers at a single
site. This setup significantly reduces the logistical
complexity and systematics associated with intersite
calibration and timing synchronization, providing a
scalable model for future dedicated searches.

(2) Scalar projection signal model: For scalar devices
that measure the field magnitude, the primary
observable is the projection of the oscillating dark
photon magnetic field, BaðtÞ, onto the direction of
the large, local background magnetic field, Bb. The
resulting scalar signal is given by sðtÞ ¼ B̂b ·BaðtÞ,
and we develop a complete theoretical model for it.
We show that this projection fully preserves the
crucial frequency triplet structure, which remains the
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cornerstone of the search. This work establishes a
formal bridge between the vectorial dark photon
signal and the scalar data streams.

(3) Advanced DTFT likelihood framework: We intro-
duce a novel likelihood analysis based on a six-
channel analysis vector, constructed by evaluating
the discrete-time Fourier transform (DTFT) of the
data streams directly at the three physical frequen-
cies of the signal triplet. This method entirely
circumvents the grid-mismatch systematics and
spectral leakage modeling complexities inherent to
fast Fourier transform (FFT)-based methods that rely
on the nearest frequency bin. Our framework pro-
vides a statistically robust and computationally
efficient means of extracting limits from the data.

Together, these contributions establish a robust and repro-
ducible framework for single-site scalar magnetometer
searches for ultralight dark matter, opening a new avenue
in the broader experimental program.

D. Organization of this paper

The remainder of this paper is organized as follows.
Section II provides a detailed derivation of the scalar-
projected signal model and the expected frequency triplet
structure. Section III describes our experimental setup,
including the optically pumped magnetometers, the low-
noise site, and on site calibration procedures. Section IV
outlines the data preprocessing pipeline, from raw time-
stamps to cleaned, prepared time series, and defines the
construction of the analysis vector via the DTFT. In Sec. V,
we construct the six-channel likelihood framework, detail-
ing the model for the mean vector and the empirical
estimation of the noise covariance matrix. Our main results,
the derived upper limits on the kinetic-mixing parameter ε,
are presented and compared with existing constraints in
Sec. VI. A thorough discussion of systematic uncertainties
and the results of our signal injection validation tests are
provided in Sec. VII. Finally, we summarize our findings
and discuss future prospects in Sec. VIII. Technical details
on the DTFT implementation and covariance estimation are
provided in Appendixes A and D.

II. THEORETICAL FRAMEWORK

The theoretical basis for this search connects the global
properties of the dark photon DM field to a local,
measurable time series from a scalar magnetometer. This
section details the signal model for the induced magnetic
field and derives the specific observable that forms the basis
of our likelihood analysis.

A. Dark photon signal model

In the low-frequency regime where the dark photon mass
mA0 is small such that its Compton wavelength greatly
exceeds Earth’s radius R (mA0R ≪ 1), the Earth-ionosphere

system acts as a coherent transducer [11]. The ambient dark
photon field, oscillating at its Compton frequency of
fA0 ≈mA0=ð2πÞ, sources an effective current which drives
electromagnetic modes within the terrestrial cavity. As
derived in Ref. [12], the resulting magnetic field BaðtÞ (we
use the subscript “a” to denote the signal field hereafter) in
the Earth-fixed frame at a geographic locationΩ is given by

BaðΩ; tÞ ¼
ffiffiffiffiffiffi
4π

3

r
mA0R

2 − ðmA0RÞ2 εmA0

× Re

"Xþ1

m¼−1
A0
mΦ1mðΩÞe−2πiðfA0−mfdÞt

#
: ð3Þ

This expression encapsulates the key features of the
expected signal. The overall amplitude is proportional to
the kinetic mixing parameter ε, which we aim to constrain.
The term A0

m represents the complex amplitude of the dark
photon field’s polarization state in the inertial (Galactic)
frame, with m ¼ 0 corresponding to polarization along
Earth’s rotation axis, andm ¼ �1 corresponding to the two
orthogonal transverse polarizations. These amplitudes are
stochastic variables, assumed to be constant over the dark
matter coherence time, τc ∼ ðfA0v2DMÞ−1, where vDM ∼ 10−3

is the virial velocity of the DM halo locally.
The vectorial and geometric properties of the signal are

captured by the l ¼ 1 toroidal vector spherical harmonics,
Φ1mðΩÞ. These functions provide the mapping from the
global polarization state in the inertial frame to the local
magnetic field vector at a specific point on Earth’s surface.
Finally, the exponential term reveals the characteristic
frequency triplet structure, where each polarization com-
ponent m contributes power at a distinct frequency
fA0 −mfd, modulated by Earth’s sidereal rotation fre-
quency fd.

B. Scalar magnetometer response: The projected signal

The geomagnetic field strength at the experimental site is
jBbj ≈ 50 μT. In contrast, the dark photon signal BaðtÞ is
sought at a scale set by the sensitivity of our magnetom-
eters, which corresponds to the picotesla-to-femtotesla
range. Given this extreme separation of scales, where
jBaj=jBbj ≲ 10−8, we can perform a first-order Taylor
expansion of the magnitude around Ba ¼ 0:

BtotalðtÞ ¼ Bb þBaðtÞ: ð4Þ

The sensor’s output, BðtÞ, is the norm of this total
field, BðtÞ ¼ kBb þBaðtÞk.
Given the extreme weakness of the expected dark matter

signal relative to the geomagnetic field (jBaj ≪ jBbj), we
can perform a first-order Taylor expansion of the magnitude
around Ba ¼ 0:
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BðtÞ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ðBb þ BaÞ · ðBb þ BaÞ

p
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
jBbj2 þ 2Bb · Ba þ jBaj2

q

¼ jBbj
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 2Bb · Ba

jBbj2
þ jBaj2
jBbj2

s

≈ jBbj
�
1þBb ·Ba

jBbj2
�
: ð5Þ

The final approximation in Eq. (5) is achieved by perform-
ing a Taylor expansion of the square root to first order in the
small quantity jBaj=jBbj, neglecting all terms of order
OððjBaj=jBbjÞ2Þ and higher. This yields the following
crucial linearization for the scalar magnetometer signal:

BðtÞ ≈ jBbj þ
Bb

jBbj
· BaðtÞ ¼ jBbj þ B̂b ·BaðtÞ; ð6Þ

where B̂b is the unit vector in the direction of the local
background magnetic field.
The first term, jBbj, is a large, nearly constant dc offset

on the order of tens of microteslas. This term, along with
other slow drifts from diurnal variations or instrumental
effects, contains no information about the high-frequency
dark photon signal and is removed during the data
preprocessing stage (see Sec. IV). The remaining time-
varying component,

sðtÞ≡ B̂b ·BaðtÞ; ð7Þ

is the primary observable for our analysis. It represents the
projection of the vectorial dark photon magnetic field onto
the direction of the local geomagnetic field. Crucially,
because this projection is a linear operation, the resulting
scalar time series sðtÞ fully preserves the frequency triplet
structure inherent to the vector field BaðtÞ. Our analysis is
therefore designed to search for this signature within the
projected data streams from our two magnetometers.

C. Formation of the frequency triplet

To explicitly derive the frequency content of the pro-
jected scalar signal sðtÞ, we express both the background
field direction B̂b and the dark photon signal BaðtÞ in a
local, Earth-fixed orthonormal basis ðr̂; θ̂; ϕ̂Þ. This basis is
derived from a standard geocentric spherical coordinate
system where the colatitude θ is measured from the North
Pole and the longitude ϕ increases eastward. Consequently,
at the observer’s location, the basis vectors are defined as
follows: r̂ points radially outward (local zenith), θ̂ points in
the direction of increasing colatitude (south), and ϕ̂ points
in the direction of increasing longitude (east). This right-
handed coordinate system forms the reference for our
signal projection model.

At the observation site, the unit vector of the background
field can be decomposed as

B̂b ¼ urr̂þ uθθ̂ þ uϕϕ̂; ð8Þ

where ður; uθ; uϕÞ are the direction cosines determined
from on site calibration (see Sec. III). The transducer
solution for the dark photon field, Eq. (3), is based on
toroidal vector spherical harmonics, which are purely
tangential (Φ1m · r̂ ¼ 0). Consequently, the induced mag-
netic field BaðtÞ near Earth’s surface has no radial
component,

BaðΩ; tÞ ¼ BθðΩ; tÞθ̂ þ BϕðΩ; tÞϕ̂: ð9Þ

The projected signal sðtÞ ¼ B̂b ·BaðtÞ therefore simplifies
to a linear combination of only the tangential components:

sðtÞ ¼ uθBθðΩ; tÞ þ uϕBϕðΩ; tÞ: ð10Þ

Since both BθðtÞ and BϕðtÞ contain the superposition of the
three frequency components from Eq. (3), the scalar signal
sðtÞ naturally inherits this structure. By substituting the
harmonic expansion of the vector components, we can
express sðtÞ as a sum of three distinct oscillations:

sðtÞ ¼ RefS0ðΩÞe−i2πfA0 tg
þ RefS−ðΩÞe−i2πðfA0−fdÞtg
þ RefSþðΩÞe−i2πðfA0þfdÞtg; ð11Þ

where S0, S−, and Sþ are the complex amplitudes of the
central peak and the two sidebands, respectively. These
amplitudes encapsulate the full dependence on the site
geometry and the DM field’s polarization.
They are defined by collecting terms from Eq. (3) for

each value of m:

S0ðΩÞ ¼ AphysεA0
0½uθðΦ1;0 · θ̂Þ þ uϕðΦ1;0 · ϕ̂Þ�;

S−ðΩÞ ¼ AphysεA0
þ1½uθðΦ1;þ1 · θ̂Þ þ uϕðΦ1;þ1 · ϕ̂Þ�;

SþðΩÞ ¼ AphysεA0
−1½uθðΦ1;−1 · θ̂Þ þ uϕðΦ1;−1 · ϕ̂Þ�: ð12Þ

Here, we have introduced a common physical amplitude
factor for clarity:

AphysðmA0 Þ ¼
ffiffiffiffiffiffi
4π

3

r
m2

A0R

2 − ðmA0RÞ2 : ð13Þ

The terms in the square brackets, such as
½uθðΦ1;0 · θ̂Þ þ uϕðΦ1;0 · ϕ̂Þ�, are purely geometric factors
that depend on the known site location Ω and the measured
background field direction ðuθ; uϕÞ. We define these com-
plex geometric factors collectively as hmðΩÞ:
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hmðΩÞ≡ uθðΦ1;m · θ̂Þ þ uϕðΦ1;m · ϕ̂Þ: ð14Þ

Then the complex amplitudes can be written more com-
pactly as

S−mðΩÞ ¼ AphysεA0
mhmðΩÞ; ð15Þ

where the index on S now corresponds directly to the
frequency offset (S0 → fA0 , S− → fA0 − fd, Sþ →
fA0 þ fd).
This factorization is central to our analysis. It separates

the unknown physics we aim to constrain—the overall
signal strength proportional to ε and the stochastic polari-
zation amplitudes A0

m—from the deterministic geometric
factors hmðΩÞ that can be calculated from our knowledge of
the experimental setup. In our likelihood framework
(Sec. V), the model mean will be constructed as a linear
combination of these predictable geometric structures,
weighted by the unknown physical amplitudes.

III. EXPERIMENTAL SETUP AND DATA
ACQUISITION

Our search for dark photon DM relies on high-precision
magnetic field measurements conducted in a low-noise
environment. This section details the core components of
our experiment: the optically pumped magnetometers, the
remote experimental site, and the data acquisition system
designed for synchronized, long-duration operation.

A. Sensors and site layout

The primary instruments for thiswork are two commercial,
high-sensitivity scalar OPMs, specifically the pulsed pump
magnetometer (PPM) model from Twinleaf LLC [15]. These
sensors, hereafter denotedTL� 1 andTL� 2, operate on the
principle of pulsed free-precession of spin-polarized 87Rb
vapor [16]. The measurement sequence is a three-step cycle:
(1) Optical pumping: A short, high-power pulse of a

resonant, circularly polarized pump laser polarizes
the atomic spins, a technique similar to the Bell–
Bloom scheme [17].

(2) Free precession: The pump laser is extinguished,
allowing the spin ensemble to precess freely about
the ambient magnetic field Bb. The precession
occurs at the Larmor frequency, ωL ¼ γjBbj, which
is directly proportional to the magnitude of the
magnetic field via the gyromagnetic ratio γ.

(3) Optical readout: Aweak, linearly polarized, and far-
detuned probe laser continuously passes through the
atomic vapor. The precessing spins induce an
oscillation in the probe laser’s polarization plane
via the Faraday effect. This rotation is measured with
a balanced polarimeter, and the resulting signal’s
frequency yields a precise measurement of the
magnetic field magnitude.

Key performance parameters of the sensors, based on
manufacturer specifications and our own characterization
(see Sec. VII), are summarized in Table I.
To minimize anthropogenic electromagnetic interfer-

ence, which is a dominant noise source for sensitive
magnetometer experiments, the measurement campaign
was conducted at a remote field station in the Austrian
Alps. The site, located at geographic coordinates N 47°
9’42,” E 13°55’43,” was specifically selected for its
distance from power lines, roads, and other sources of
human-made electromagnetic interference. Situated several
kilometers from the nearest urban infrastructure, and with
the natural topography providing additional shielding, this
pristine environment is crucial for achieving the low noise
floor required to search for faint, narrow-band signals
predicted from dark matter.
The two magnetometer heads, TL� 1 and TL� 2, were

deployed with a baseline separation of L ≈ 15 m. This
separation is large enough to mitigate local, near-field
instrumental crosstalk while being small enough to ensure
that both sensors experience a highly correlated far-field
signal from both geophysical and potential DM sources.
To minimize heading errors—a systematic effect in

scalar magnetometers dependent on the angle between
the sensor axis and the magnetic field—each sensor was
placed in a custom-designed, nonmagnetic alignment
mount, as shown in Fig. 1. This mount allows for the
precise orientation of the sensor. A key step in our
procedure was to align the sensor’s primary axis with
the direction of the local geomagnetic field, B̂b, as
predicted by the International Geomagnetic Reference
Field (IGRF) model (see Sec. III C for details). The
uncertainty in this model-based alignment procedure is a
primary contributor to our systematic error budget and is
accounted for in the analysis (Sec. VII).

B. Data acquisition and synchronization

Data from bothmagnetometers are acquired continuously
via separateUSB connections to a single host laptop running

TABLE I. Key parameters of the Twinleaf PPM sensors used in
this work. The specified parameters are identical for both sensors
used (TL� 1 and TL� 2). Values marked “meas.” are obtained
from our laboratory or in situ characterization; others are
nominal. Uncertainties represent 1 standard deviation. The
characterization of the timebase stability is detailed in Sec. VII.

Parameter Value

Nominal sampling rate fs [Hz] 480
Bandwidth (3 dB) [HZ] ∼200
Noise floor at 1 Hz [pT=

ffiffiffiffiffiffi
Hz

p
] < 0.7 (meas.)

Dynamic range [μT] 1–100 (nominal)
Slew rate [nTms−1] > 1000 (nominal)
Dead-zone half-angle [°] < 7 (meas.)
Timebase stability (drift) [nHz s−1] ∼73 (meas.)
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a custom Python-based data acquisition interface. Power for
the entire setup, including the sensors and the laptop, is
supplied by a large-capacity battery bank, which is isolated
from the mains and trickle-charged by solar panels during
the day to ensure uninterrupted, low-noise operation.
A crucial challenge for a multisensor array is achieving

precise time synchronization. Since the two sensors operate
as independent USB peripherals, their data streams are
timestamped by the host operating system upon data packet
arrival. This provides a common time reference, but it is not
perfectly uniform due to operating system latencies and
instrumental artifacts.
A significant instrumental artifact, identified during the

characterization phase of this project, is the presence of
sporadic, unflagged “time jumps” in the data stream from the
OPMs. These events correspond to one or more missed
samples, which break the assumption of a perfectly uniform
time series and can introduce critical phase errors in a Fourier
analysis if not corrected.Thedetection andmitigation of these
time jumps are therefore a key component of our data
preprocessing pipeline, as detailed in Sec. IV. Successfully
accounting for these artifacts is essential for coherently
combining data from both sensors and for preserving the
signal’s integrity across long integration times.

C. Background field characterization

The scalar projection signal model, sðtÞ ¼ B̂b ·BaðtÞ,
requires precise knowledge of the local geomagnetic

background field vector Bb. Specifically, our analysis
depends critically on its direction, B̂b, which determines
the geometric gain for the projected signal. The magnitude
of the background field, jBbj, manifests as a large,
quasistatic dc offset in the raw data. As detailed in
Sec. IV, this offset is removed during the data preprocessing
stage and therefore does not enter the final frequency-
domain analysis. Our characterization efforts thus focus on
accurately determining the field’s direction.
Unlike the field’s magnitude, its direction cannot be

directly measured by our scalar OPMs. Therefore, we rely
on a well-established geophysical model to estimate the
direction vector B̂b for our experimental location
and epoch.
Specifically, we use the IGRF model, which provides

high-fidelity predictions of Earth’s magnetic field compo-
nents globally [18]. Using the geographic coordinates of
our experimental site (Sec. III A) and its altitude, the IGRF
model yields the expected declination (angle with respect to
geographic north) and inclination (dip angle with respect to
the horizontal). These two angles uniquely define the unit
vector B̂b in the local geographic frame. We then perform
the necessary coordinate transformation to obtain the
direction cosines ður; uθ; uϕÞ in the Earth-fixed spherical
coordinate system required for constructing the signal
model in Eq. (10). The radial component ur is also
determined but does not enter the final signal projection
due to the tangential nature of the dark photon field.
The reliance on a model instead of a direct in situ

measurement introduces a systematic uncertainty into our
analysis, as the accuracy of the IGRF model at any specific
location can be affected by local crustal anomalies and
unmodeled secular variations. The uncertainty associated
with this model-derived direction is a key input to our
systematic error budget, as discussed in Sec. VII.

IV. DATA PROCESSING AND ANALYSIS VECTOR
CONSTRUCTION

The raw data streams from the magnetometers must
undergo a multistage processing pipeline to transform them
into a format suitable for a high-sensitivity, frequency-
domain search. This section begins by characterizing the
raw data in both the time and frequency domains, then
details the steps taken to clean and prepare the data for the
construction of our final analysis vectors.
Figure 2 displays the full 10.5 h segment of the raw time-

domain data from one of the sensors used in this analysis.
The data are dominated by Earth’s quasistatic magnetic
field, with a magnitude of approximately 49 150 nT.
Superimposed on this large dc offset is a clear diurnal
variation on the order of several nT, driven by solar-wind
interactions with the ionosphere and magnetosphere. The
dark photon signal we are searching for is expected to be
many orders of magnitude smaller and is entirely buried
within the high-frequency noise fluctuations visible on the

FIG. 1. Photograph of a single Twinleaf PPM sensor head (the
black rectangular unit) placed in its custom-designed, nonmag-
netic alignment mount. The mount, constructed from 3D-printed
material, allows for precise adjustment of the sensor’s orientation.
The hand-drawn markings on the base serve as a reference for
aligning the sensor’s primary axis with the direction of the local
geomagnetic field, B̂b, a critical step for minimizing heading
errors.
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plot. This illustrates the critical need for the detrending
procedures described in Sec. IVA.
Figure 3 shows the frequency-domain view of our data,

plotting the LSD from a representative long data segment of
a single sensor. This plot reveals the noise landscape of our
experiment, which is discussed in detail in Appendix B.
The spectrum consists of two main components: a broad-
band noise continuum and a set of discrete spectral lines.
The continuum exhibits a characteristic 1=f-like behavior
at low frequencies, transitioning to a flatter, white-noise-
dominated floor at higher frequencies. Superimposed on
this are numerous sharp peaks, which are a mixture of
stable instrumental artifacts and intermittent environmental
interference. This complete noise spectrum constitutes the
background against which our search for a narrow, coherent
triplet signal is conducted. The goal of our analysis is to
statistically determine if such a signal exists above this
complex, measured noise floor.

A. Preprocessing pipeline

1. Timestamp correction and gridding

A prerequisite for a precise Fourier analysis is a dataset
sampled on a uniform time grid. The raw data streams from
the OPMs, however, can exhibit the sporadic timing
discontinuities described in Sec. III B, where one or more
samples are occasionally dropped by the data acquisition
system. Our preprocessing pipeline therefore includes a

dedicated procedure to address these irregularities and map
the time series onto a uniform grid.
The process begins by establishing a nominal sampling

period, Δt ¼ 1=fs, calculated from the median of the inter-
sample time differences over a long, stable portion of the
data. The entire time series is then scanned to identify any
interval where the observed time step, Δtobsn ¼ tn − tn−1,
significantly deviates from the nominal period, i.e., where
Δtobsn > ð1þ ηÞΔt for a small tolerance factor η. These
discontinuities are managed based on their duration:
(1) Single-sample gaps: If a discontinuity corresponds

to a single missing sample, its value is estimated
using linear interpolation between the two adjacent
points. This minimally invasive method preserves
the continuity of the data for subsequent filtering
stages.

(2) Extended gaps: Gaps corresponding to two or more
consecutive missing samples are deemed too large to
be reliably interpolated. The data within these
intervals are consequently flagged as invalid and
are excluded from the analysis.

This systematic approach maps the raw data onto a uniform
time grid, a critical foundation for the subsequent Fourier
transform, while carefully accounting for any interpolated
or excluded data points.
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FIG. 2. The raw time-domain data from one of the optically
pumped magnetometer sensors, showing the full 10.5 h meas-
urement period used for this analysis. The signal is dominated by
the large, quasistatic geomagnetic field (approximately 49
150 nT). A clear diurnal variation with an amplitude of several
nT is visible, upon which high-frequency instrumental and
environmental noise is superimposed. The expected dark photon
signal is many orders of magnitude smaller and is therefore
completely buried within the noise fluctuations.
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FIG. 3. The linear spectral density (LSD) of the data from a
single representative sensor, calculated over the entire 10.5-h
observation period. The plot reveals the instrument’s noise floor
as a function of frequency, which consists of a broadband
continuum and numerous discrete spectral lines. The continuum
shows a characteristic 1=f behavior at low frequencies, while at
higher frequencies, the narrow peaks correspond to a mixture of
instrumental artifacts, which are largely unique to this specific
sensor, and environmental interference, which is observed in
both. This complete spectrum represents the background against
which the search for a narrow dark photon signal triplet is
performed.
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2. Despiking

The time series can be contaminated by sharp, impulsive
spikes originating from instrumental glitches or environ-
mental disturbances. To remove these outliers in a robust
manner, we employ an iterative algorithm based on the
median absolute deviation (MAD). For each pass of the
algorithm, we first compute a robust local baseline using a
median filter and identify outliers as points that deviate
from this baseline by more than a set threshold based on the
local MAD. Samples flagged as outliers are then replaced
using linear interpolation from their nearest valid neigh-
bors. This interpolation method is chosen over simpler
replacement strategies (such as substitution with the pre-
ceding sample) as it introduces minimal distortion to the
frequency spectrum of the data. The entire process is
repeated for two passes to effectively remove both primary
spikes and any secondary outliers that may become
apparent after the initial cleaning.

3. Detrending

The raw time series is dominated by large, low-
frequency components that must be removed before the
frequency-domain analysis. These include the quasistatic
dc offset from the geomagnetic field, jBbj, and slow drifts
caused by environmental or instrumental effects. If left
uncorrected, these components would overwhelm the
spectrum and obscure any potential high-frequency signal.
Our detrending procedure consists of two steps: first, we
subtract the mean value of the full dataset of duration T to
remove the dc offset. Subsequently, we fit and subtract a
linear function of time, aþ bt, to remove any residual
linear drift. This process effectively acts as a high-pass filter
with a cutoff frequency of ∼1=T, which is well below our
frequency band of interest and does not attenuate the target
signal.

B. Frequency-domain transform and the analysis vector

After preprocessing, the data are transformed into the
frequency domain to construct the analysis vector used in
our likelihood framework. A critical aspect of our meth-
odology is the choice of the Fourier transform technique,
which is designed to precisely probe the signal’s character-
istic triplet structure.

1. Core method: DTFT

Traditional spectral analysis often relies on the FFT,
which efficiently computes the spectrum on a discrete grid
of frequencies, fk ¼ k=Tobs, where Tobs is the total obser-
vation time. However, the physical frequencies of the dark
photon signal triplet, ffA0 ; fA0 � fdg, are not, in general,
aligned with this FFT grid. Evaluating the signal at the
nearest FFT bin introduces a systematic error known as
grid-mismatch error or spectral leakage, which can

significantly reduce sensitivity, especially for very narrow-
band signals.
To quantify this issue for our analysis, we compare two

critical frequency scales: the intrinsic width of the dark
photon signal, ΔfDM, and the frequency resolution of the
FFT, ΔfFFT. The signal’s width is determined by the dark
matter velocity dispersion (vDM ∼ 10−3) and is given by
ΔfDM ≈ 10−6fA0 [12]. In contrast, the FFT bin width is
fixed by our total observation time of Tobs ≈ 10.5 h,
yielding ΔfFFT ¼ 1=Tobs ≈ 26.5 μHz. Throughout our
entire search band, the physical signal width is thus orders
of magnitude smaller than the FFT bin spacing (e.g., at
fA0 ¼ 1 Hz, ΔfDM ≈ 1 μHz ≪ ΔfFFT). This extreme nar-
rowness means the signal behaves like a delta function
relative to the FFT grid. If its true frequency falls between
two FFT bins, its power is dispersed across many neigh-
boring bins, leading to a substantial loss in peak signal-to-
noise ratio. Contrary to intuition, this problem becomes
more severe at lower frequencies where the signal becomes
even narrower relative to the fixed FFT bin width. It is
precisely to mitigate this sensitivity loss that we employ
the DTFT.
To circumvent this issue, we employ the DTFT, which

can be evaluated at any arbitrary frequency f. For a given
data sequence x½n� of lengthN with sampling periodΔt, the
DTFT is defined as

s̃ðfÞ ¼ Δt
XN−1

n¼0

x½n�e−i2πfnΔt: ð16Þ

This definition differs from the textbook unitless definition
by the prefactor Δt. This normalization is chosen to make
the DTFTa direct discrete approximation of the continuous
Fourier transform,

R
xðtÞe−i2πftdt. As a result, the quantity

js̃ðfÞj2=ðNΔtÞ gives an estimate of the Power Spectral
Density (PSD) in units of ½signal unit�2=Hz, and s̃ðfÞ itself
has units of ½signal unit� · ½time�, or pT · s in our case. This
convention ensures that the amplitudes derived from the
DTFT are directly comparable to theoretical predictions
without requiring additional frequency-bin-width normali-
zation factors. While direct summation is computationally
expensive, we efficiently evaluate the DTFTon the required
frequency arcs using the chirp Z-transform (CZT) algo-
rithm [19], which provides the same numerical result as
direct evaluation but with a computational complexity close
to that of the FFT method. This approach allows us to probe
the spectrum precisely at the physical frequencies of the
signal model, thus eliminating grid-mismatch error and
simplifying the subsequent likelihood analysis.

2. The six-channel analysis vector

We apply the DTFT to the preprocessed data streams
from both sensors (j ¼ 1; 2) at the three physical frequen-
cies of the dark photon triplet:
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f0 ≡ fA0 ; f− ≡ fA0 − fd; fþ ≡ fA0 þ fd: ð17Þ

This procedure yields six complex numbers, which we
organize into a six-dimensional complex column vector,
hereafter referred to as the analysis vector, X:

X ¼

0
BBBBBBBBB@

s̃1ðf0Þ
s̃1ðf−Þ
s̃1ðfþÞ
s̃2ðf0Þ
s̃2ðf−Þ
s̃2ðfþÞ

1
CCCCCCCCCA
: ð18Þ

This vector X serves as the fundamental data object for our
statistical analysis. It compactly represents all the relevant
information from the dataset for the dark photon search at a
given mass mA0 . The subsequent likelihood function,
detailed in Sec. V, is constructed based on the statistical
properties of this vector, comparing the measured values to
the theoretical model’s predictions for the mean, E½X�.

C. Single-segment analysis and coherence time

A key aspect of our analysis strategy is the treatment of
the entire 10.5 h dataset as a single, coherent analysis
segment. This approach implies that the dark photon field’s
amplitude and phase are assumed to be stable over the full
duration of the measurement. This simplification is justified
by comparing our observation time, Tobs, with the theo-
retical dark matter coherence time, τc.
The coherence time is the timescale over which the

wavelike dark matter field maintains a constant phase. It is
inversely proportional to the frequency spread of the signal,
which is determined by the dark matter’s velocity
dispersion, vDM ∼ 10−3, and is given by τc ∼ ðfA0v2DMÞ−1 ≈
106=fA0 [12]. Our search focuses on a mass range corre-
sponding to frequencies from approximately 5 mHz to
7.5 Hz. For this broad band, the expected coherence time
ranges from
(1) At the high-frequency end (fA0 ¼ 7.5 Hz): τc ≈

1.3 × 105 s ≈ 37 h.
(2) At the low-frequency end (fA0 ¼ 5 mHz): τc ≈

2 × 108 s ≈ 6.3 yr.
In both extremes, and across the entire frequency range of
interest, our total observation time of Tobs ≈ 10.5 h is
significantly shorter than the expected coherence time
(Tobs ≪ τc). Therefore, it is a very well-founded approxi-
mation to treat the entire dataset as a single coherent block.
The physical implication of this is that we can perform

the analysis with a single segment index, k ¼ 1.
Consequently, the dark matter polarization amplitudes,
ck, do not vary and can be treated as a single, constant
(though unknown) vector, c, throughout the measurement.
This simplifies the likelihood framework considerably, as

we no longer need to sum or product over multiple
independent segments. The analysis effectively becomes
a search for a single, coherent signal embedded in the full
10.5 h data stream.

V. LIKELIHOOD FRAMEWORK

With the analysis vector X constructed for the entire
coherent segment, we now develop the statistical frame-
work to test for the presence of a dark photon signal and to
set upper limits on the kinetic mixing parameter ε. Our
approach is based on a multichannel complex Gaussian
likelihood function.

A. Statistical model and noise characterization

We model the six-component analysis vector X, defined
in Eq. (18), as the sum of a deterministic signal mean vector
μ and a stochastic noise vector N:

X ¼ μþ N: ð19Þ

Based on the central limit theorem applied to the sum of
many random phases in the underlying noise processes, we
assume that the noise vector N follows a zero-mean,
circularly symmetric complex normal distribution. The
probability distribution of the data vector is therefore given
by

pðXjμ;ΣÞ ¼ 1

π6 detΣ
exp ½−ðX − μÞ†Σ−1ðX − μÞ�; ð20Þ

where μ ¼ E½X� is the model mean vector, and Σ ¼ E½NN†�
is the 6 × 6 complex noise covariance matrix.
The model mean vector μ represents the theoretical

expectation of the analysis vector in the presence of a
dark photon signal. It is derived by applying the DTFT
operator to the theoretical scalar signal sðtÞ. Crucially,
because the signal model is linear in the dark photon field
amplitude, μ can be factorized into a compact form that
separates the unknown physical parameters from the known
instrumental and geometric factors:

μ ¼ E½X� ¼ εMc: ð21Þ

Here, ε is the kinetic mixing parameter we aim to constrain.
The vector c ¼ ½c0; cþ1; c−1�T represents the normalized
complex dark matter polarization amplitudes. These are
dimensionless stochastic variables defined such that the
physical dark photon vector potential components are
A0
m ¼ ð ffiffiffiffiffiffiffiffiffiffiffi

2ρDM
p

=mA0 Þcm, where ρDM ≈ 0.3 GeV=cm3 is
the local dark matter density. Consequently, c satisfies
the normalization condition E½c†c� ¼ 1.
The term M is the 6 × 3 template matrix, which encodes

all deterministic aspects of the measurement, including the
geometric projection of the signal onto the background
field and the spectral response (window function) of the
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analysis pipeline. The rigorous derivation of M and its
explicit form are provided in Appendix C.
The sensitivity of the search is governed by the noise

covariance matrix Σ. While the noise is dominated by the
intrinsic sensor floor and environmental background, the
finite-time windowing introduces correlations between
frequency channels (spectral leakage). To capture these
effects accurately, we employ a data-driven approach. We
assume that the noise statistics are stationary over a small
frequency range surrounding the signal triplet. This allows
us to estimate Σ empirically using data from “sideband”
frequencies adjacent to, but distinct from, the signal region.
The details of this robust estimation procedure and the
resulting structure of the covariance matrix are described in
Appendix D.

B. Bayesian inference and posterior probability

With the statistical model defined, the log-likelihood
function for the observed data vector X, given the param-
eters ε and c, is

lnLðXjε; cÞ ¼ −ðX − εMcÞ†Σ−1ðX − εMcÞ þ const;

ð22Þ

where the constant term depends only on the determinant
of Σ.
The polarization amplitude vector c is a stochastic

variable. In the standard halo model, c follows an isotropic
complex Gaussian distribution. Since our goal is to con-
strain the kinetic mixing parameter ε independent of the
specific realization of the polarization state, we treat c as a
nuisance parameter. We obtain the marginal likelihood
LðXjεÞ by integrating the full likelihood over the prior
distribution of c:

LðXjεÞ ¼
Z

LðXjε; cÞpðcÞd6c: ð23Þ

This integration can be performed analytically [20]. As
detailed in Appendix C, the solution involves transforming
the data and the template matrix into a “whitened” basis
that decorrelates the noise. A singular value decomposition
(SVD) of the whitened template matrix then identifies the
independent signal modes. This procedure yields a set of
singular values, si, and projected whitened data compo-
nents, zi (for i ¼ 1; 2; 3), which encapsulate the sufficient
statistics of the measurement.
To infer ε, we adopt a Bayesian approach and assign a

noninformative Jeffreys prior, pðεÞ ∝ J ðεÞ. Combining
this prior with the analytic result of the marginalization
yields the final, unnormalized posterior probability density
function (PDF) for ε, which we denote as punðεjXÞ:

punðεjXÞ ¼ J ðεÞ
Y3
i¼1

1

3þ ε2s2i
exp

�
−

3jzij2
3þ ε2s2i

�
: ð24Þ

The explicit derivations of the singular values si, the data
projections zi, and the specific form of the Jeffreys prior
term J ðεÞ are all provided in Appendix C.
Equation (24) represents the complete statistical infor-

mation about the kinetic mixing parameter contained in our
dataset (up to a normalization constant). In the following
section, we numerically evaluate this distribution to extract
the normalization constant and derive the frequentist-
equivalent confidence limits.

VI. RESULTS AND UPPER LIMITS

Having established the full Bayesian framework, we now
proceed to extract the primary scientific result of this work:
frequency-resolved upper limits on the kinetic mixing
parameter ε. This is achieved by numerically evaluating
the posterior PDF derived in the previous section for each
target dark photon mass mA0 .

A. Posterior probability and credible upper limits

The unnormalized posterior PDF for ε, given the full
dataset X, is given by Eq. (24). To obtain a properly
normalized PDF, we first compute the normalization
constant, N , by numerically integrating the unnormalized
posterior, punðεjXÞ, over all possible values of ε:

N ¼
Z

∞

0

punðεjXÞdε: ð25Þ

The integration is performed over ε ≥ 0, as the kinetic
mixing parameter is conventionally taken to be positive.
The normalized posterior PDF is then simply

pðεjXÞ ¼ 1

N
punðεjXÞ: ð26Þ

With the normalized posterior in hand, we can set a
Bayesian credible upper limit on the parameter. We
calculate the one-sided 95% credible level (CL) upper
limit, denoted as ε̂95, by finding the value of ε that contains
95% of the total posterior probability, starting from zero.
Mathematically, ε̂95 is the solution to the integral equation

Z
ε̂95

0

pðεjXÞdε ¼ 0.95: ð27Þ

This integral represents the cumulative distribution func-
tion of the posterior, evaluated at ε̂95.
In practice, this procedure is carried out numerically for

each frequency fA0 (and corresponding mass mA0 ) in our
search band. For each frequency,
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(1) We construct the required quantities zi and si from
the data and the model, as described in Sec. V.

(2) We evaluate the unnormalized posterior PDF,
Eq. (24), on a fine grid of ε values. The grid is
chosen to be logarithmically spaced and wide
enough to cover the entire region where the posterior
has significant support.

(3) We compute the cumulative integral of the posterior
using a numerical quadrature method (e.g., the
trapezoidal rule) on the grid.

(4) Finally, we find the value ε̂95 by linearly interpolat-
ing the grid to find the point where the cumulative
integral equals 0.95.

This process is repeated for every frequency point in our
scan, yielding a continuous upper limit curve, ε̂95ðmA0 Þ,
which is the main result presented in the following
subsection.

B. Exclusion limits and comparison with previous work

The primary result of our analysis is the 95% credible
level (CL) upper limit on the kinetic mixing parameter ε as
a function of the dark photon mass mA0 . This limit is
presented in Fig. 4, where our new constraint is shown as
the solid cyan line, overlaid on the existing exclusion
landscape for ultralight dark photons. In addition to the
constraints shown in Fig. 4, we note that a recent and

independent preprint [21] has analyzed long-term mag-
netic-field data from the Eskdalemuir observatory in search
of ultralight dark photon dark matter. This work provides
another direct laboratory constraint based on geomagnetic
observations. Besides the terrestrial and astrophysical
constraints explicitly shown in Fig. 4, many additional
cosmological bounds have been derived in the literature
[22–25]. These cosmological limits rely on specific mod-
eling assumptions and provide information that is comple-
mentary to our local, direct laboratory constraints, and we
therefore do not attempt to include them in Fig. 4.
Our exclusion limit generally improves (i.e., ε̂95

decreases) with increasing mass at a rate faster than the
simple scaling ϵ ∝ 1=ðm0

AÞ2, a trend that primarily reflects a
lower intrinsic noise floor for the OPMs and a reduction in
environmental magnetic noise at higher frequencies. The
curve exhibits several localized features or “spikes” where
the constraint becomes weaker. These correspond to
frequencies with statistically significant excess power in
the data that are not vetoed by our analysis. However, none
of these candidates reaches a level of global significance
required for a discovery claim after accounting for the look-
elsewhere effect across the scanned mass range. They are
consistent with statistical fluctuations or low-level, uniden-
tified intermittent environmental noise sources.
To place these findings in the context of the global

search, we compare our limit to a selection of existing
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FIG. 4. Our 95% CL upper limit on the kinetic mixing parameter ε as a function of the dark photon mass mA0 (solid cyan line).
Excluded regions from other searches are shown for comparison, including terrestrial constraints from SNIPE Hunt [13], the SuperMAG
network (1-min [12] and 1-s [26] datasets), and AMAILS [14], as well as astrophysical and cosmological constraints from FIRAS [27]
and Leo T [28]. Our result establishes the most stringent direct laboratory limits to date in the mass range from approximately
4 × 10−15 eV to 3 × 10−14 eV.

SCALAR-MAGNETOMETER SEARCH FOR ULTRALIGHT DARK … PHYS. REV. D 112, 112016 (2025)

112016-11



constraints from other terrestrial experiments and astro-
physical observations, also shown in Fig. 4. Our result
makes a significant contribution in the mass range of
approximately 4 × 10−15–3 × 10−14 eV. In this region,
our limit improves upon existing direct-detection labora-
tory constraints, improving upon those set by the SNIPE
Hunt experiment [13] by up to 2.5 orders of magnitude and
by an even greater factor compared to the AMAILS
experiment [14].
Crucially, our work establishes the most stringent direct

laboratory limits to date across this mass range, surpassing
recent constraints from experiments such as AMAILS [14].
This is a key contribution, as it provides the first robust,
direct laboratory constraint in a parameter space that was
previously covered primarily by astrophysical observations
(e.g., from Leo T [28]). Because direct-detection limits
are subject to a completely different and more controlled
set of systematic uncertainties than their astrophysical
counterparts, our result provides an important independent
verification and strengthens the exclusion in this well-
motivated region of the dark photon parameter space.

VII. SYSTEMATIC UNCERTAINTIES AND
VALIDATION

While our statistical framework is designed to be robust,
several sources of systematic uncertainty can affect the final
limit on ε. A thorough understanding and quantification of
these effects are essential for the credibility of the result. In
this section, we analyze the dominant systematic uncer-
tainties and present validation tests for our analysis
pipeline.

A. Systematic error budget

1. Uncertainty from background field direction

The core of our signal model relies on projecting the
vectorial dark photon field onto the local geomagnetic field
direction, B̂b. Any uncertainty in the determination of B̂b
directly propagates to an uncertainty in the geometric gains
hj;m [Eq. (14)] and, consequently, to an uncertainty in the
overall signal amplitude used in our likelihood fit. This
constitutes a systematic uncertainty on our final limit ε̂.
The direction of B̂b is defined by the local direction

cosines ðuθ; uϕÞ in the Earth-fixed spherical basis. As
described in Sec. III C, these direction cosines are derived
from the IGRF model, not from an in situ measurement.
Consequently, the uncertainty in these direction cosines
arises from two main sources:
(1) IGRF model uncertainty: The IGRF model has

inherent limitations and does not perfectly capture
local crustal magnetic anomalies or short-term geo-
magnetic fluctuations. This contributes a baseline
uncertainty to the predicted direction.

(2) Alignment uncertainty: This is the physical pointing
error associated with aligning the sensor’s axis to the
direction prescribed by the IGRF model (see Ap-
pendix E for details on the heading error charac-
terization).

We combine these effects into a single effective covariance
matrix, Cu, for the direction cosines ½uθ; uϕ�.
To quantify the impact on our signal model, we perform

a linear error propagation. The geometric gains hj;m for
sensor j∈ f1; 2g are functions of the direction cosines
ðuθ; uϕÞ, so their first-order uncertainty is described by the
covariance matrix:

Covðhj;m; hj;m0 Þ ¼ JjCuJ
†
j ; ð28Þ

where Jj is the 3 × 2 complex Jacobian matrix with
elements ðJjÞm;α ¼ ∂hj;m=∂uα for m∈ f−1; 0;þ1g and
α∈ fθ;ϕg. We have derived the analytical form of this
Jacobian from the definition of the vector spherical
harmonics.
The most relevant quantity for our analysis is the

resulting relative uncertainty on the magnitude of the
geometric gains, σðjhj;mjÞ=jhj;mj, as this directly translates
to a scaling uncertainty on the signal strength for each
polarization component. We have evaluated this propaga-
tion for several scenarios representing different assump-
tions about the uncertainty in ðuθ; uϕÞ. Assuming a
conservative covariance matrix for the direction cosines,
Cu, characterized by standard deviations of σuθ ≈ σuϕ ≈ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2.5 × 10−3

p
≈ 0.05 (corresponding to an angular uncer-

tainty of a few degrees) and a strong positive correlation,
our analysis yields the following typical relative uncertain-
ties on the amplitude of the geometric gains:
(1) For the transverse polarization components

(m ¼ �1): The relative uncertainty is approx-
imately 11%.

(2) For the longitudinal component (m ¼ 0): The rela-
tive uncertainty is significantly larger, at approx-
imately 122%.

The much larger uncertainty for the m ¼ 0 component is
due to the geometric suppression of this term at our site’s
latitude, where jhj;0j is intrinsically small. While this large
relative uncertainty seems alarming, its overall impact on
the final limit is moderated because the search sensitivity is
typically dominated by the stronger transverse (m ¼ �1)
components. We incorporate this uncertainty as a system-
atic error on the overall signal normalization when inter-
preting our final limits. A more aggressive assumption
on pointing accuracy, with σuθ ;uϕ ≈

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
4.0 × 10−4

p
≈ 0.02,

reduces these uncertainties to 4% and 49%, respectively.

2. Timestamp uncertainty and coherence

A stable and accurate timebase is fundamental to any
search for narrow-band signals. We identify two primary
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sources of timing uncertainty: long-term clock drift and
discrete sample-dropping events, or “time jumps.”
Long-term drift in the sensor’s internal sampling clock

was characterized by tracking the apparent frequency of a
stable, injected 33-Hz tone over 18.5 h. Our characteriza-
tion of the timebase, performed by tracking the fitted peak
frequency over time, reveals a very slow, linear drift on the
order of 73 nHz s−1, which corresponds to a change of one
Hertz over approximately 159 days. For the duration of our
analysis (under 11 h), this drift is negligible and does not
contribute significantly to spectral broadening (the char-
acterization procedure is detailed in Appendix E).
A critical instrumental artifact identified during our

characterization is that the sensors are prone to sporadically
dropping one or more samples without flagging an error. If
uncorrected, such a phase discontinuity would spread a
narrow-band signal’s power across the frequency domain,
severely degrading the peak sensitivity of the DTFT. Our
mitigation strategy, detailed in Sec. IVA, involves algo-
rithmically detecting these jumps and repairing them via
interpolation where possible. Gaps too large to repair
would compromise the coherence of the entire dataset,
effectively invalidating the single-segment assumption for
that portion of data. In this analysis, no such unrepairable
gaps were present in the final dataset, thus preserving the
integrity of our coherent analysis.

3. Amplitude calibration uncertainty

The overall normalization of our signal model, and thus
the inferred limit on ε, is directly proportional to the

calibrated gain of the magnetometers. An uncertainty in
the gain translates linearly into an uncertainty on ε̂.
We characterized the coherent gain of each sensor in a

magnetically shielded environment by injecting a weak,
sinusoidal magnetic field of known amplitude at a reference
frequency within our search band (e.g., 33 Hz). The gain is
determined by the ratio of the measured signal amplitude in
the spectrum to the known amplitude of the injected field.
The procedure was repeated at several frequencies to
confirm that the gain is flat across our band of interest
(see Appendix E for the full calibration methodology).
The dominant sources of uncertainty in this calibration

are the accuracy of the function generator producing the
driving current and the geometric factor of the calibration
coil. Combining these effects, we estimate the total
systematic uncertainty on the coherent gain of each sensor
to be 2%. Since the limit ε̂ is inversely proportional to the
measured signal amplitude, this 2% gain uncertainty
propagates directly as a 2% systematic uncertainty on
our final reported exclusion limit. We have not observed
any significant dependence of the sensor gain on the
absolute ambient field strength in the relevant range,
although the noise floor does show such a dependence
(as discussed in the subsection Noise Model Validation).

4. Noise model validation: Local stationarity and
Gaussianity

Our likelihood framework, Eq. (20), relies on two core
assumptions about the noise: that it is a complex Gaussian
process, and that its statistical properties (specifically its
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FIG. 5. Quantile-quantile (Q-Q) plots testing the Gaussianity of the whitened noise data, aggregated from the frequency sidebands
around a representative central frequency. The left panel shows the real part, and the right panel shows the imaginary part. The empirical
quantiles of the data (blue dots) closely follow the theoretical quantiles of a standard normal distribution (red line), providing strong
visual support for the complex Gaussian noise assumption central to our likelihood framework.
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covariance) are stationary over the local frequency scale
used for its empirical estimation. We performed a series of
statistical tests on the data from the frequency sidebands to
validate these assumptions.
First, we tested for local stationarity by comparing the

covariance matrices estimated from frequency bands to the
left and right of the central signal triplet. Using a multi-
variate generalization of Levene’s test known as Box’s M
test, we found no statistically significant difference
between the two covariance structures (p ≈ 1), supporting
the assumption that our local sideband estimation pro-
cedure for Σ is valid.
Second, we tested the core assumption of complex

Gaussianity. We collected noise samples from the com-
bined sideband region and whitened the data using the
empirically estimated covariance matrix Σ. If the noise is
truly complex Gaussian, the components of the resulting
whitened noise vector should be independent and identi-
cally distributed according to a standard complex normal
distribution. We performed a D’Agostino-Pearson K2 test
for normality on the real and imaginary parts of each of the
six whitened channels. The combined p values, aggregated
using Fisher’s method, were found to be preal ¼ 0.38 and
pimag ¼ 0.039. Both values are well above our chosen
significance threshold of α ¼ 0.01, providing strong stat-
istical support for the Gaussian hypothesis.
This conclusion is further supported by a visual inspec-

tion of the quantile-quantile (Q-Q) plots, shown in Fig. 5.
The plots for both the real and imaginary parts of the
aggregated whitened data show a strong linear alignment
between the empirical quantiles and the theoretical quan-
tiles of a standard normal distribution. In summary, these
validation tests confirm that our noise model provides a
faithful representation of the data’s statistical properties,
thereby ensuring the robustness and reliability of our final
derived limits.

B. Validation with signal injection

To validate the integrity and sensitivity of our entire
analysis pipeline, we performed a signal injection test. This
procedure involves adding a simulated dark photon signal
of known parameters to the real, raw magnetometer data
and then running the full analysis chain to verify that the
injected signal is recovered with the expected statistical
significance. This serves as an end-to-end verification of
our methodology, from data preprocessing to the final
statistical inference.

1. Injection procedure

We generated a synthetic dark photon signal time
series, sinjðtÞ, following the theoretical model described
in Sec. II. The signal was created with a specific dark
photon mass, mA0;inj, corresponding to a frequency of
fA0;inj ¼ 1.624523 Hz. The kinetic mixing parameter for

the injection, εinj, was set to be three times the expected
95% CL upper limit at this frequency, ensuring a signal
with a high signal-to-noise ratio that should be clearly
recovered by our pipeline. The polarization amplitude
vector c was simulated as a single random draw from a
Gaussian distribution, consistent with the standard halo
model, and held constant for the duration of the signal. This
synthetic time series was then added sample by sample to
the raw, unprocessed data streams from both magnetom-
eters before any filtering or detrending was applied.

2. Recovery and statistical significance

The combined dataset (real noiseþ injected signal) was
processed through the exact same analysis pipeline used for
the main search. This includes all steps of preprocessing,
DTFT evaluation, and the likelihood analysis. To search for
candidate signals, we employ a generalized likelihood ratio
test (GLRT) [29], which computes a TS for the
signal hypothesis (ε > 0) versus the null hypothesis
(ε ¼ 0) at each frequency. The TS is defined as
TS ¼ 2ðlnLmax − lnL0Þ, where Lmax is the likelihood
maximized over ε and L0 is the likelihood evaluated at
ε ¼ 0. For a single trial, the TS follows a chi-squared
distribution, allowing for the conversion to a local statistical
significance.
Figure 6 shows the results of the GLRT scan on the

injected dataset. The plot displays the TS value for each
frequency in the search band. A global significance thresh-
old, corresponding to 5σ after accounting for the look-
elsewhere effect, is indicated by the dashed green line. As is
evident, a prominent peak with a TS value far exceeding the
discovery threshold is clearly visible at a frequency con-
sistent with the injected signal frequency, fA0;inj.

3. Candidate selection and vetoing

To automate the identification of significant peaks and
reject spurious signals (including instrumental artifacts),
we employ a multistage candidate selection algorithm, the
logic of which is implemented in our analysis code. The
procedure begins by applying a series of consistency vetoes
to every frequency bin. These checks are designed to ensure
that any excess power conforms to the expected physical
properties of a dark photon signal, including (i) a high
signal projection efficiency (η) onto the template subspace;
(ii) a good quality of fit, assessed via the p value of the
whitened residual; (iii) a consistent power ratio between the
central peak and sidebands of the triplet; and (iv) a
physically plausible signal phase. Candidates that fail a
minimum number of these checks are discarded from
further consideration.
The surviving candidates, which are shown as blue

points in Fig. 6, are then passed to a peak identification
and clustering pipeline. First, a global significance thresh-
old is applied, corresponding to a 5σ discovery claim after
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accounting for the look-elsewhere effect (the trial factor),
represented by the horizontal dashed line in the figure. Only
candidates that are also local maxima (i.e., having a TS
value greater than their immediate neighbors) above this
threshold are considered further. To reject candidates in
regions of high, fluctuating noise, we impose a local
contrast requirement, ensuring a peak’s TS is significantly
higher than the median TS of its surrounding frequency
neighborhood. Finally, a clustering algorithm groups any
significant points that are within a few frequency bins of
each other, selecting only the single point with the highest
TS from each cluster to represent a distinct candidate peak.
These final candidates are highlighted as large red circles.
As shown in Fig. 6, our injected signal successfully passes
all veto and selection criteria, and is correctly identified as
the most significant candidate in the entire search band. The
recovered frequency is within 2 frequency bins of the true
injected frequency, a deviation consistent with the spectral
resolution of our analysis.
The candidate at approximately 5.6 Hz, which has a only

slightly smaller TS value, is also correctly identified as a
statistically significant peak by our pipeline. In a blind
search, both candidates would be flagged for further
investigation. However, the primary goal of this signal
injection test is to validate the end-to-end recovery of a
signal with known parameters. To this end, our candidate
selection algorithm is configured to explicitly prioritize any

significant candidate found within a narrow frequency
window around the known injection frequency of fA0;inj.
The successful identification of the candidate at 1.6 Hz
under this procedure serves as the key validation of our
analysis pipeline’s sensitivity and correctness.

VIII. CONCLUSION

In this work, we have presented a comprehensive search
for ultralight dark photon dark matter using a novel
experimental and analytical approach. We deployed a
minimalist yet powerful array consisting of two high-
sensitivity scalar optically pumped magnetometers at a
single, electromagnetically quiet site. By treating the
wavelike dark matter signal as a projection onto the local
geomagnetic field, we developed a robust six-channel
likelihood framework based on the discrete-time Fourier
transform, which directly probes the characteristic fre-
quency triplet of the dark photon signal while avoiding
common spectral analysis pitfalls.
Our analysis of the collected data reveals no statistically

significant evidence for a dark photon signal.
Consequently, we have set new world-laboratory-leading
limits on the kinetic mixing parameter ε in the dark photon
mass range of approximately 4 × 10−15–3 × 10−14 eV. Our
main result is a new laboratory-based exclusion limit that
improves upon previous direct-detection constraints from
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FIG. 6. Result of the signal injection test, demonstrating the end-to-end validation of our analysis pipeline. The plot shows the test
statistic (TS) for all initial candidates (light gray points). Candidates that pass our veto criteria are shown in blue, and the final, most
significant peaks identified by a clustering algorithm are highlighted as large red circles. The horizontal dashed green line represents the
global 5σ discovery threshold (TS ≈ 49.5). A simulated dark photon signal, injected at fA0;inj ≈ 1.6 Hz, is successfully recovered as a
highly significant candidate (the leftmost red circle), with a TS value far exceeding the threshold.
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the SNIPE Hunt experiment [13] by up to 2.5 orders of
magnitude, and by an even greater factor compared to the
AMAILS experiment [14].
The success of this search demonstrates the powerful

potential of deploying even a small number of state-of-the-
art scalar magnetometers in a well-controlled environment,
when combined with a sophisticated, signal-specific analy-
sis framework. It is particularly noteworthy that with only
10.5 h of data, we have established limits that are
competitive with those from global networks utilizing
vastly larger datasets, highlighting the remarkable effi-
ciency of this minimalist but highly sensitive experimental
approach.
Looking forward, several avenues for improvement are

evident. Longer-duration measurements will naturally
enhance the sensitivity, particularly at lower frequencies.
The inclusion of additional magnetometers could allow for
more sophisticated noise cancellation techniques and pro-
vide further cross-checks on potential signal candidates.
Extending this concept to a network of single-site scalar
magnetometer stations, synchronized via GPS, could en-
able searches for large-scale correlations, combining the
sensitivity of dedicated experiments with the powerful veto
capabilities of a global network. Finally, further refine-
ments to the noise modeling and a deeper investigation of
instrumental systematics will continue to push the frontiers
of what is achievable with this minimalist but highly
effective experimental approach.
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APPENDIX A: DTFT, CZT, AND THE
DIRICHLET KERNEL

This appendix provides the mathematical details of the
frequency-domain tools used in our analysis, as introduced
in Sec. IV. We define the DTFT with our chosen normali-
zation, derive the Dirichlet kernel as the frequency response
of the implicit rectangular window, and briefly introduce
the CZT as its efficient implementation.

1. The DTFT

The DTFT is the fundamental transform that maps a
discrete-time sequence, x½n�, to a continuous function of
frequency, f. For a finite-length sequence of N samples,
taken with a sampling period Δt ¼ 1=fs, we define the
DTFT as

s̃ðfÞ ¼ Δt
XN−1

n¼0

x½n�e−i2πfnΔt: ðA1Þ

This definition differs from the textbook unitless definition
by the prefactor Δt. This normalization is chosen to make
the DTFTa direct discrete approximation of the continuous
Fourier transform,

R
xðtÞe−i2πftdt. As a result, the quantity

js̃ðfÞj2=ðNΔtÞ gives an estimate of the PSD in units of
½signal unit�2=Hz, and s̃ðfÞ itself has units of
½signal unit� · ½time�, or pT · s in our case. This convention
ensures that the amplitudes derived from the DTFT are
directly comparable to theoretical predictions without
requiring additional frequency-bin-width normalization
factors.

2. The Dirichlet kernel: Frequency response of a
rectangular window

Our analysis is performed on finite-length data segments,
which is mathematically equivalent to multiplying an
infinite data stream by a rectangular window function,
w½n� ¼ 1 for n ¼ 0;…; N − 1, and zero otherwise. The
frequency-domain representation of this windowing oper-
ation is a convolution of the true signal spectrum with the
Fourier transform of the window function. The DTFTof the
rectangular window is known as the Dirichlet kernel.
Applying our DTFT definition from Eq. (A1) to the

window function w½n� ¼ 1 (and normalizing byN for a unit
dc response) gives

DNðfÞ ¼
Δt
NΔt

XN−1

n¼0

e−i2πfnΔt ¼ 1

N

XN−1

n¼0

ðe−i2πfΔtÞn: ðA2Þ

This is a geometric series which sums to

DNðfÞ ¼
1

N
1 − e−i2πfNΔt

1 − e−i2πfΔt
: ðA3Þ

By factoring out phase terms from the numerator and
denominator, this can be written in its more common,
symmetric form:

DNðfÞ ¼ e−iπfðN−1ÞΔt sinðπfNΔtÞ
N sinðπfΔtÞ : ðA4Þ

In the main text, we express this kernel as a function
of the normalized frequency offset Δ ¼ ðfi − fchÞT, where
T ¼ NΔt is the segment duration. The phase term
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e−iπfðN−1ÞΔt represents the linear phase shift associated
with the fact that the rectangular window is centered at
ðN − 1Þ=2 in time, not at the origin. The magnitude
jDNðfÞj has a main lobe centered at f ¼ 0 with a width
of ∼1=T, and a series of decaying sidelobes. It is precisely
these sidelobes that cause spectral leakage, allowing a
signal at one frequency fi to contribute power when the
spectrum is evaluated at a different frequency fch. This
effect is fully captured in our template matrixM [Eq. (C2)]
through the evaluation of the Dirichlet kernel at frequency
offsets of �fd and �2fd.

3. The CZT

Directly calculating the DTFT sum in Eq. (A1) for M
arbitrary frequency points and an N-point data segment has
a computational complexity of OðMNÞ. For the large
datasets and fine frequency scans used in this work, this
would be prohibitively slow. The FFT offers a much faster
OðN logNÞ complexity, but it is restricted to evaluating the
spectrum on a fixed, uniform grid of frequencies fk ¼ k=T.
The CZT is an efficient algorithm that bridges this gap

[19]. It can compute the Z-transform (of which the DTFT is
a special case) along a general spiral or arc-shaped contour
in the complex z plane. For our purposes, this means it can
evaluate the DTFT on any set of equally spaced frequen-
cies, even if they are not on the FFT grid. Our three
frequency channels ffA0 ; fA0 � fdg for a given fA0 are not
equally spaced, but when we scan over a band of fA0 values,
we choose a fine, uniform grid for fA0. The CZT can then be
used to compute the DTFT for all three frequency-triplet
tracks simultaneously and efficiently.
The algorithm works by converting the DTFT sum into a

convolution using Bluestein’s algorithm, which relies on
the identity 2nk ¼ n2 þ k2 − ðk − nÞ2. This convolution
can then be computed rapidly using FFTs. The resulting
computational complexity is on the order of
OððN þMÞ logðN þMÞÞ, which is nearly as fast as the
FFT while offering the crucial flexibility of evaluating the
spectrum at arbitrary starting frequencies and spacings.
The use of the CZT is therefore what makes our “no grid-
mismatch” analysis approach computationally feasible for
searches involving large datasets.

APPENDIX B: LINEAR SPECTRAL DENSITY
FOR NOISE CHARACTERIZATION

The LSD is a standard and highly effective metric for
characterizing the frequency-dependent noise floor of time-
series instruments, such as the magnetometers used in this
work. It is derived from the more fundamental PSD, which
quantifies the distribution of a signal’s power into its
frequency components.
The one-sided PSD, SxxðfÞ, for a real-valued time series

xðtÞ of duration T is typically estimated from its discrete-
time Fourier transform s̃ðfÞ (defined in Appendix A) as

SxxðfÞ ¼
2

T
js̃ðfÞj2; for f > 0: ðB1Þ

The units of the PSD are signal power per unit frequency,
which in our case is pT2 Hz−1. While the PSD is a rigorous
statistical measure, its quadratic units can be unintuitive for
direct comparison with a signal’s amplitude.
The LSD, LxðfÞ, resolves this by being defined as the

square root of the PSD:

LxðfÞ≡
ffiffiffiffiffiffiffiffiffiffiffiffiffi
SxxðfÞ

p
: ðB2Þ

This simple transformation yields two significant advan-
tages, making the LSD an ideal tool for sensor performance
analysis and comparison:
(1) Intuitive physical units: The units of the LSD are the

signal’s physical units per square-root Hertz, in our
case pT

ffiffiffiffiffiffi
Hz

p
. The numerator (pT) directly matches

the units of the magnetic field signal we are
searching for. This allows for a more direct and
intuitive interpretation of the noise floor as an
“amplitude spectral density.” One can think of the
LSD at a given frequency f as the typical noise
amplitude present within a 1 Hz bandwidth centered
at f.

(2) Direct performance comparison: The LSD provides
a standardized basis for comparing the sensitivity of
different sensors. A sensor with a lower LSD value
at a particular frequency has a lower intrinsic noise
floor and is therefore more sensitive to faint signals
at that frequency. The plot of the LSD versus
frequency, as shown in Fig. 3, serves as a compre-
hensive “fingerprint” of the instrument’s perfor-
mance in the operational environment.

In summary, by presenting the noise characteristics in
terms of the LSD, we provide a clear, standardized, and
physically intuitive measure of the sensitivity achieved in
our experiment.

APPENDIX C: LIKELIHOOD DERIVATION
DETAILS

This appendix provides the detailed mathematical der-
ivation of the likelihood framework summarized in Sec. V.
We explicitly construct the template matrix M and derive
the marginalized posterior distribution by employing data
whitening and SVD.

1. The Template Matrix M

The template matrix M is the linear operator introduced
in Eq. (21) that maps the normalized dark matter polari-
zation vector c to the expected mean vector μ.
In Sec. II C, the scalar signal model was derived in terms

of the physical field amplitudes A0
m [see Eq. (12)]. As
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defined in Sec. VA, the statistical analysis utilizes the
normalized amplitudes cm.
By substituting this relationship into the physical signal

model, the dependence on the original physical amplitude
factor Aphys [Eq. (13)] and the unit conversion factors are
combined into a single effective signal amplitude, Aeff ,
which sets the scale of the matrix M:

Aeff ¼ AphysðmA0 Þ ·
ffiffiffiffiffiffiffiffiffiffiffi
2ρDM

p
mA0

¼
ffiffiffiffiffiffi
4π

3

r
mA0R

ffiffiffiffiffiffiffiffiffiffiffi
2ρDM

p
2 − ðmA0RÞ2 : ðC1Þ

The full 6 × 3 template matrixM, which accounts for the
geometric projection and the spectral leakage via the
Dirichlet kernel, is then explicitly given by

M¼T ·Aeff

2

0
BBBBBBBBB@

h1;0 h1;þ1DNðδÞ� h1;−1DNðδÞ
h1;0DNðδÞ h1;þ1 h1;−1DNð2δÞ
h1;0DNðδÞ� h1;þ1DNð2δÞ� h1;−1

h2;0 h2;þ1DNðδÞ� h2;−1DNðδÞ
h2;0DNðδÞ h2;þ1 h2;−1DNð2δÞ
h2;0DNðδÞ� h2;þ1DNð2δÞ� h2;−1

1
CCCCCCCCCA
:

ðC2Þ

Here, δ≡ fdT is the normalized frequency shift, and the
complex geometric gain factors hj;m for sensor j are
defined as in Eq. (14).

2. Data whitening and singular value decomposition

The likelihood function in Eq. (20) involves the inverse
covariance matrix Σ−1, which implies coupled noise terms.
To simplify the marginalization over c, it is advantageous to
diagonalize the noise via a whitening transformation.
We perform a Cholesky decomposition of the noise

covariance matrix:

Σ ¼ LL†; ðC3Þ
where L is a lower triangular matrix. We then define the
whitened data vector Y and the whitened template matrix
W as

Y ¼ L−1X; W ¼ L−1M: ðC4Þ
In this whitened basis, the noise covariance is the identity
matrix [L−1ΣðL−1Þ† ¼ I], and the log-likelihood (ignoring
constants) simplifies to

lnL ∝ −jY − εWcj2: ðC5Þ
Next, we perform a SVD on the 6 × 3whitened template

matrix W. Since the rank of W is at most 3, we write

W ¼ USV†; ðC6Þ

where
(1) U is a 6 × 3 matrix with orthonormal columns

(U†U ¼ I3×3), spanning the signal subspace.
(2) S ¼ diagðs1; s2; s3Þ is a 3 × 3 diagonal matrix of

real, positive singular values.
(3) V is a 3 × 3 unitary matrix (V†V ¼ I3×3) acting on

the polarization space.
We now project the whitened data Y onto the subspace

spanned by U, defining the projected data vector Z:

Z ¼ U†Y ¼ U†L−1X: ðC7Þ

The vector Z contains three complex components, z1, z2,
z3. These three numbers, along with the three singular
values si, constitute the sufficient statistics for the inference
of ε. The remaining orthogonal components of the data
contain only noise and do not affect the likelihood ratio for
the signal.
Substituting these decompositions back into the like-

lihood function allows the signal term to be decoupled into
independent modes, which is the key step enabling the
analytic marginalization derived in the next subsection.

3. Marginalization of the polarization parameters

To obtain the likelihood for ε alone, we must integrate
out the stochastic polarization vector c. We assume the
standard dark matter halo model where c follows an
isotropic complex Gaussian distribution with unit variance
normalization (hc†ci ¼ 1). The prior is

pðcÞ ¼ 1

ðπ=3Þ3 expð−3jcj
2Þ: ðC8Þ

Using the SVD decomposition W ¼ USV† from the
previous section, the whitened likelihood term becomes

jY − εWcj2 ¼ jY − εUSV†cj2: ðC9Þ

It is convenient to define a rotated polarization vector
c̃ ¼ V†c. Since V is unitary, this rotation preserves the
magnitude (jc̃j2 ¼ jcj2), and the Jacobian of the trans-
formation is unity. The prior remains iso-
tropic: pðc̃Þ ∝ expð−3jc̃j2Þ.
We can decompose the whitened data Y into a compo-

nent within the signal subspace (Yk ¼ UU†Y ¼ UZ) and
an orthogonal noise component (Y⊥). The likelihood
exponent separates:

jY − εUSc̃j2 ¼ jY⊥j2 þ
X3
i¼1

jzi − εsic̃ij2: ðC10Þ

The term jY⊥j2 does not depend on ε or c and can be
absorbed into the normalization constant. The

PEISEN ZHAO et al. PHYS. REV. D 112, 112016 (2025)

112016-18



marginalization integral then factorizes into three indepen-
dent Gaussian integrals over the components c̃i:

LðXjεÞ ∝
Y3
i¼1

Z
exp ð−jzi − εsic̃ij2 − 3jc̃ij2Þd2c̃i: ðC11Þ

Completing the square in the exponent for each component
yields

Z
exp

�
−ð3þ ε2s2i Þ

����c̃i − εsizi
3þ ε2s2i

����2 − 3jzij2
3þ ε2s2i

�
d2c̃i:

ðC12Þ

Performing the Gaussian integration over c̃i introduces a
prefactor ð3þ ε2s2i Þ−1. Thus, the final marginalized like-
lihood function is

LðXjεÞ ∝
Y3
i¼1

1

3þ ε2s2i
exp

�
−

3jzij2
3þ ε2s2i

�
: ðC13Þ

This matches the likelihood term appearing in the posterior
PDF in Eq. (24).

4. The Jeffreys prior

To perform Bayesian inference, we utilize the Jeffreys
prior, which is noninformative and invariant under repar-
ametrization. It is defined as the square root of the
determinant of the Fisher information matrix (in this 1D
case, a scalar):

J ðεÞ ∝
ffiffiffiffiffiffiffiffi
IðεÞ

p
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
−E

�
∂
2

∂ε2
lnLðXjεÞ

�s
: ðC14Þ

Using the log-likelihood derived from Eq. (C13),

lnL ¼
X3
i¼1

�
− lnð3þ ε2s2i Þ −

3jzij2
3þ ε2s2i

�
: ðC15Þ

The expectation value is taken over the data realizations zi,
assuming the signal hypothesis. However, for the con-
struction of the reference prior, the standard approach in
this context (e.g., as used in Ref. [12]) is to utilize the
variance structure of the likelihood. The variance of the i-th
mode is proportional to σ2i ¼ 3þ ε2s2i . The Fisher infor-
mation for a zero-mean Gaussian variance parameter σ2ðεÞ
is 2ð∂εσ=σÞ2. Here, ∂εð3þ ε2s2i Þ ¼ 2εs2i . Summing the
information contributions from the three independent
modes, we obtain

IðεÞ¼
X3
i¼1

�
∂

∂ε
lnð3þ ε2s2i Þ

�
2

¼
X3
i¼1

�
2εs2i

3þ ε2s2i

�
2

: ðC16Þ

Taking the square root yields the form of the Jeffreys prior
used in our analysis:

J ðεÞ ∝
�X3

i¼1

4ε2s4i
ð3þ ε2s2i Þ2

�1=2

: ðC17Þ

APPENDIX D: EMPIRICAL ESTIMATION OF
THE COVARIANCE MATRIX

This appendix details the practical implementation of the
empirical estimation of the noise covariance matrix Σ, a
critical input for the likelihood function in Eq. (20). The
method relies on the assumption of local spectral statio-
narity, which posits that the statistical properties of the
noise are constant over frequency scales much larger than
the signal triplet’s spacing. This allows us to use data from
the frequency neighborhood of our target signal to char-
acterize the noise at the signal’s precise location in
frequency space.

1. Defining the sideband estimation region

For each dark photon mass mA0 under consideration,
corresponding to a central frequency fA0, our goal is to
estimate the 6 × 6 noise covariance matrix. To do this, we
define a “sideband” region in the frequency domain that is
close to, but does not include, the signal triplet itself. The
procedure is as follows:
(1) Signal region: First, we identify the central signal

region occupied by the frequency triplet
ffA0 ; fA0 � fdg.

(2) Guard band: To prevent any potential, albeit weak,
signal power from leaking into our noise estimate,
we define a “guard band” around each of the three
triplet frequencies. This typically consists of exclud-
ing a few frequency resolution bins on either side of
each line. This ensures that the main lobes and
nearest strong sidelobes of any potential signal are
not included in the noise sample.

(3) Estimation window: The noise samples are drawn
from a wider “estimation window” that surrounds
the guarded signal region. The width of this window,
typically spanning tens of frequency resolution bins
(e.g., �40 bins), is chosen to be large enough to
gather a sufficient number of statistically indepen-
dent samples, but small enough that the assumption
of noise stationarity holds.

The final set of frequencies, F sideband, used for the
estimation is therefore the set of all frequency bins within
the estimation window, excluding those that fall inside the
guard band.

2. Robust estimation procedure

Real-world data are often contaminated by non-Gaussian
noise spikes or unforeseen narrow-band interference from
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instrumental or environmental sources. A simple sample
covariance can be heavily biased by such outliers. To
ensure a robust estimate of the covariance, we employ a
multistage procedure.

a. Outlier rejection

For a given frequency fA0, we first collect the set of K
analysis vectors fXðfiÞg for all frequencies fi ∈F sideband.
We then perform an outlier rejection step. For each 6D
complex sample vector XðfiÞ, we compute its Euclidean
norm, kXðfiÞk. We then calculate the median and the MAD
of these norms. Any sample vector whose norm deviates
from the median by more than a set threshold (e.g., 3.5
times the MAD-based robust standard deviation) is flagged
as an outlier and removed from the sample set. The choice
of this numerical threshold is an empirical one, set to
effectively identify anomalous spectral features that could
bias the noise estimate. This frequency-domain outlier
rejection is a distinct processing stage from the time-
domain despiking described in Sec. IVA; their respective
thresholds are chosen independently to best suit their
specific targets (spectral lines versus impulsive time-
domain spikes). This step effectively eliminates strong,
localized spectral contaminants from the noise estimation.

b. Sample covariance calculation

After removing the identified outliers, we are left with a
set of K0 ≤ K clean noise vectors. The covariance matrix Σ̂
is then computed as the standard sample covariance of this
cleaned set:

ðΣ̂Þpq ¼
1

K0 − 1

XK0

i¼1

ðXpðfiÞ − X̄pÞðXqðfiÞ − X̄qÞ�; ðD1Þ

where XpðfiÞ is the p-th component of the analysis vector
at frequency fi, and X̄p is the sample mean of the p-th
component over the K0 clean samples.
This data-driven procedure has several key advantages. It

is inherently adaptive, learning the noise properties directly
from the data adjacent to each search frequency. It is robust
against contamination by strong, non-Gaussian artifacts.
Most importantly, this empirical approach automatically
captures all sources of noise and correlation present in the
data, including not only the intrinsic noise of the sensors
and the environmental background, but also the determin-
istic cross-channel correlations induced by the spectral
leakage of the finite-time window (i.e., the off diagonal
terms in the Dirichlet kernel response). This ensures that
the covariance matrix Σ used in our likelihood is a high-
fidelity representation of the actual noise properties of our
measurement.

APPENDIX E: INSTRUMENTATION
CALIBRATION DETAILS

The accuracy of our final limit on ε relies on a precise
understanding of the magnetometers’ response to both the
signal and instrumental artifacts. This appendix provides
further details on the key calibration procedures performed
to characterize the sensor’s heading error, coherent gain,
and timebase stability. These measurements were con-
ducted in a magnetically shielded room (MSR), located
at the Technical University of Munich in Garching, to
isolate the sensors from ambient magnetic noise.

1. Heading error and direction cosine determination

A scalar magnetometer’s reading can exhibit a system-
atic dependence on its orientation relative to the ambient
magnetic field, an effect known as heading error [30].
Minimizing and characterizing this error is crucial for
accurately determining the background field direction B̂b
and thus the projection cosines ðuθ; uϕÞ used in our
signal model.
Our procedure involves mounting the sensor on a high-

precision, nonmagnetic rotation stage inside the MSR,
where a stable, uniform dc magnetic field of known
magnitude jBcalj ≈ 48 μT is applied. The sensor’s orienta-
tion is then systematically varied by rotating it through a
full 360° range in both azimuth and tilt.
The sensor’s output is recorded as a function of the

rotation angles. The direction of the magnetic field is
identified as the orientation that produces the maximum
sensor reading. By comparing this experimentally deter-
mined direction to the nominal orientation set by the
rotation stage, we can map out the heading error as a
function of angle. For the main data taking, the sensors are
aligned to this experimentally determined optimal direction
to minimize the heading error. The residual uncertainty in
this alignment, typically on the order of 0.1°, is the
dominant contribution to the uncertainty in the direction
cosines ðuθ; uϕÞ used in our systematic error budget
(Sec. VII A).

2. Coherent gain calibration

The coherent gain determines the overall scaling of our
signal model and thus directly impacts the final limit on ε.
We calibrate the gain by injecting a weak, sinusoidal
magnetic field of known amplitude and frequency and
measuring the sensor’s response.
Inside the MSR, a set of calibration coils is used to

generate a small ac field, BinjðtÞ ¼ B0 cosð2πfinjtÞ, super-
imposed on the large dc bias field. The frequency finj is
chosen to be within our primary search band (e.g., 33 Hz).
The amplitude B0 ¼ jB0j is precisely known based on the
coil geometry and the current supplied by a calibrated
function generator.
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We record a long time series of the sensor’s output and
compute its spectrum. The coherent gain, GðfinjÞ, is then
calculated as the ratio of the measured signal amplitude at
finj in the spectrum to the known input amplitude B0. This
procedure is repeated at several frequencies across our
band of interest to verify that the gain is flat, as expected for
these sensors in this frequency range. The uncertainty on
the gain, estimated to be around 2%, is dominated by the
uncertainty in the calibration coil’s geometric factor and the
current source’s amplitude accuracy. This 2% uncertainty
on the gain propagates linearly to a 2% systematic un-
certainty on our final limit for ε.

3. Timebase stability and time jump characterization

A stable timebase is essential for maintaining signal
coherence over the duration of an analysis segment. We
characterized two aspects of the timebase: long-term
frequency drift and short-term sample dropping events
(“time jumps”).

a. Long-term frequency drift

To measure the long-term stability of the sensor’s
internal sampling clock, we used the same setup as for
the gain calibration, injecting a highly stable 33 Hz tone for
an extended period of over 18 h. The data were divided into
short, consecutive windows (e.g., 60 s), and a Lorentzian
function was fitted to the peak in the spectrum of each
window to determine its central frequency with high
precision.

Plotting the fitted peak frequency over time reveals a
very slow, linear drift. We measured this drift to be
approximately 73 nHz s−1. This corresponds to a frequency
change of only about 0.26 mHz over a one-hour period,
which is a tiny fraction of a frequency resolution bin (1=T).
We therefore conclude that long-term clock drift does not
significantly impact the coherence of the signal within a
single analysis segment and can be safely neglected.

b. Time jump characterization

A critical instrumental artifact identified during our
characterization is that the sensors are prone to sporadically
dropping one or more samples without flagging an error. To
characterize the rate and nature of these “time jumps,” we
analyzed long datasets by comparing the recorded data to a
perfectly predictable, known input signal (such as the
injected 33 Hz sine wave). A time jump manifests as a
sudden phase shift in the residual between the measured
data and the known signal.
By scanning the data for such phase discontinuities, we

determined that these jumps occur at random intervals, with
an average rate of approximately one event every 14 s in
our test data, although the rate can vary. Each jump
typically corresponds to a loss of a few samples. As
discussed in Sec. IVA, our analysis pipeline is designed
to detect and reject any data segment containing such a
jump, thereby preserving the integrity of the coherent
analysis at the cost of a small reduction in the total effective
observation time.
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