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Bayesian inference is commonly employed in the analysis of gravitational-wave signals not only to
estimate the source parameters, but also for model selection. The latter provides insight into the physics of
the source and has the potential to inform the direction for future model development. Although model
comparison is usually performed by analyzing the data separately with different models and comparing the
obtained Bayesian evidences, an alternative approach consists in sampling directly over the model itself.
Here, we present t-roo, a reversible jump Markov chain Monte Carlo sampler capable of performing
transdimensional inference on gravitational-wave signals from compact binary coalescences. Employing
t - roo, a single analysis provides simultaneously the model odds ratio and the parameter posteriors for the
favored models, hence yielding a potentially substantial computational advantage, particularly when
comparing many models or analyzing highly informative data. t - roo is built on the sampler eryn and is
specifically designed to compare models describing different kinds of sources, i.e., binary black hole,
binary neutron star, or neutron star-black hole systems, as well as multiple models for the same source
class. We validate the sampler on a set of injections, finding agreement with the results obtained with the
nested sampler dynesty. We then use t -roo to analyze the real events GW 190425 and GW230529, for
which the system’s parameters alone do not provide conclusive evidence of the presence of a neutron star
component. t -roo can be adapted to any model-comparison scenario, thus providing a valuable tool in
particular for next-generation detectors, where analyzing data separately with competing models becomes

computationally even more demanding.

DOI: 10.1103/k5ts-8cpr

I. INTRODUCTION

In the past ten years, a growing number of gravitational
wave (GW) detections from different sources has enabled
us to study the population and properties of binary systems
of compact objects [1,2], to place constraints on the nuclear
equation of state and cosmological parameters [3—7], and to
test the theory of general relativity [8—11]. The properties of
the emitting system are commonly inferred from GW
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signals through Bayesian inference, not only to measure
the source’s parameters, but also to test hypotheses and
compare different models in order to determine which one
provides the best description of the data. Bayesian analyses
require estimating parameter posteriors or model evidences,
a computationally challenging task for the highly-dimen-
sional parameter spaces involved in GW data-analysis.
Therefore, stochastic sampling methods, such as nested or
Markov chain Monte Carlo (MCMC) samplers [12—14], are
usually employed to estimate these quantities. Currently,
various software exist for this purpose and are regularly
employed by the LIGO-Virgo-KAGRA (LVK) [15-17]
collaboration to analyze GW data, e.g., Refs. [18-20].
Adopting different approximants to analyze GW detec-
tions from a given type of source can hint at which features
of the various models describe the data best, thus providing
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useful information for the development of future models, as
shown in Refs. [21,22] for binary neutron star (BNS) and
binary black hole (BBH) detections, respectively.

However, in the context of GW analyses from compact
binary coalescences (CBC), the relevant question often
becomes what was the nature of the objects in the system
from which the signal originated. Unless a clear electro-
magnetic counterpart is present, the classification of a GW
signal source is usually based on the estimated component
masses [23,24], or, if the signal-to-noise ratio (SNR) is
large enough, on the presence of tidal information in the
phase. Nevertheless, for events such as GW190814 [25],
GW230529 [26], and GW 190425 [27], the nature of the
components remains uncertain [see, e.g., Refs. [28—41]].
Even for GW170817 [3], an exact source classification
based only on the GW signal would not be possible.

In these situations, analyzing GW data with different
models can provide information beyond the mere com-
parison of component masses, thus helping classify the
signal’s source. Gravitational-waveform models incorpo-
rate effects specific to the source they aim at describing:
BNS models include tidal phase information, alongside its
interplay with spin, while the amplitude corrections in
neutron star-black hole (NSBH) models describe the differ-
ent behaviors near merger and the possibility of tidal
disruption.

Bayesian statistics provides a natural way to compare
different models or hypotheses describing a certain signal.
This is conventionally achieved by performing separate
analyses on the same data with the various models inves-
tigated, and then comparing evidences to compute the so-
called odds ratio. Alternatively, the model can be consid-
ered as one of the parameters to sample over. The main
advantage of this second approach is that the more
informative the data, the more time the sampler will spend
in the correct model, reducing the iterations in the dis-
favored ones and the overall computational cost.

References [21,22] employed a specific case of this
second method, introducing a categorical parameter to
describe the model to be used at each sampler iteration.
However, this approach cannot be applied when comparing
models with different parameter-space dimensionality. This
issue arises, for example, when comparing aligned-spin and
precessing models, or models describing different sources,
since in the case of NS components also tidal effects should
be accounted for.

In these cases, when we want to compare models with
different dimensionalities, we must resort to reversible
jump MCMC (RIMCMC) [42,43]. RIMCMC samplers
are commonly employed for LISA (Laser Interferometer
Space Antenna) data analysis [44—46], for X-ray binaries
analyses [47], and for GW ground-based detectors in the
context of modelling a burst (or noise) signal with a flexible
number of given basis functions, for example in relation to
glitch mitigation [48-52].

In this work, we develop, to the best of our knowledge,
the first RIMCMC sampler to analyze full GW signals from
different CBC sources with state-of-the-art waveform
approximants. In particular, our sampler, called t-roo
(Tipsy kangaROO),1 can analyze GW data employing
multiple BBH, NSBH, or BNS models at the same time.
In the end, the sampler provides parameter posteriors and
odds ratios between the different models.

The main advantages of this approach, compared to
performing separate runs and then comparing evidences,
are as follows:

(i) A significant reduction of the “human overhead”
during the analysis, since only one run, with no
model-specific settings, is needed.

(i) A reduction of the computational cost, especially for
informative events. In particular, the computational
advantage increases the more models are compared
at the same time. This is in general expected for
RIMCMC samplers, but in the specific case of the
sampler presented here, we remark that improve-
ments, especially in the code parallelization, are
needed in order to benefit from the expected
computational gain.

(iii) Although the odds ratio convergence requires some
time, t-roo provides the source classification
rather quickly, and could therefore be employed
in the future also for low-latency purposes.

Our sampler is based on elements from BILBY [20],
where it relies especially on its well-tested utilities for
evaluating the likelihood function for CBC signal analyses,
and the eryn [44] sampling package, from which it
inherits the structure of the RIMCMC sampler, including
parallel tempering.

We test t-roo performance on simulated signals for
both current and future-generation detectors, such as the
Einstein Telescope (ET), and we analyze the real GW
events GW190425 and GW230529.

The paper is structured as follows: in Sec. II, we provide
an overview of the elements inherited from eryn and
BILBY, while in Sec. III we illustrate the specific proposals
used in t-roo. In Sec. IV, we describe the analysis
methods, and we show the results of a set of analyses
on simulated data and on the real events in Sec. V. We
summarize our conclusions in Sec. VI. In Appendix A, we
provide a more detailed and technical description of the
working mechanisms of RIMCMC samplers, focusing on
the specific application to our case in Appendix B. We
illustrate some possible empirical criteria for convergence
in Appendix C, and in Appendix D we discuss the

lRegarding the name, kangaroo was chosen to recall the jump
in “reversible jump”, and for consistency with Australian names
for samplers such as BILBY and DINGO. The kangaroo is tipsy
because it not only jumps, but it can also perform reverse jumps.
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robustness of the evidence computation by comparing the
estimates obtained with different samplers.

t-roo is publicly available on GitHub at https://github
.com/AnnaPuecher/t_roo.

II. T-ROO BASICS

MCMC sampling algorithms differ from nested ones in
that they directly sample the target distribution. The main
condition that MCMC samplers have to satisfy is the so-
called detailed balance, which essentially means that the
probability of a chain being in a state x and transitioning to
a state x’ must be the same as being in the state x’ and
transitioning to x. In the specific implementation of the
Metropolis Hastings algorithm [53], at each step, we
propose a new point in the parameter space and decide
whether to accept it or not, where the exact form of the
acceptance probability is what ensures detailed balance.
RIMCMC is a generalized version of this algorithm, which
allows the chain to move also across parameter spaces with
different dimensionalities. A detailed overview of MCMC
and RIMCMC samplers is provided in Appendix A.

For CBC analyses, MCMC algorithms are convention-
ally employed to sample the source posterior p(8|d, M),

where @ denotes the parameters of interest, d the detector
data, and M the model employed to describe the data
[19,54]. If, instead, we have a set of models { M, } and want
to establish which one describes the data best, we can either
analyze the data separately with the various models and
then compare evidences, usually computed with nested
samplers, or, with MCMC samplers, we can directly sample
the joint probability

p(6c, k|d) = p(6;

k.d)p(k|d). (1)

where k is the model label and ék the parameters of model
k. Notably, reversible jump MCMC allows us to do this
even if the models considered have different dimensions.
The better a model manages to describe the data, the more
time the sampler will spend in that model. Therefore, once
the sampler is converged, the final probability of a model
will be given by

n
Pmop, = P(k|d) = Z knk’ (2)
k

where n; is the number of samples specifically in the
model k.

t-roo is based on eryn [44], a sampler purposefully
designed to tackle Bayesian analyses of complex and
multidimensional problems, such as the LISA global fit,
which is in turn based on the affine invariant sampler
emcee [54]. In MCMC ensemble samplers, a collection of
N,, walkers explore the parameter space in parallel, with
proposals based on the position of other walkers. The key
property of affine invariant samplers is that they have the

same efficiency in sampling different distributions related
by affine transformations. This implies that they can rather
efficiently sample highly correlated distributions, which are
commonly encountered in GW analysis from CBC sources.
In the following, we provide a brief explanation of the
features that t -roo inherited from eryn and Bilby.

A. Stretch move

In Ref. [55], the authors suggest the so-called stretch
move as the simplest proposal to update the walkers’
positions that satisfies both affine invariance and detailed
balance. In a stretch move, the new position of a walker X;
at time ¢ is proposed by moving by a fraction of the distance
with respect to another random walker X; as

Xinew = X;(1) = 2(X;(1) = X;(1)), (3)
with z being a random variable drawn from a distribution
9(z). This probability distribution is

L a, a
g(z)z{ﬁ’ feell/ad @)

0, otherwise,

with a arbitrarily set to 2 [55]. The new proposed point is
then accepted with probability

where p(X) denotes the target probability density, evalu-
ated at the point X, d is the dimension of the parameter
space involved in the stretch move, and z¢~! a factor needed
to preserve the symmetry condition; see Appendix B 3 for
details.

When choosing the other random walker X; needed for
the stretch move, one must ensure that the position of this
walker is not updated at the same time as the move we are
currently attempting. In the group stretch move in eryn,
the walkers are split into two (or more) separate groups and
are updated sequentially. When updating the positions of
walkers in a given group, the random walkers X;
are then chosen from the other one(s), therefore called
complementary.

As explained in detail later, we will employ stretch
moves in t-roo for different purposes: to update the
single models’ parameters and for the proposal of tidal
deformability parameters when considering jumps between
models (cf. Sec. III).

B. Parallel tempering

MCMC samplers can struggle with complex and multi-
modal distributions since there is a possibility that walkers
get stuck in one of the modes. One way to mitigate this
issue is through parallel tempering [56-58]. In parallel
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tempering, for each walker, n; chains are run in parallel,
each one with a different temperature 7';, which transforms
the likelihood as

£(d|. M) — L£(d|6. M)V/T:, (6)

meaning that the jth chain is effectively exploring the
posterior

pr,(0,d) o L(d|0, M)"/Ti(6). (7)

Basically, the temperature effect “smoothens” the like-
lihood profile, allowing the walkers to explore low-like-
lihood regions of the parameter space more easily.
The chain with 7; =1 explores the “true” posterior
distribution, i.e., the target distribution, while the Tj = 0
chain explores the prior. Different chains with different
temperatures run in parallel and periodically exchange
information. Chains with higher temperatures sweep across
the parameter space, discovering (new) regions with
potentially high likelihood, and then pass this information
to the low-temperature chains, which can better explore the
likelihood peaks. In order to preserve detailed balance, the
swaps between chains with different temperatures are
accepted with a probability:

atr, 7 = min {1 (%)} @

The number of required temperature chains depends on
the problem at hand, but usually at least 10-20 are needed.
The choice of the specific temperature values is non-trivial,
since ideally it should maximize the information exchange
among chains. To find the optimal temperature ladder,
eryn, and consequently t-roo, employ the dynamic
adaptation algorithm developed in Ref. [59]. It is good
practice to consider the samples accumulated during the
temperature optimization as part of the burn-in. In t-roo,
temperature adaptation happens only during the prelimi-
nary sampling stage (see Sec. III A 2) and is automatically
switched off during the RIMCMC phase. Therefore, when
extracting the odds ratio or posterior parameters from the
RIMCMC iterations, these samples are automatically not
taken into account. As we will see later in Appendix D,
parallel tempering also allows one to compute evidence in
MCMC samplers.

C. Bilby features

As mentioned in the introduction, t-roo employs the
sampler infrastructure of eryn, combining it with BILBY
features in order to analyze CBC signals. In particular, the
detector classes, the waveform generators, and the like-
lihood are directly called from BILBY with specific wrap-
pers, which allow us to import advanced features

implemented there, e.g., likelihood marginalization [60],
or injections in different synthetic noise realizations.

For the runs presented in this work, we employ the
multibanding approximation of the likelihood [61], which
restricts the waveform evaluation to areduced set of frequency
points, adapted according to the signal duration, hence
significantly reducing the computational cost. However, we
note that in principle all the likelihood methods—e.g., the
“standard” GravitationalWaveTransient likeli-
hood, the relative binning [62], or the reduced-order-quad-
rature (ROQ) [63] ones—can be employed in t -roo.’
Similarly, the prior infrastructure is heavily based on
BILBY, and therefore, also somewhat specific priors such as
the aligned spin one for the spin magnitudes or the uniform in
comoving volume for the luminosity distance are available in
t-roo.

III. T-ROO PROPOSALS

As discussed in detail in Appendix A, an RIMCMC
sampler performs two different moves during each sam-
pling step.” For each walker we have the following:

(1) Within-model move: propose new parameter values
for the model the walker is currently in and decide
whether to accept the move to this new point in this
parameter space or not.

(2) Between-models move: propose a jump to a different
model, and simultaneously update the parameters in
the new model; also in this case, there is a criterion to
decide whether to accept the proposed jump or not.

In the following, we describe the specific moves that we
implemented in t-roo. We highlight that one strength of
our approach is that we are able not only to compare
different kinds of compact binaries, but also to simulta-
neously rank multiple waveform models within a certain
binary category. Moreover, we can directly jump between
BNS and BBH models, without the need to go through an
NSBH one, which reduces the number of iterations and,
consequently, the computational cost. Figure 1 shows a
schematic overview of the t-roo algorithm and the
different moves involved.

The proposals are written assuming sampling in chirp
mass M., mass ratio ¢ = m,/m,, and component tidal
deformabilities A; and A,. Although, in principle, it would
be possible to sample over different combinations of these
parameters and convert them before the proposal, this
would yield an (unnecessary) computational cost. The
posterior probabilities corresponding to different choices

’In the case of ROQ, this would would require the ROQ data to
be available in the needed mass range for all the models
investigated.

One could also decide to have multiple within-model moves
in a sampling step. This possibility is implemented in t -roo but
not used by default, since the preliminary sampling already helps
identify the parameter regions with the largest support for each
model.
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FIG. 1. Schematic representation of the moves implemented in t-roo, with reference to the respective equations in the text; the

asterisk (x) denotes the inverse transformation. For the between-model move, the walkers can jump to any model, of a different or the
same source class, with the same probability. For the within-model move, we update the pseudo-parameters with a random walk with
step “step rw” and all the other parameters with a stretch move. See Sec. III for a complete discussion of the proposals.

of sampling parameters can be obtained anyway by
reweighting the final posteriors.

A. Between-models move

The choice for a specific form of the between-model
moves is the hardest challenge in RIMCMC algorithms,
because their acceptance ratio strongly affects the sampler’s
overall performance.

The proposed values for the parameters in the new
model depend on the parameters in the current one: to
avoid the risk of updating the two states simultaneously, in
between-model jumps, we update all walkers in a given
model at the time, proceeding sequentially through the
models. This approach is similar to the idea of a group
stretch move, since the walkers are effectively divided into
different groups that are updated in sequence. The differ-
ence is that the groups are not created with a random
partition, but based on the model the walkers are cur-
rently in.

When more than two models are compared, t-roo
randomly chooses which model a jump is proposed to,
assuming that all the competing models have an equal
probability. One could take into account prior information
about the preferred models or source type by assigning

model priors, that could be alternatively assigned (or
further divided) based on the source classification. This
would enable also the incorporation of astrophysical
information, e.g., the expected probability to detect systems
with specific features, such as eccentricity or precession.
This is left for future work, and currently the models’ priors
can be incorporated a-posteriori by multiplying the final
odds ratios.

1. Tidal deformability

Since our primary goal is to compare models that
describe BBH, BNS, and NSBH systems, the core of the
between-model proposal concerns the tidal deformability
parameters, A and A,. In principle, one could simply add
and remove A; and A, based on the model jump (for
example, when going from NSBH to BBH, we could just
remove A,, while when going from BBH to BNS we could
add A and A,). However, this would mean losing the tidal
information gained while sampling with one model when
going to a model with fewer tidal parameters. To avoid this,
we add the pseudo-tidal parameters A gpy, Ao gy, and
A xsgn for BBH and NSBH models, which essentially act
as “storage” variables. Crucially, these pseudo-parameters
are not included in the likelihood computation for the
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model they belong to, but serve just to cache the tidal
information until the next jump to a model where that tidal
parameter is actually included.

The proposal between tidal parameters in different
models is a stretch move, the primary move employed
in emcee and explained in Sec. II A. In the implementation
proposed by Goodman and Weare in Ref. [55], the random
variable z defining the stretch move is sampled in [1/a, al,
with « arbitrarily set to a =2. However, in our
between-model moves, the pseudo-parameters are used
to store the tidal information; thus, ideally, we do not want
this stretch move to propose too large jumps. Therefore, we
choose

o) ={ 7 | o)
0, otherwise,

with e set by default to 0.01, but adjustable by the user.
Proposing very small jumps, of the order of a few percent,
effectively means that we collect most of the information
about the tidal parameters during the within-model moves
in NSBH or BNS models. X is picked from the walkers in
the other models, i.e., the ones that are currently not
updated. In order to avoid unphysical values of tidal
deformability, if the proposed value becomes negative,
we simply retain the old one.

2. Proposals for mass parameters

The presence of tidal effects in a signal can alter which
values for M, and ¢ maximize the likelihood, because of
the accelerated inspiral (due to the additional dissipated
energy) and the degeneracy between tidal parameters and
mass ratio. This circumstance might cause the sampler to
get stuck in one of the models: if we propose the jump to a
different model assuming the same values for the mass
parameters, the new model might not have significant
likelihood support at those masses, especially for high-
SNR signals. Therefore, we implement specific data-
informed proposals for chirp mass and mass ratio, which
take into account the effect of different tidal contents.*

A t-roo run starts with a preliminary sampling
phase, during which the sampler runs on each model
separatg:ly for some time without proposing between-model
moves.

“We only look empirically at the effect of including or not tidal
phase contributions in the model, but a more complete proposal
would need to take into account other contributions of matter
effects, for example, the differences in the spin-spin term in the
phase description due to the different quadrupole moment values
in NSs and BHs.

Note that parallel tempering is enabled during this stage;
therefore, swaps between models due to tempering are still
possible.

Figure 2 shows an example of the distribution of M, and
A samples after the preliminary sampling, illustrating how
the NSBH and BBH models find disjoint chirp mass
intervals. To identify a mapping between these different
intervals, and similarly for the mass ratio, the sampler
considers the M., ¢, and A samples from each model after
the preliminary sampling phase has finished, with A being
the mass-weighted (or “reduced”) tidal deformability
parameter [64]. It determines the likelihood ‘“‘center-of-
mass” of the M, ¢, and A samples collected during the last
200 steps:

MC_CM _ Zi‘c(éi)i\:lc.i . (10)
L(6;)
Zi‘c(_)i)qi
(& S —— (11)
()
KCM = Zlﬁ(él—{\l (12)

Here, the index i runs over the model’s samples, and 6
refers to the parameters of that specific model.
Furthermore, the bar on A denotes that, for the computation
of Ay, in the BBH and NSBH models, we assume the
physical value of zero tidal deformability for the BH object,
i.e., Aygpy = Aopen = Ajnsen = 0 (yielding, for BBH
models, Aey = 0), because these are the values employed
in the likelihood calculation. We consider only the last 200
iterations to ensure no samples from the burn-in phase are
used. However, how many final iterations should be used
can be adjusted by the user. Using the equivalent of the
center of the mass of the likelihood instead of, for example,
the sample corresponding to its maximum value, ensures
that we take into account the overall trend of the distribu-
tion, making the point choice more robust against potential
biases or outliers.

We consider the line connecting the different likelihood-
center-of-mass points in the M,-g-A space. For two
different models MOD; and MOD,, its slope is given by

o ML‘,CM.MODI - MC,CM,MODZ (13)

S M. (MOD; MOD,) — = =

ACM.MODl - ACM,MOD2
__ Y9cemvop; — 9emmob, 14
Sg(Mop, ,MoD,) = = = . ( )
ACM,MODI - ACM.MODZ

For each between-models move, the proposed M. and ¢
for the new model are computed following the lines with
these slopes, starting from the point defined by the current
sample in the current model, and assuming the physical
values Ay gy = 0, A gy = 0, and Ay gy = 0.
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FIG. 2. Example of M, and A distribution of samples collected by all the walkers in the last 200 steps of the preliminary sampling
phase in the case of an NSBH injection with A, = 300 as recovered by ET (NSBH_LAM300_ET, see Sec. IV A for details), color-coded by
the likelihood value of each sample; the orange-red colors correspond to samples recovered with the NSBH approximant
IMRPhenomNSBH, and the blue-green with the BBH approximant IMRPhenomD. The left panel displays the one-dimensional
M. distribution for the BBH and NSBH case, showing how the recovered support lies in disjoint ranges for the two models. We note
that in the BBH model A gy, and A, gy, from which the A parameter shown here is computed, are pseudo-parameters used merely as
storage variables, and therefore do not affect the likelihood. The cyan diamond and star indicate the likelihood center-of-mass values for
the BBH and NSBH model, respectively. The proposal slope in Eq. (13) is computed from the dashed line connecting them.

However, if the ranges for the M. support in different
models overlap sufficiently, this specific proposal is not
needed. In this case, the chirp mass value is not updated in
the between-model move.° Specifically, when going from
MOD; to MOD,, the chirp-mass proposal is not employed
when the likelihood center-of-mass value of M. for MOD,
lies within the 68% interval of the M, samples from
MOD;. We do not apply this condition to the mass ratio,
because the posteriors for this parameter are usually much
wider and this distinguishability criterion will rarely be
satisfied.

Besides identifying the right map between the different
model parameters, the preliminary sampling phase also
improves the overall convergence of the sampler.
Before the reversible jump even starts, the walkers will
already have reduced the region of parameter space to
explore for each model. The number of iterations in the
preliminary sampling phase should be enough to pass the
burn-in phase and provide reliable, although not defini-
tive, posteriors for the parameters of interest, but not too
long to affect the computational performance of the
algorithm.

We skip the chirp mass proposal mostly to save computational
time, although we note that the main computational bottleneck is
in any case the waveform evaluation.

3. The complete proposal

Taken all together, the between-model proposals read
(see Appendix B 1 for the derivation)

BBHtoNSBH

®NSBH.i+1 = ®BBH,i

AI,NSBH,iH = Al,BBH,i

Ao nspiit = Do j i+ ua (Ao geii — Mo j i) (15)
Mc,NSBH,H—l = Mc,BBH,i + S M, (NSBH,BBH) 'ANSBH.i+1

qNSBH,i+1 = qBBH,i + Sq(NSBH.BBH) : ANSBH,i+1

1]2:]/142

BNSto BBH

-

®BBH.H—1 = GBNS,i
A gnivt = A ji +wi(Ansi — Arji)
Apgnitt = Noji +Wo(Apgnsi — Maji)

Mc,BBH,i+1 = ML‘,BNS,i - SMC(BBH.BNS)ABNSJ (16)
4dBBH,i+1 — 4BNs,i — Sq(BBH.BNs)ABNs,i
uy=1/w

U, = 1/W2
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NSBHto BNS

- —

®BNs,i+l = ®NSBH,i
A pns,itt = A i 01 (A wspii — A i)
Ao pns,iv1 = Naj i+ 02 (A nspii — A jii)
Mc,BNS.iJrl = MC.NSBH.I'+
= - (17)
—S M_(BNS,NSBH) (ANSBHJ' - ABNs,i+1 )
4BNs.i+1 = dNsBH.i — S g(BNS.NSBH) (ANSBH,i - ABNS,H—I)
wi=1/v,

wy=1/v,

for the BBH — NSBH, BNS — BBH, and NSBH — BNS
moves, respectively. The subscript i denotes current sam-
ples, while i 4 1 denotes the proposed ones, and j refers to
the complementary set of samples used for the stretch

move. The parameter vector © stands for the parameters for
which no specific proposal is implemented, i.e.,

® = 6\{M,.q.A;. A }. In the chirp mass and mass ratio

proposal, the barred A indicates that, in the case of NSBH
or BBH systems, we do not use the stored values of the
pseudo-parameters for the computation of A, but we
assume Ay gy = Appgy = Ajnsgn = 05 1.6., we assume
physical values of zero tidal deformability for BHs, as
for the computation of the slopes in Egs. (13) and (14). The
proposal for the auxiliary variables u;, u,, vy, v5, Wy, Wy is
determined by the requirement that the transformations
must be reversible (see Appendixes A 5 and B 1 for details).
The auxiliary variables w; and v; are not needed when
swapping between NSBH and BBH models, because A gpy
and A yggy are both pseudo-parameters that can simply be
set equal to each other, skipping the stretch-move.
The opposite transformations, i.e., NSBH — BBH,
BBH — BNS and BNS — NSBH, are simply the inverse
ones, consistent with the requirements that, in RIMCMC
algorithms, each proposal should be reversible (the inverse
mapping is provided in Appendix B 1).

Once the new model and parameters values have been
proposed, they are accepted according to the acceptance
probability

/
a(x, ') = min {1,%%}, (18)
£(8,)p(8.)g.
where x denotes the “old” state model and parameters at step
i, while x’ the new model and parameters of the proposed
state at the following step i + 1. g, and g, represent the
probability distributions of the auxiliary variables for the

model in the states x and x’, respectively (see Appendix A

for details). E(éy) and p(é\,) denote the likelihood and prior
for the parameters and model in state y. As explained in

detail in Appendix B4, in order to preserve the detailed

balance, the priors p(éx), or p(éx/), must incorporate all the
parameters we are sampling over, including the pseudo-
parameters A gpy, A nspi> and A gy, even if they are not
used in the likelihood calculation.

For the proposals in Egs. (15)—(17) and their inverses, the
Jacobians J, depend exclusively on the auxiliary varia-
bles, and, thanks to the specific mapping between auxiliary
variables in the different models,

&J]xx’ =1 (19)

X

in all cases; see Appendix B 2 for the computation.

4. Proposal between models for the same type of source
and parameter space

t - roo provides the possibility to compare not only models
that describe different kinds of binary systems, but also
multiple models for a given source type. In this case, we
do not need to take into account the effects of different tidal
contents, and therefore, the parameter transformation between
one model and the other is simply an identity transformation:

eMODZ = IGMODI , (20)
with, consequently, a Jacobian J, = 1.

We note that this is possible because, for the time being,
we are assuming only models with the same physics, for
example, aligned-spin only. Comparing models describing
not only different sources, but also different features for the
same source, such as the presence of precession, or
eccentricity, would require dedicated proposals for the
between-model moves, and is left for future work.

B. Within-model moves

We update the parameters within a model with a group
stretch move as implemented in eryn and described in
Sec. II A, with the exception of the pseudo-parameters
A\ ggns Aqnssu> and Aj gy Given that they are included in
the between-model moves, the pseudo-parameters are
effectively part of the sampled parameter spaces, and as
such have to be updated also in the within-model moves.
However, since they are not relevant for the likelihood
computation, we do not expect to gain information about
them. Thus, their posterior should ideally recover the prior,
which, for simplicity, we assume to be the same as the
actual tidal parameters in the BNS and NSBH models, i.e.,
uniform in the component tidal deformabilities. To facili-
tate the recovery of uniform distributions, we update the
pseudo-parameters in the within-model move through a
random walk with a default step size of 10 (in units of
dimensionless tidal deformability). If the walkers spend a
sufficient amount of time in a model without tidal infor-
mation, the random walk ensures that the posterior samples
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TABLE L.

Injections analyzed to assess the sampler’s performance. Together with the labels, we provide the component masses, spins,

and tidal deformabilities. The second to last column reports the models used to create the mock signal for the injection, while the last one

lists the models employed for recovery.

my, my [Mg] Xis X2 A, Ay Injected model Recovery models
NSBH_LAM300 3.75, 1.5 0.6, 0.02 0, 300 IMRPhenomNSBH IMRPhenomNSBH
IMRPhenomD
NSBH_LAM600 375, 1.5 0.6, 0.02 0, 600 IMRPhenomNSBH IMRPhenomNSBH
IMRPhenomD
NSBH_LAM1000 3.75, 1.5 0.6, 0.02 0, 1000 IMRPhenomNSBH IMRPhenomNSBH
IMRPhenomD
BBH_NSBHMASSES 375, 1.5 0.6, 0.02 0,0 IMRPhenomD IMRPhenomNSBH
IMRPhenomD
BNS_LAM600 14,14 0.01, 0.02 600, 600 IMRPhenomD NRTidalv2 IMRPhenomD NRTidalv2
IMRPhenomNSBH
IMRPhenomD
BBH_BNSMASSES 14,14 0.01, 0.02 0,0 IMRPhenomD IMRPhenomD NRTidalv2
IMRPhenomNSBH
IMRPhenomD
BNS_LAM600_MM 14,14 0.01, 0.02 600, 600 IMRPhenomXAS NRTidalv3 IMRPhenomD NRTidalv2

IMRPhenomXAS NRTidalv3
SEOBNRv5 ROM NRT idalv3
IMRPhenomD IMRPhenomXAS
SEOBNRv5 ROM

of the pseudo-parameters will be uniformly distributed in
the prior range.

We include the possibility of block-sampling in the
within-model moves, meaning that we can update only
specific subsets of the parameters at each step. We employ
the same structure as in the BILBY-MCMC proposal cycle
[19], but in our case only the parameters involved in the
proposal change, while the move remains the same, i.e., a
stretch move, or a random walk for Ay gy, Ajppy, Or
Aj nsgu- Block sampling is particularly useful in case of
multi-modal distributions, since it allows the walkers to
better explore the full range of each parameter. However,
one of the strengths of affine samplers, such as emcee, on
which eryn, and consequently t - roo, are based, is their
efficiency in dealing with highly-correlated parameters,
which is the case for CBC GW signals. Therefore, in this
case, employing block sampling can actually slow down
convergence, and it is by default not used in t-roo.

IV. ANALYSIS METHODS

A. Injections setup

To assess the robustness of the sampler, we test it on
simulated data obtained by injecting different mock GW
signals on top of synthetic detector noise. We assume a
detector network composed of the two Advanced LIGO
detectors, Hanford and Livingston [15], and the Advanced
Virgo detector [16] at design sensitivity [65,66]. We
consider NSBH signals with different tidal contributions
and recover them with an NSBH and a BBH model, to
investigate when t -roo can identify the presence of a NS

component. We also analyze BNS injections and recover
them using different models describing BNS, NSBH, and
BBH systems. In addition, we look at signals from BBH
sources, with masses compatible with either BNS or NSBH
systems, to evaluate how the sampler behaves in the
absence of tidal information. All injections are summarized
with their labels and source properties in Table 1.

For NSBH sources, we use the IMRPhenomNSBH
approximant [67], which is based on the BBH amplitude
prescription in Ref. [68], in turn based on IMRPhenomC,
and the tidal phase description in IMRPhenomD [69] and
NRTidalv2 [70]. Therefore, the comparison is performed
with the IMRPhenombD approximant for the BBH case and
IMRPhenomD NRTidalv2 for the BNS one, in order to
reduce potential modelling systematics. On the other hand,
when comparing multiple models for each source, we
consider also other state-of-the-art approximants [71-73].

For all injections, we place the source at a luminosity
distance of d; =30 Mpc in order to have a large
signal-to-noise ratio, which enables us to identify tidal
signatures if present. SNRs range roughly between
50 and 100 depending on the simulated system. For the
injection NSBH_LAMO600, we perform an additional
run  at  d; =150 Mpc  (NSBH_LAM600_LOWSNR),
to test the performance at lower SNR (specifically, this
signal has an SNR of 14). We also perform the
NSBH_LAM300 and BNS_LAM600 injections for an ET
setup (NSBH_LAM300_ET and BNS_LAMO600_ET, respec-
tively), assuming two L-shaped detectors with a 15 km
arm length and misaligned orientation, placed in the
proposed Sardinia and Lusatia sites [74-76].
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We employ the multibanding likelihood, as implemented
in BILBY, together with phase and distance marginalization
in order to reduce the computational cost. Signals are
analyzed starting from 20 Hz, and in all the tests we use
N,, = 500 walkers, each with 16 temperature chains. These
are implemented as the default values in t-roo, but can
be changed depending on the analysis requirements.
In particular, when sampling with a large number of
models, it is advisable to increase the number of walkers,
to ensure an adequate exploration of all parameter spaces.

B. Priors

The parameter priors are kept the same across different
models, in order to avoid penalizing or favoring models with
different prior support. For chirp mass, we choose a uniform
priorin[1.15, 1.30]M and [1.95, 2.10] M, for the injections
of sources with masses compatible with BNS systems or not,
respectively. In the analysis of real events, chirp mass is
sampled uniformly in the ranges [1.45,1.52]M, and
[2.02,2.04]M, in the cases of GWI190425 and
GW230529, respectively. We use BNS models in the
recovery only if the injected masses are fully compatible
with BNS systems, meaning that we demand the full prior
range to lie in the region of validity of the model.” For signals
with masses close to the maximum value allowed for neutron
star systems, the wider mass prior would cause the waveform
evaluation for the BNS models to fail, thus artificially
disfavoring the model. Although intuitively correct, since
for quite large masses we expect the BNS hypothesis to be
disfavored, a consistent treatment of this scenario requires an
appropriate rescaling of the mass priors, or of the prior of the
models themselves, which are left for future work.

The mass ratio and the tidal deformabilities are sampled
uniformly in ¢ €[0.16,1] and A, A, €[0,5000], respec-
tively. For the component spins, we take an aligned spin
prior with the spin magnitudes in the range [0, 0.90], while
the luminosity distance is sampled uniformly in comoving
volume in the range [0, 500] Mpc.?

C. Convergence

The convergence of MCMC analyses is usually
based on the accumulated number of effective samples,
i.e., the samples thinned by the autocorrelation time, or on
metrics such as the Gelman-Rubin coefficient [77].

"In the case of real events, one would refer to low-latency point
est%mates, or to preliminary parameter estimation results.

Spin magnitudes are usually assumed to be smaller for NS
components, given that the Kepler limit implies y < 0.7. How-
ever, in order to analyze the data without assumptions about the
source, one has to take into account that each component could
also be a BH, thus with spin up to y = 1. The specific limit
Imax = 0.90 is due to waveform validity constraints. This large
range of spin magnitudes is then employed for all the models,
even BNS approximants, in order to ensure a consistent prior
volume.
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FIG. 3. Top panel: model probabilities, computed as the average

number of samples over walkers in each model as a function of the
sampling step for the BNS_LAMO00 analysis (see Sec. IVA).
Bottom panel: for the same analysis, odds ratios with respect to
the injected model computed every 300 steps over the last 500
iterations. In both panels, the horizontal lines show the final values
obtained in the last 500 iterations and discussed in Sec. V.

In the case of RIMCMC analysis, quantities such as the
autocorrelation time and the convergence statistics would
need to be defined in a way that takes into account that each
chain (walker) jumps between models and dimensions.

Trace plots are usually the best indicator of convergence
for the parameter posteriors, and in the case of RIMCMC
one can look at whether the time spent in each model has
become stable. Figure 3 shows how the probabilities for
each model and the odds ratios evolve over the sampler
iterations, for the example of the BNS_LAMO600 injection
(see Sec. IVA for details).

However, it is nontrivial to establish a definitive con-
vergence criterion for RIMCMC samplers, and there are no
clear prescriptions in literature. We investigated a few
empirical criteria with which the sampler could automati-
cally estimate convergence (as outlined in Appendix C), but
we did not deem them sufficiently robust to be employed as
the default convergence checks. Therefore, in this initial
implementation, t - roo by default runs for a fixed number
of steps and, if needed, the analysis can be resumed and run
for more iterations, thanks to the implemented checkpoints.
In the future, we aim at developing more reliable and robust
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TABLE II. Posterior model probabilities and odds ratios recovered by t-roo compared to the corresponding odds ratios obtained

with dynesty, including their conservative uncertainty estimates.

Pmop odds ratios
t-roo t-roo dynesty

NSBH_LAM300 Pussn = 0.12 InOEH, =2.0 In O, = 2.1 £0.35
Puen = 0.88

NSBH_LAM600 Pxsgn = 0.92 InOBB, =24 In OB, = —-1.9+0.35
Posy = 0.083

NSBH_LAM 1000 DPussn = 0.97 In Oy = =34 In O3, = =3.6 £0.35
Posn = 0.033

BBH_NSBHMASSES Prsen = 0.24 In OFEH = —1.1 In OFEH = —1.8 +0.35
Pren = 0.76

BNS_LAM600 Pens = 0.32 In OB = 0.75 In OFER =2.04+0.34
Prsan = 0.68 In OB = _7.9 In OB — —6.8 + 0.34
P = 1.2 x 1074

BBH_BNSMASSES Pens = 0.019 In OBYS = —3.8 In OFYS = —9.3 +£0.34
Prsan = 0.083 In OB = —2 4 In ONSBH = —4.0 + 0.33
Pysn = 0.90

BNS_LAM600_MM

Praeno = 1.2 107
DPxas = 4.8 x 107
Psgop = 3.2 x 107
Peuenoyv2 = 0.32

In OFEND . — 10 In QYD — 11 4 0.32
In O%Rsy; = —8.8 In O3 = —11+0.32

In Oy, =-9.2 In OEOB. — _1140.32

In OPHENDVZ = 0.065 1 0}))(@?\[\532_7 22 +
XASV3 ‘ n Oxasvy™ = —0. 0.33
In OSEQBY3 — 0.20

In OSEQBY3 = 0.43 £0.32
In O, = —0.86 In Ofy = 0.40 £ 0.27

In OB = 4.5

In OB = —0.57
In OB = —oo

In OB, — 7.9 +0.44

In ONBH = —1.9 +0.38
In OB = —217 £ 0.37

pxasvz = 0.30
Pseosvs = 0.37
NSBH_LAMO600_LOWSNR Pasga = 0.70
P = 0.30
NSBH_LAM300_ET Pxssn = 0.99
Peey = 0.011
BNS_LAM600_ET Pens = 0.64
Prssn = 0.36
Pesn = 0.0

criteria that can be automatically implemented in the
sampler, and we may also investigate alternative stopping
criteria, more similar to standard MCMC analyses.

V. RESULTS: VALIDATION ON SIMULATED
DATA AND ANALYSIS OF REAL EVENTS

To assess the performance of t-roo, we compare the
results from the injection runs to an equivalent set of
analyses performed with BILBY and the dynesty sampler
[18], both for parameter posteriors and model selection.

Usually, the odds ratio between two hypotheses, or
models, ‘Hp and H, is computed as

B _ Zn, _ p(Hsp|d) _ p(d[Hg) p(Hp)
8= 2, = )~ pldlHy) pry)” Y

If we assume no prior knowledge about the model
preferences, this reduces to the Bayes factor B, i.e., to
the ratio of evidence Z3,,/Z3,,. As mentioned earlier, for
RIMCM samplers, the odds ratio is given by the percentage
of samples in a given model, i.e.,

ng Ny Np
OB = '8 Mot _ 15 (22)
Ny My ny

Table II lists the model probabilities and odds ratios,
computed using Eq. (22), found with t-roo and the
corresponding odds ratios from the dynesty runs, evalu-
ated with Eq. (21), for comparison. Model probabilities in
t - roo are computed by taking the total number of samples
over walkers in each model during the last 500 sampling
steps, and odds ratios are always shown with respect to the
injected model.

Overall, in most cases, we find good consistency
between odds ratios obtained with t -roo and dynesty.
dynesty provides an uncertainty estimate for the com-
puted evidence o(In Z), quantified from both statistical and
sampling error contributions [18]. In Table II, next to the
dynesty estimates of the odds ratio between two models
MOD; and MOD,, we report the uncenainty9

°This is a conservative estimate that effectively ignores
potential correlations between evidences on the two models.

083014-11



ANNA PUECHER et al.

PHYS. REV. D 114, 083014 (2026)

o(ln Oﬁggf) ~o(In Zyop, )+ o(ln Zyion, ) (23)

For the odds ratios recovered with RIMCMC samplers,
we cannot estimate uncertainty in the same way, since the
models’ probabilities derive as a consequence of the
sampler visiting more often the more favored models.'’

However, once the sampler is converged, we expect
a good agreement with the odds ratio recovered by
dynesty. Nevertheless, we do not expect to recover
the exact same value obtained with dynesty, given the
differences between the samplers and that also the evidence
recovered with nested samplers can fluctuate; see
Appendix D for a more extended discussion.

As an important validation, in all the tests, the model
preferred by t-roo and dynesty is the same. We find
larger differences in the recovered odds ratios in the cases
where we compare more than two models. This is likely
due to the fact that the evidence, as computed in dynesty
and shown in Eq. (A2), involves a marginalization over the
entire parameter space. In t - roo, the less favored models
are visited less often, and consequently also the parameter
space is less explored. To verify that, instead, this is not
caused by some issue within the sampler, we reanalyze the
injection BNS_LAMO00 with t-roo using for recovery
only the NSBH and BNS models. If the sampler works
properly, we expect to recover the same model probabil-
ities, and consequently odds ratio In OFE", as in the
analysis including also the BBH model, because, once
converged, a RIMCMC sampler should return the “correct”
model probabilities, independently of the number of
models investigated. With this new analysis, we obtain
DPrsen = 0.68 and pgys = 0.32, yielding In OFEH = 0.78,
which correspond to the values reported in Table II for the
analysis including also the BBH model (small differences
in the odds ratio value are due to fluctuations in the next
significant digits in the model probabilities). Therefore, we
confirm that the differences with the dynesty results are
not due to issues in the sampler, but to the fact that for the
least favored models the collected samples do not cover the
full parameter space. In order to recover the same eviden-
ces, and consequently odds ratio, one could run the analysis
for longer and potentially tweak the priors to ensure a
full exploration of all the parameter spaces. However,
this would undermine the computational advantage of
t-roo and would be in contrast to the wish of sampling
more preferred models more often, while avoiding unnec-
essary evaluations of the less favored ones.

o provide some uncertainty, one could compute the prob-
ability of each model as the mean number of samples in that
model over the walkers. This value would be characterized by the
statistical uncertainty ¢ = 1//N,,, with N,, being the number of
walkers considered. However, given the large number of walkers
employed (specifically, N,, = 500 in all the analyses presented
here), this uncertainty would still be negligible compared to the
dynesty one.

A. Injection-recoveries with NSBH and BBH models

Figure 4 shows the recovered posteriors for the intrinsic
parameters M., ¢, xi, x2, and A, for the NSBH_LAM600
analysis, comparing the posteriors obtained both
for t-roo and dynesty with the NSBH model
IMRPhenomNSBH and the BBH one IMRPhenomD.
The injected parameters are recovered correctly for the
NSBH approximant and slightly biased for the recovery
with the BBH one, as expected given that the former was
used to inject the signal. In particular, the separated peaks
of the M, and ¢ posteriors illustrate why we need specific
proposals in the between-model move, as explained in
Sec. IIIA2. The posteriors recovered by t-roo are
consistent with the ones obtained from Bilby using
dynesty for both models. The t-roo posterior for the
BBH model appears somewhat rugged, as a consequence of
the BBH model being disfavored and therefore rarely
visited by the walkers. In fact, this shows the advantage
of RIMCMC samplers and how they can reduce the
computational cost of these analyses when one of the
models is strongly preferred, as the sampler will then focus
automatically on the model with the higher preference.

The marginalized distribution for A, shows how t-roo
accurately recovers the right value in the NSBH model,
whereas in the BBH model A, is distributed across the
entire prior range thanks to the random walk proposal. In
the absence of tidal information, the BBH model would be
preferred and the sampler would spend more time there;
consequently, the large number of iterations of the random
walk would consistently yield a final posterior that just
recovers the prior on A,.

For the NSBH injections NSBH_LAM600 and
NSBH_LAM1000, t-roo correctly recovers
IMRPhenomNSBH as the favored model, while for

NSBH_LAM300, the sampler favors the BBH approximant
IMRPhenomD. This is expected, because the tidal infor-
mation recovered by the data in the latter case is not
sufficient to discriminate between the two scenarios, and
the sampler prefers the simpler model. Notably, this is
consistent with the evidence values recovered by dyn-
esty, which also indicate a preference for the BBH model
for this particular injection.

On the other hand, for NSBH_LAM6O00_LOWSNR, i.e., the
injection with A, = 600 but placed at a larger distance, we
still find that the NSBH model is favored, but only with
Prssn = 70% compared to pyspy = 92% for the injection at
d; =30 Mpc. Also these results are consistent with the
ones from dynesty.

The situation changes when we analyze the signal from
the same source but detected by ET: thanks to the larger
SNR (~519), also a smaller tidal deformability is enough to
clearly recover the tidal content, and therefore discriminate
between the two scenarios. For the NSBH_LAM300_ET
test, both t-roo and dynesty correctly identify
IMRPhenomNSBH as the preferred model.
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BBH t-roo
BBH dynesty
NSBH t-roo
NSBH dynesty

FIG. 4. Parameter posterior distributions recovered by t -roo for both the NSBH and BBH models for the NSBH_LAM600 injection,
compared to the posteriors obtained for the same analysis with dynesty and Bilby. For t - roo, we show only the samples of the last
1000 sampling steps to exclude samples where the sampler is still exploring the preferred model. The black lines indicate the injected

values.

Moreover, we note how, for such high-SNR signals, the
data are very informative and therefore t - roo manages to
converge very quickly, as shown in Fig. 5. This highlights
the potential of RIMCMC algorithms in these scenarios:
large SNRs usually make parameter estimation analyses
more computationally expensive, and in these cases run-
ning separate analyses with all the models could become
prohibitive. On the other hand, with t-roo, large SNRs
make it easier for the sampler to understand what the
favored model is, yielding a significant computational
advantage.

If, instead, we simulate a BBH signal with the same
parameters (i.e., the analysis BBH_NSBHMASSES in Table I),
we see from Table II that t-roo correctly recovers the
BBH model as the preferred one, with an odds ratio again
consistent with the dynesty one. Also in this case, the
inferred posteriors are in excellent agreement with the ones

from Bilby and the A, parameter for the NSBH model rails
against zero, indicating that no tidal information is recov-
ered in the data.

B. Injection-recoveries with BBH, NSBH,
and BNS models

In Fig. 6, we show the posteriors recovered for the BNS
injection BNS_LAM600. We used BBH, NSBH, and BNS
models for the recovery, as listed in Table I. We find again
very good agreement between the distributions inferred
with t-roo and dynesty. The injected values are
correctly recovered by the BNS and NSBH models, while
we find biases in the BBH ones, especially in chirp mass
and mass ratio, where the latter peaks at ¢ = 0.44 although
the injected signal corresponds to an equal-mass system.
This is expected given the lack of tidal content in the BBH
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FIG. 5. Model probabilities for the NSBH_LAM300 injection as
recovered by a LIGO-VIRGO and an ET network (labeled
“HLV” and “ET”, respectively), computed as the average number
of samples per walker accumulated in each model over the
RIMCMC sampling steps. The model probabilities do not start
exactly at 0.5 because of the temperature swaps in the preliminary
sampling.

model and the correlation between the tidal parameters and
mass ratio.

The t-roo posterior for the BBH model is rather
scattered, because it encompasses less than 0.1% of the
total number of samples, due to its low preference. We
highlight that this is the expected outcome of RIMCMC
samplers: the walkers will systematically explore mostly
the favored model(s), therefore yielding a good estimate of
their posteriors. Posteriors for the disfavored models could
be obtained by running the sampler for longer, until the
accumulated number of samples in the disfavored model is
enough to reconstruct the parameter posterior probability.
However, this undermines the purpose of RIMCMC, i.e.,
understanding which models are more likely and focusing
on them. The underlying idea is that a RIMCMC sampler
will provide us with an estimate of the preferred model and
the “preferred” posterior probabilities, i.e., the posteriors
conditional to the model deemed “correct”.

From the models’ probabilities in Table II, the favored
model is IMRPhenomNSBH, even though the injected
signal was simulated with the BNS approximant
IMRPhenomD NRTidalv2. This is again in agreement
with the odds ratios estimated by dynesty. Looking at the
marginalized posterior for A, in Fig. 6, we see that, for the
NSBH model, both t -roo and dynetsy recover a value
larger than the injected one, A, ;,; = 600, peaking roughly
at A, ~ 1800. At leading order, the tidal information enters
waveform approximants as the mass-weighted combination
A [78,79], which, in the case of the BNS_LAM600 injection,
is A = 600. When using the NSBH model for this specific

system, we would need a NS tidal deformability of
A, = 1200 to yield the injected value of A, since the tidal
deformability of the BH is set to zero. Therefore, the NSBH
model is trying to recover the tidal information, but
assuming it all belongs to just one object. This also explains
why the NSBH model is preferred: since the tidal content at
this point is basically equivalent in the BNS and NSBH
models, in the absence of other discriminant information,
the sampler prefers the simpler model. This means that in
principle we cannot distinguish signals from a BNS or
NSBH source just based on the leading-order tidal infor-
mation in different approximants, but this is not caused by
issues in the specific sampling methods used. Employing
more advanced models, such as NRTidalv3 [73], which
can distinguish the individual component’s tidal deform-
abilities, will help to solve this degeneracy.

Because of the large number of samples accumulated for
the NSBH model, its posterior for A; shows how the
sampler recovers the uniform prior for this pseudo-
parameter that, as explained in Sec. III, basically serves
as a storage variable.

As for Fig. 4, we see a noticeable difference in the
posterior peaks of M, and g between the BBH model and
the NSBH or BNS one. Considering that, as discussed
above, the NSBH and BNS models recover the same tidal
information, this difference arises likely from the lack of
tidal content in the BBH approximant, and supports the need
of a tidal-dependent proposal for these two parameters.

Finally, for the BBH_BNSMASSES injection, where we
analyze a signal coming from a source with the same
parameters, but being a BBH system instead of a BNS one,
t-roo correctly recovers IMRPhenomD as the preferred
model. In this case, the mass ratio is recovered correctly by
all models, since the injection is performed with a BBH
approximant (i.e., the data do not contain tidal informa-
tion), and both the NSBH and BNS models recover
correctly A; and/or A, being zero.

C. Injection comparing multiple models

Finally, we discuss the case in which we compare not
only one model per binary type in the recovery, but multiple
models describing the same source. For BNS_LAM600_MM,
we use IMRPhenomXAS NRTidalv3 to inject a signal
from an equal-mass BNS system with A; = A, = 600, and
analyze it with three BNS and three BBH approximants;
cf. Table L.

Figure 7 shows the posteriors recovered with the differ-
ent models. Although not shown here for simplicity, we
find in all cases a very good agreement with the posteriors
recovered by BILBY runs with dynesty. We only see
slight differences in the ¢ posteriors recovered by BNS
models. This is likely due to the interplay with the BBH
model, which systematically prefers more unequal-mass
systems and slows down the convergence for this
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FIG. 6. Parameter posterior distributions recovered by t -roo with BNS, NSBH, and BBH models for the BNS_LAM600 injection,
compared to the posteriors obtained for the same analysis with dynesty. For t-roo, we show only the samples of the last 1000
sampling steps, to avoid including samples of a phase when the sampler is still exploring the preferred model. The black solid lines
indicate the injected values, while the dashed line in the panel for the A, one-dimensional distribution denotes the A, value needed by

the NSBH model to yield the same A value as the injected one.

parameter: a more sophisticated proposal for the mass ratio,
potentially also including spin information, would help
mitigate this effect.

We see that all BBH approximants recover very similar
posteriors, and likewise all posteriors from BNS models are
essentially identical. However, there are noticeable
differences between BBH and BNS posteriors, especially
for M. and ¢, in analogy to the previous results. The BNS
models recover A; and A, correctly, while the BBH ones
tend to return the prior. t-roo correctly favors the BNS
models, and in particular SEOBNRv5 ROM NRTidalv3.
Moreover, although the odds ratios are slightly different,
the order of the model preference, even within the
same kind of source, is the same as dynesty. The only
difference is that t -roo slightly prefers IMRPhenomD

NRTidalv2 over IMRPhenomXAS NRTidalv3.
However, the difference with respect to the dynesty odds
ratio lies within the uncertainty of the latter.

We remark that the t - roo results are obtained with only
one run, in which we can compare an arbitrary number of
models for different kinds of sources. Even though a larger
set of models might require a larger number of iterations for
the sampler to reach convergence, this is still computa-
tionally and practically more convenient than running
separate analyses for each model, especially if some of
the models, like the BBH ones here, are quite strongly
disfavored.

We emphasize again that t-roo and RIMCMC sam-
plers focus on model selection, returning a good posterior
estimation only if a model is sufficiently favored. Basically,
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FIG. 7. Parameter posterior distributions recovered by t-roo with three different BNS and three different BBH models for the
BNS_LAM600_MM injection. To better show the comparison of the posteriors for the BBH models, in this case, we include in the corner
plot the last 1500 iterations. The black solid lines correspond to the injected values.

the sampler does not “waste” time exploring the posteriors
for models that it has inferred do not describe the data
sufficiently well, which yields a significant computational
gain.

D. Real events

We employ t-roo to analyze the real events
GW190425 and GW230529,"" for which the absence of
electromagnetic counterparts and of clear tidal signatures
did not enable a certain classification of the components as
NSs. We do not analyze GW190814 because, given the

""Data were downloaded from the Gravitational Wave Open
Science Center [80,81], with the estimated power spectral
densities provided in Refs. [82,83], respectively.

large mass ratio, higher-order-modes would need to be
included in all models used to analyze this signal.12

We analyze both events with IMRPhenomXAS for the
BBH case, IMRPhenomNSBH for the NSBH case, and
IMRPhenomXAS NRTidalv3 for the BNS one. The
recovered probabilities for each source are shown in
Table III. For GW 190425, t - roo prefers the BBH model,
with a probability pgpy = 0.66, consistent with the fact that
no significant tidal information was recovered for this
event. Among the NSBH and BNS models, the NSBH one
is preferred, again consistently with the fact that it has
fewer free parameters.

“Recently, an NSBH model including higher-order modes has
been developed in Ref. [84]. However, for this work, we employ
only publicly available models reviewed by the LVK collabora-
tion.
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TABLE IIl. t-roo recovered probabilities for models corre-
sponding to different source types for the real events GW 190425
and GW230529.

Event PsBH PnsBH Psns
GW190425 0.66 0.31 0.033
GW230529 0.38 0.55 0.067

For GW230529, t-roo finds that the NSBH model
IMRPhenomNSBH is the one that best describes the data,
with a probability pygn = 0.55.

E. Computational cost

One of the main advantages of RIMCMC algorithms for
Bayesian model selection is, especially when the data are
informative, the expected reduction in computational cost
with respect to performing separate analysis for each model
and then comparing the evidence.

A consistent comparison between the samplers’ effi-
ciency is beyond the scope of this paper because it would
require specific prescriptions to describe computational
costs that take into account not only the number of
accumulated samples and the likelihood evaluation time,
but also the parallelization inefficiency, the burn-in time,
and the effect of parallel tempering, as shown, for example,
in Ref. [19] for BILBY-MCMC."

To provide an indication of the computational gain, the
t -roo analysis for NSBH_LAMO00 performed the prelimi-
nary sampling stage and accumulated 10* RIMCMC
samples in 14 hours, while for dynesty the BBH run
took a bit more than 24 hours, accumulating 10159
samples, and the NSBH one took ~31 hours, accumulating
10889 samples. All these times refer to runs performed with
8 cores on the same machine. Even though eryn, and
consequently t-roo, is parallelized, the current imple-
mentation is suboptimal, as only the likelihood evaluations
are performed on different physical CPUs, while every
other operation is executed on one main device, leading to a
significant overhead cost. Consequently, eryn does not
scale properly when running on more than 8 cores.
dynesty, on the other hand, can run on many CPUs in
parallel, making it faster in practice.

We stress that, in order to fully exploit the potential of
t-roo, and especially to make it competitive with sam-
plers like dynesty that can run in parallel on many more
cores, the code parallelization has to be optimized.

VI. CONCLUSIONS AND FUTURE APPLICATIONS

We have developed t - roo, the first RIMCMC sampler to
analyze GW signals from CBCs with different state-of-the-art

BAs dynesty is a nested sampler, a different model for the
computational cost estimation would be needed.

waveform models, even with a different number of param-
eters, at the same time. Our implementation is focused toward
applying this method to source classification, i.e., comparing
models describing different types of binary systems such as
BNSs, BBHs, and NSBHs. We implement specific between-
and within-model proposals that handle the different tidal
content of the models. Moreover, we encompass the pos-
sibility of comparing multiple different models for each of
various source types at the same time.

We assessed the performance of t-roo in different
scenarios, analyzing simulated GW detections from differ-
ent sources (see Sec. V for details). In all the cases, the
inferred posterior distributions and odds ratios are in
agreement with the ones obtained from BILBY analyses
with the dynesty sampler.

For NSBH signals, t - roo correctly identifies the binary
type when the tidal information in the data is sufficient to
discriminate the two options, otherwise it prefers the
simpler BBH model. This means that signals from systems
with a lower tidal deformability require larger SNR to be
correctly identified, as expected. However, n NSBH system
with A, = 600 is correctly identified already at an SNR of
14. On the other hand, when injecting BNS signals, the
NSBH model is favored, due to the fact that it can mimic
the tidal content of the injection, while requiring one fewer
free parameter. However, in all cases, the models preferred
by t-roo are consistent with the dynesty results. We
also investigated BBH signals from sources where masses
are within the BNS or NSBH range, finding that the BBH
model is correctly preferred in both cases. Finally, we
analyzed a BNS injection with three BNS and three BBH
models, finding again that the inferred odds ratios and
posteriors agree with the ones recovered by dynesty.

We emphasize that the main advantage of an RIMCMC
approach is that it only requires one run to provide model
probabilities and posteriors for the models sufficiently
favored, while otherwise one run for each model is needed.
It can significantly reduce the computational cost of the
analysis, because, the less favored a model is, the less time
the sampler will spend in that model. However, as
explained in Sec. VE, t-roo specifically needs to be
better parallelized in order to fully exploit its computa-
tional-gain potential and to provide performances competi-
tive with other commonly used samplers.

This reduction of the computational cost becomes more
pronounced when the data is particular informative, and
when we are comparing many models. The advantage of
performing only one run is not only computational, but also
practical, since it reduces the human overhead, the setup
time, and the potential risk of mistakes or mismatches in
settings between runs.

Further developments require, first of all, an improve-
ment of the code parallelization, together with investigating
robust convergence criteria and potential methods to
estimate uncertainties. Moreover, future work will not just
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focus on the improvements mentioned throughout the
work, but also on the application to different case studies.
Given the flexibility of the framework, different use-cases
simply require the design of specific proposals, in order to
make the RIMCMC jumps efficient. For example, it will be
interesting to compare models with precession and eccen-
tricity, or models with or without deviations from GR
described by extra parameters.

The potential computational gain of this approach is
going to be particularly important with the observation of
long and loud signals. While the analysis of high-SNR
signals is usually more computationally expensive, for
RIMCMC samplers it becomes easier to distinguish the
information, and consequently it requires fewer iterations to
converge. Therefore, t-roo is a very powerful starting
tool for a large number of applications in GW data analysis
not only for current detectors, but also for future ones such
as the third-generation ground-based detectors Einstein
Telescope and Cosmic Explorer, and the space-based LISA.
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APPENDIX A: REVERSIBLE JUMP MCMC
THEORY
1. Bayesian model selection

According to Bayes’ theorem, we can infer the para-
meters @ of an observed system from the observed data d as

p(d|6,H)p(6|H)

r(@ pdrH)

d.H) =

(A1)

where p(é d,H) is the posterior probability of the param-

eters 0 given the data d and a model or hypothesis H to

describe the data, p(d|6, H) is the likelihood, and p(6|H) is
the prior probability of the parameters under the
assumption of the model or hypothesis H, i.e., the prior
describes our knowledge about the parameters before the
observation.

The term at the denominator is called evidence and
corresponds to the marginalized likelihood

plar) = [ diplandp@n). (o
When interested in the parameters posterior probabilities

p(§ d,H), the evidence serves just as a normalization
factor. However, it plays a crucial role when the goal is
model selection instead.

Let us suppose that we have two models H, and H;, and
we want to know which one provides a better description of
some observed data d. Using Bayes’ theorem, the proba-
bility of each model given the data is

_ p(Ha)p(d|Hs)
pld)

and similarly for Hg. To compare the models’ probabilities,
one usually refers to the odds ratio

o P(Hld) _ p(Hy) pldHy) p(d)
T p(Hd)  p(H,) pld]H,) Ad)°

B B
A B

p(Hald) (A3)

O

(A4)

where the ratio of the models’ prior probabilities 75 is
usually set to 1, meaning that we do not have a priori
preference between them. Therefore, usually the odds ratio
reduces to the Bayes factor 3%, defined as the ratio between
the evidences obtained with the different models, computed
as in Eq. (A2).

An alternative approach consists in sampling directly
over the model, i.e., the target of the Bayesian inference
becomes the joint posterior probability

p(d|k,6,)p(k,6,)
Svex | p(K.00)p(dK ., 0)d0)

with k being the model’s label for a finite set K of
models, 51{ the parameters of the specific model k, and

p(k, ék) = p(k) p(ék|k) the prior for each model and its
parameters. This joint posterior probabilities can always be
factorized in

PO, k|d) =

(A5)

p(k.6¢|d) = p(k|d)p (6,

k,d), (A6)
hence providing the model’s probability given the data and
the parameters probability for a given model, given the data
and a specific choice of model.
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Reversible Jump MCMC algorithms sample directly the
joint posterior p(0;, k|d). The key idea is that, the more
(Iess) favored a model is, the more (less) time the sampler
will spend in it, and consequently the more (less) samples it
will accumulate for that model.

Therefore, at the end of a RIMCMC algorithm, the odds
ratio between two models H, and H; will be given by

ng

0 =—, A7
p= (A7)
with n, and n, being the number of samples in model H,
and Hj, respectively.

2. MCMC review

Markov chains are stochastic processes that define a
sequence of states of a system, in which each state depends
on the previous one, and only on that. A Markov chain is
characterized by a transition kernel 7°, which describes the
transition probability from one state to the other—i.e.,
7T (x,y) denotes the conditional probability of the next state
in the chain to be y given that the present state is x—and a
limiting distribution 7z, to which the states probabilities
stabilize after an infinite time, or an infinite number of
steps. The limiting distribution of a Markov chain is
stationary; i.e., it does not change over time, or z#7 = 7.

If a Markov chain is irreducible, i.e., each state can be
reached from any other state in a finite, however large,
number of steps, and aperiodic, i.e., we can return to the
same state in an unknown number of steps, and not with a
fixed periodicity; it will have a unique limiting distribution
(see Meyn and Tweedie [85] for proof and explanation).14

A Markov chain is said to be (time) reversible if the
transition kernel satisfies the so-called detailed balance
condition:

z(x)T (x,y) = z(y)7T (y,x),

which basically means that the probability of being in a
state x and going to a state y, proposed with the transition
kernel 7 (x, y), must be the same as being in a state y and
going back to the state x. Any Markov chain with a
transition kernel 7 that satisfies Eq. (A8) will have a
stationary distribution 7. This can be shown by reading the
stationary distribution condition simply as “if we are in a
state x described by the limiting distribution 7, and we go to
anew state y through the transition kernel 7 (x, y), also the
new state y will be described by the limiting distribution z.”

The probability of being at a state y can then be
computed as the probability of being in x and going to
v, for all possible states x, i.e.,

(A8)

YIf the space of states is continuous, also the so-called
“positive recurrance” property is needed, meaning that, starting
from any state, we can always go back in a finite number of steps.

p(y) = / dxn(x)T (x.y) = / dxn(y)T(y.)

() / dxT (y.%) = x(y). (A9)

where, in the last step, we used the fact that the transition
kernel is normalized [ 7 (y,x)dx = 1. Therefore, the
detailed balance condition ensures that the probability of
the new state y is also described by the limiting distribution 7.

In MCMC samplers, the goal is to build Markov chains
whose stationary distribution corresponds to the distribu-
tion we want to reconstruct. In Bayesian inference, the
desired stationary distribution is the posterior.

There exist different MCMC algorithms; in the following,
we will discuss the Metropolis-Hastings one [53,86], which
can be then easily generalized to the reversible jump case.

3. Metropolis-Hastings algorithm

The Metropolis-Hastings algorithm for MCMC sampling
can be summarized as follows. Suppose we are in a state x; in
the Markov Chain, to move to the next state x;, | one needs to
(1) Propose the new state x;,, generating it from the
proposal distribution ¢(x;|x;), which describes the
probability of x;,, given x; (and only x; since
Markov chains depend only on the previous point).

(2) Decide whether to accept the new state or not, based
on the acceptance probability a. To decide whether
the proposed point is accepted, a random value r
between [0, 1] is drawn: if @ > r, the proposed x;
is accepted and saved as the next state in the chain,
otherwise it is rejected and x; is saved again as the
chain state.

The acceptance ratio is computed as

— min 7(0;11)q(01110;)
“ {1’ 7(0:)q(010;11) }

(A10)

The expression for the acceptance probability is not unique,
but Ref. [87] showed how this form optimizes efficiency.
The acceptance probability in Eq. (A10) was derived by
Hastings in Ref. [14] in the following way: assume that the
chain is in a state x and wants to go to a state y in the same
space. Based on the Metropolis-Hastings algorithm, the
transition kernel can be written as 7 (x,y) = g(y|x)a(x, y),
where we explicitly wrote the two probabilities of propos-
ing a new point, g(x|y), and accepting it, a(x,y). The
detailed balance condition [Eq. (A8)] now reads

z(x)q(ylx)alx, y) = 2(y)g(xly)a(y. x).  (All)

Hastings proposed to write the acceptance probability as
s(x.y)

z(x)q(ylx)
L+ 26040)

alx,y) = ; (A12)
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with the only condition that s must be symmetric, i.e.,
s(x,y) = s(y,x). With this expression for the acceptance
ratio, Eq. (A11) can be rewritten as

s(x,y) s(y,x)
7(x)q(y}x) n(y)q(x\y>+ny<x>q<y\x> =a(y)a(x[y) n(x)q(y|x>y+n(y>q(x\y>
7(y)q(x[y) 7(x)q(ylx)
(A13)
z(x)q(y|x)s(x, y)z(y)q(x|y)
z(y)q(xly) + z(x)q(y|x)
_ 70)q(xly)s(y. 0)a(x)g(vlx) (A14)

z(x)q(y|x) + 7 (y)q(x]y)

Therefore, provided that s(x, y) is symmetric, this form of
the acceptance probability ensures that detailed balance is
satisfied.

An easy choice for s(x,y) is

z(x)qylx) e 2(y)g(xly)
R orcn iR -oron RS
$(xy) = 2(aly) e 7()a(xly) (AL3)
T+ 2@aot 1T toa0m <!
Therefore, the acceptance ratio becomes
e 7()a(xly)
! it gt 2 1
= z(y)q(xly Al
ABI) = Y gy (A1O)
2)g(l) m(x)q(y[x) ’
1 +ﬂ(>‘)q<x )
or
a(x,y) = min {1,M}. (A17)
m(x)q(ylx)

This expression can be further simplified if the chosen
proposal function is symmetric, i.e., if ¢(x|y) = ¢(y|x). In
this case, the acceptance probability simply becomes

a(x,y) = min{l,”@)}.

6 (A18)

4. Generalizing Metropolis-Hastings

To facilitate the extension to the transdimensional case,
we first consider the Metropolis-Hastings MCMC in a more
general way. We now consider two states x and x/,
belonging to the sets A and A’, respectively, which for
now we assume are subsets (more precisely Borel sets) of a
larger parameter space, e.g., A,A’ C R".

We impose detailed balance as the condition that the
probability of a chain to be in a state in set A and going to a
state in the set A’ must be the same as being in a state in A’
and going to a state in the set A. This can be written as

A () P(x, A')dx — / A()P( A, (AL9)

The transition kernel is now P(x, A") (and similarly P(x’, A)),
which describes the probability of being in a state x and
ending up in the set A’. This can happen in two ways:
(1) The chain is a state x €A, it proposes a move to
x' €A’, and the move is accepted.
(2) The chain is in a state x € A’, it proposes a move
anywhere, but the move is not accepted, and there-
fore, the chain remains in the set A’.
This can be written as

P(x,A’)://q(x’|x)a(x,x’)dx’
casel
+ [/ q(x’|x)[1—a(x,x’)]dx’] Airean (A20)

case2

where [1 — a(x, x’)] denotes the probability of not accepting
the move to x’, and 1 {rea’) 1s the indicator function, i.e.,

if xeA

A21
ifxgA. (a21)

1
Iiiean = 0

Explicitly writing these two contributions in the detailed
balance Eq. (A19), we obtain

A dx n(x) [A/ q(x'|x)a(x, x")dx' + r(x) - I{xeA/}]
- / ¥ () [ /A (), x)dx + () -I{X/GA}},

(A22)
where we defined
r(x) = / d [l —alx.X)d  (A23)
and
r) = / dl)[1 = (¥, x)]dx.  (A24)
Using
A dx-Iyen = A | dn (A25)

the equation above becomes
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A / dxd¥' z(x)q(¥|x)a(x, ') + /A e

- A | A dx' dx () (x| (' x) + /A | A,

(A26)
The second terms on the right- and left-hand side are the
same; therefore, it reduces to

// dxdx' m(x)q(x'|x)a(x, x")
/,/dx'dxﬂ

which is called the integrated detailed balance condition.
One can show that if Eq. (A27) holds for all subsets
A,A’ CR", then the “regular” detailed balance [e.g.,
Eq. (A8)] also holds.

g(x|xNa(x',x), (A27)

5. The transdimensional case

So far we have assumed that the Markov chains always
move between spaces with the same dimensionality.
However, especially in the case where we want to compare
different models, the states involved might belong to spaces
with different dimensions. A “solution” to this issue,
proposed by Green in Ref. [42], consists in introducing
so-called auxiliary variables to ensure that, in the end, we
always move between spaces with the same dimensionality.

Suppose we want to move between a set with dimension
n; and another one with dimensions ny, i.e., A C R" and
A’ C R"™ . When the chain is in a state x € A, we generate a
random variable # with dimension r from a distribution
g(i), and, similarly, a random variable #’ with dimension 7’
from a distribution ¢ (i) for the chain that is at the state x’
in A’. We define a mapping n between the states and
auxiliary variables of the two sets, such that

()C/, ﬁ/) ( / _’/)

where h~! is the inverse function of A.

To ensure that the detailed balance is respected, the only
condition upon the deterministic mapping / is to be a diffeo-
morphism, which in turn requires dimension-matching, i.e.,

= h(x.@) (i) =h (A28)

n+r=ny+r. (A29)

Now let us look at the detailed balance condition in
Eq. (A27). When working with auxiliary variables, the
probability of proposing a new state reduces to the
probability of drawing the specific random variable
involved in the proposal, since the jump is then dictated
by the deterministic transformation [Eq. (A28)]. If the
chain is in the current state x, the new point x’ is proposed
through the function A(x, ). Since h is a deterministic
mapping, it in turn depends on the drawn value for the

random auxiliary variable #, thus the probability of
proposing the new point x” corresponds to the probability
of drawing a specific value #, i.e., it is given by g(i).
Therefore, when working with maps between spaces,
Eq. (A27) can be rewritten as

/ / 2(x)g(i8)a(x, ') dxdi
/,/ a(x', x)dx'di

where we remind the reader that z(x) is the probability of
being in state x, g(i) is the probability of drawing the
random variable #, and a(x, x) represents the probability to
accept the jump from state x to state x’, and similarly for the
right-hand side of the equation.

Since we demand that the mapping 4 is a diffeomor-
phism, 4 and its inverse h~! are both differentiable, we can
perform a change of variables in the right-hand side integral

in Eq. (A30) as dx'di’ = Oh(x,ii)

3, )dxdu obtaining
| [ agta

AN

where the term |

(A30)

a(x, x')dxdu

Oh(x, i)
o(x, i)

| is the Jacobian arising from the
This

u)a(x', )‘ dxdi,

(A31)

0hxu

change of varlables between (x,u) and (x',u').
implies

oh(x, i)
a(x, i)

(x)g(i)a(x, x') = ﬂ(X’)g/(ﬁ’)a(xCX)’ . (A32)

and, repeating the derivation in Sec. A 3, we find that the
acceptance probability now reads

n(x')g (@)
7(x)g(u)

oh(x, i)
o(x, )

a(x,x') = min {

}. (A33)

6. Reversible jump MCMC

As discussed earlier, when using RIMCMC algorithms
in Bayesian inference to compare models or hypotheses,
the goal is to sample the joint posterior probability

p(6. k|d) of the parameters and the model describing
the data. Therefore, the chains move between states given
by x = (ék k), with k being the label denoting the model
and ék the parameter vector for that specific model. At each

step the sampler has to perform two kinds of moves:
(1) Within-model move: within a fixed model k, update

the model’s parameters ék with a standard MCMC
procedure (e.g., the Metropolis Hastings algorithm
described above).
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(2) Between-models move: propose a jump to a different

model, thus updating k and 6, simultaneously.

For the within-model moves, a “standard” Metropolis-
Hastings algorithm can be employed. In this move, we want
to go from a state x = (6. k) to a state (6. k). Since the
model k is fixed, we can drop its identifying label in the
states. Writing explicitly the stationary distribution z that

we want to reconstruct as the joint posterior p(ék, k|d), we
find that the acceptance ratio in Eq. (A10) becomes

(6. 6, min w
0= { b6 |d>q<é’;|ék>}
(
(

- { L(d|6i. k) p(Eilk)g @@b} (A34)
'z d|9kvk)p(9k|k)CI(‘9k|9k)
a(x,x’):min{l,

L(d|G, K ) p(K 6,

g ) (i)
L(d|6y. k) p(k.6;) 90

) 9(i)

Oh(6;. i)
(9/(’14)

where the evidence cancels out. We also used the fact that
the state prior can be written as p(k,6) = p(k)p(6i|k);
however, this time the term describing the model prior does
not cancel out since different models can have different
prior probabilities.

APPENDIX B: RIMCMC DETAILS FOR T-ROO

1. Full proposal derivation and inverse moves

In the following, we show how the move proposals in
Eqgs. (15)—(17) in Sec. III are derived, and how we obtain
the proposals for the inverse move.

Let us start from the proposal for the tidal parameters and
look at the case BNS — BBH as an example. As discussed
in the main text, we update the tidal parameter through a
stretch move according to Eq. (16). If now we want to go
back to the BNS case, we write the proposal for the new A
in the BNS model as

A/1 BNS Al,j + MI(AI,BBH - Al.j)' <B1)
For the transformation to be reversible, we want that this
proposal allows us to go back to the “original” point in the
BNS model, i.e., to the Ay s from which we proposed the
move to A ggy in Eq. (15). Substituting the A; g5y proposal
in Eq. (16) into Eq. (B1) leads to

ANps = Aij+ui (A +wi(Agpas — A1) —Ayj) (B2)
=Ny j—uwi Ay + uywi A pys (B3)
= (1= uyw)Ayj + uywi Ay pys- (B4)

. {1 L(d|G &) p(K)p (@ |K) g (i)
’ )

} =min

where in the second step we applied Bayes’ theorem [see
Eq. (A5)], and L denotes the likelihood term. For the
prior, we used the fact that the joint model-parameters prior

can be factorized in p(k, ék) = p(k)p(§k|k), and the p(k)
terms cancel out because the chain is moving within the same
model. Since the evidence is a normalization constant in the
posterior probabilities, it is the same across all states; there-
fore, it cancels out in the acceptance probability, and we need
to compute only the likelihood and the prior of each state.

In the between-model move, instead, the acceptance ratio
derived for the general and transdimensional case in
Eq. (A33) must be used. This time, the chain is in a state
x = (6. k) and wants to move to x' = (6. k). Again
writing explicitly the stationary distribution as the joint
d), we find

posterior p (ék, k

0h(8;. i)
3(6. D)

}, (A35)

L(d|G,. k) p(k) p(6, k) 9(i)

[

This shows that the condition for this move to be
reversible is

(BS)

uyw; = 1.

Similarly, one can show that the reversibility condition for
the A, proposal reads

Urwyr = 1 (B6)
Therefore, the move between auxiliary variables is
1
BNS — BBH: u; = — u, =— and
Wi %)
1
BBH — BNS: w; = — Wy = —. (B7)
uy up

In the case of moves between an NSBH and a BBH model,
both A ggy and A gy are pseudo-parameters. Hence, we
do not propose a stretch move in this case and instead just
keep the same values when jumping to the other model.
This also implies that the auxiliary variables u;, v; are not
needed in this proposall.15

For the chirp mass and mass ratio proposals, the idea,
outlined in Sec. III A, is to move along a line with slope
determined by the likelihood center-of-mass samples in the
preliminary sampling, translating this line in the M, — A or
g — A space to make it pass through the current sample

“We remind the reader that we have auxiliary variables
(uy,up), (v1,v;), and (wy,w,) in the BBH, NSBH, and BNS
spaces, respectively.
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point. Following the slope definition in Eq. (13), the line
equation, in the BBH — BNS case, reads

(MC,BBH - MC,BNS) = SM, momns) (]\BBH - ;\BNS)v (BS)
where the bar on A denotes that A is computed assuming,
for the pseudo-parameters, the physical values

/_\I,BBH = Ao gy = Ay nsgn = 0, which  therefore imply

Aggy = 0. Therefore, the chirp-mass proposal in Eq. (16)
becomes

MC,BBH = MC,BNS + S M., (BBH.BNS) (;\BBH - [\BNS)

= M pxs — S M, (sBr.BNs) NpNs (B9)
and similarly we can derive the proposal for the mass ratio.

Since the mapping in RIMCMC must be invertible, the
proposals for the moves in the opposite direction, i.e.,
BBH — BNS, can be found by simply inverting this mapping.

In the specific case of the chirp mass proposal when
going from the BBH to the BNS model, we have to use
|

/

eans = Mo ppn + SML,(BBH,BNS)[\{SNS’ (B10)

where the prime denotes the new point proposed in the
BNS space. For the transformation to be reversible, we
need to ensure that we can go back to the starting point in
the BNS space, i.e., that we can have M. 5 = M. pys.
Plugging Eq. (B10) into Eq. (B10),

l _ A A
eans = Megns — S0, (eerens) Nens S, (sarsns) Abns

= M. pns — S M..(BBH,BNS) (;\BNS - ;\;SNS)' (B11)

This shows that the transformation is reversible when
Agns = Alys, which in turn is ensured by the conditions
uyw; = 1 and u,w, = 1 derived above.

In the same way, one can derive the full proposals for the
moves between BBH — NSBH and NSBH — BNS [see
Egs. (15) and (17), respectively], and their inverse. For
completeness, we list the inverse mappings here:

éBBH,iJrl = éNSBH,i
Al,BBH,i+1 :Al,NSBHJ
Ao ppnit :Az,j,i + 0 (AZ,NSBHJ _Az,j,i)
NSBHtoBBH = (B12)
MC,BBH,H—I :MC.NSBH.i — 8§ M, (NSBH,BBH) 'ANSBHJ
9BBH,i+1 = 4BBH.i ~ Sq(NSBH,BBH) '[\NSBH.i
uy=1/vy
éBNS,i+1 = éBBH,i
Appasit = A ji+ ur (A g — M)
Aopns,ivt = Do ji+ un (A gei — Mo ji)
BBH to BNS M gnsivt = Megeni + SM(,(BBH,BNS);\BNS,I'+1 (B13)
Gpns,i+1 = Gppu,i + sq(BBH,BNS)[\BNS.i+1
wy = 1/u,
wy, = 1/u,
éNSBH,i+1 = (:jBNS,i
A nserier = Apji Wi (A pasi — Adji)
AZ,NSBH.iH = Az,j,i + w2(Al.BNS,i - Az,j,i)
BNS to NSBH Mc,NSBH,i+l = MC.BNS,i + SM‘.(BNS,NSBH) (/:\NSBHJH - [\BNS,i) . (B14)

v = l/Wl

Uy = 1/W2

Gons.it1 = nsu,i T Sq(BNs.NSBH)(ANSBH.i+l — Agxs.i)
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2. Jacobians

As discussed in Sec. A 5, it is essential to include the Jacobian in the acceptance ratio computation for the between-model
move. In the following, we compute the Jacobian specifically for the move BNS — BBH, i.e., for the mapping in Eq. (16).
The Jacobians for all the other transformations can be computed with the same procedure. R

The Jacobian for the transformation between the BNS and BBH space, i.e., from (g, Ajpnss Aopnss

-

MC,BNS? denss W1 WZ) to (®BBH’ Al,BBH’ Ag gpis MC,BBH’ 4Beus U1, ”2), is given by

Bpos Ou Bomy Opy Buny Opy Opsy
00y OA | pxs OA s OM s s ow; owy
OA 1 pau OA 1 gsu OA 1 gsu OA 1 5sn OA | 5pn OA | pau OA 1 gan
00;xs OA pxs [ZZISTNN OM xs s ow, owy
aA}.BBH 9A2 gen 92 gen A gpn A OA2 gan 92 gan
00\ OA | pxs OA s OM s Oqpxs ow, owy
oM, oM, oM oM oM oM, oM,
J — Lennn c.BBH c.BBH c.BBH c.BBH c.BBH c.BBH B15
BNS,BBH d@BNS OA| pxs aAZ,RNS aM(LB\'S Oqpxs ow; ow, ( )
agBBH 94 ey e 9 e 9 e 9 94 pn
d@BNS OA| pxs aAZ,RNS oM ¢,BNS Oqpns ow; ow,
du,y du, du,y du,y du, ouy ouy
déBNS OA | pxs OA s OM s s ow; owy
Jdu, Ju, Ju, duy duy ouy Juy
(X:)Ws OA pxs O s OM . pxs s ow, owy
Looking at the mapping in Eq. (16) and computing all the derivatives, we find
1 0 0 0 0 0 0
0 w1 0 0 O (AI,BNS - Al,j) O
0 0 %) 0 0 0 (AZ,BNS - A2])
_ 0/~\BNS _ aABNS
J] . 0 SM(,‘A[BBH,BNS) 0/\].BNS SM(,',(BBH,BNS) aAleNS O 0 O
BNS,BBH —
_ O O
0 q(sBrBNS) | OA| gNs 9 (sBrBNS) | O\ Ns 1 0 0
0 0 0 0 0 -1 0
Wi
0 0 0 0 0 0 -1
w3
1 0 O 0
01 0 1
= W Wy _ 1 = . B16
O O W% wiwy ( )
00 0 -4
w2
[
When we compute the acceptance ratio for this move, usu(U1, Up) J _Vwiwy I | (B17)
: : : : BNS,BBH — = L.
i.e., Eq. (18), we need to include this Jacobian and the Gans (W1, ws) 1

probability of drawing the auxiliary variables, which are
given by ¢(z) =1/./z (see Sec. IIl). For the auxiliary
variables in the BNS, we have gg(w;) = 1/,/w; and
Jens(W2) = 1/,/w;. In the BBH space, instead, gypy (1)) =
1/\/uy = \/wy and gypy(uy) = 1/\/uy = /w,, where we
have used the reversibility condition u;w; =1 and
u,w, = 1. Together with the Jacobian, the factor in the
acceptance probability becomes

oo 12

Similarly one can compute the Jacobian for all the other
moves, finding in all cases

g )
g(x)

Do =1, (B13)

as shown in Eq. (19).
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3. Symmetry conditions for stretch moves

The stretch move employed in t-roo proposals is
described in Sec. II A. The acceptance ratio for the stretch
move shown in Eq. (5) includes a term to preserve the
symmetry condition in the proposal. Note that this is
different from the detailed balance condition, which
includes in its definition the acceptance ratio itself. Here,
we are interested in enforcing that the kernel to propose a
new point given the current one is symmetric. This
simplifies the calculation of the acceptance probability in
the algorithm, but is not a necessary condition such as the
detailed balance one, which is instead needed to ensure that
the limiting distribution of the chain is stationary.

Assume the chain is in X; and we use a stretch move to
propose a new point Y with

Y:Xj+Z(Xk—Xj), (B19)
where X is the current position of another chain chosen
randomly and z is a random variable drawn from a
distribution g(z). Then, from Y, we propose a new point
Y’ with
To ensure that the proposal is symmetric, i.e., that the
probability of going in one direction or the other is the

same, we first then need to check whether it is possible that
Y’ = X,. Combining Egs. (B19) and (B20),

= X; + 72X, — z7'X;. (B23)

Therefore, in order to have Y’ = X;, we need zz’' = 1.
To find the general symmetry condition for the proposal,
we now consider the probability of proposing one point
from another one, integrated over all the possible starting
points. For the proposals in Egs. (B19) and (B20),

/P(Y|Xk)dY— /g(z)dz, (B24)

/ P(Y'|Y)dY' = / 9(2)dz. (B25)

since the probability of a specific point being proposed with
a stretch move corresponds to the probability of a certain
value for z being chosen.

Stretch moves can be pictured as moving on a sphere
with the radius given by the distance to the position of the
other randomly selected chain X ;, and centered in the origin
X;. Switching to radial coordinates, in a n-dimensional
space,

dY =dQ,_;/.dr/,r""  withradius r = z|X; — X;|"

(B26)

dY' =dQ,_,/.dr'/,r"! withradius /' = Z'|Y — X |".

(B27)

Changing  variables ~with dr = |X; — X;|dz  and
dr' = |Y — X;|d7/, from Eqgs. (B25), we find
9(z)dz
P(YIX,) = o (B28)
dQn_le|Xk—Xj|Z ‘Xk—XJ|
and
/ d /!
P(Y'|Y) = glz)dz (B29)

CdQ,dZ|Y = XY - X

In a symmetric proposal, we want to go back to the
starting point, i.e., P(Y|X;) = P(Y'|Y). Therefore, we can
find the symmetry condition as

- IIJ’E?I(;)) (B30)
N gg((zZ)) zzll| gk :f{j'ﬁ (B31)
- g(gl(j)z) C) . m (B32)
- Q?I(j)z) & (B33)

where in the third line we imposed Y’ = X, i.e., 7 = 1/z,
and in the end we used |V —X;|"=z"X;—X|",
from Eq. (B19).

Therefore, the most general condition in n dimensions is

g(Z) 2-n __
a1/~

If we consider the one-dimensional case, n = 1 and

(B34)

9(z)z = g(1/z). (B35)

Adding the generic symmetric factor to the acceptance
probability in Eq. (A10) allows us to cancel out the specific
proposal distributions, i.e.,

a:min{] 7(041)q(0,1116;) 9(z) 2 g(1/z) z"‘z}
" 7(0;)q(0:10:11) 9(1/2) 9(2)

(B36)
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in {1, #(0i11) MZ"—Z}. (B37)

n(6;)  9(2)

With the specific random variable distribution ¢(z) in

g(l/Z) n-2 _ 1 1 Zn—Z — Zn—l

a2 T JiEUVE ’

and therefore, we recover the expression for the acceptance
ratio in Eq. (A10).

(B38)

4. Priors on pseudo-parameters

As explained in Sec. III, in t -roo, we add the pseudo-
parameters Ay ppy, Agppy, and Ay \gy to store the infor-
mation about tidal parameters in models that would not
include such parameters. In this section, we show that the
prior on these pseudo-parameters has to (crucially) be
included in the acceptance ratio in order to preserve
detailed balance.

For simplicity, let us look at the case where we attempt a
move between a BBH and NSBH model, with the proposal
in Eq. (15). The move happens between the spaces

(Osys At ppus Aoppns p) for the BBH model and

-

(Onsis At nssus v2) for the NSBH one, with u, and v,
being the auxiliary variables. In the detailed balance
condition in Eq. (A32),

r(x)g(@)alx, ') = x(x')g (i@')a(x', x)

+ POSypug(ut)

POosxsend (V) IBBH—sNSBH

in this specific case, the state x corresponds to (k = BBH,
5k = éBBH), while the state x’ corresponds to (k = NSBH,
5k = §NSBH). The stationary distribution 7 corresponds
to the posterior probability densities z(x) = p(k = BBH,
#(x) = p(k = NSBH.
ENSBH]d) = DOSysan (éNSBH), and the deterministic mapping
(éBBHﬁ) = h(aNSBHa 17) and (aNSBHv 5) = h_l(éBBHv ﬁ) are
given by Eqgs. (14) and (15), respectively. In the following,
we explicitly write the model label as pos,, instead of

_éBBH |d) ‘= POSppy (_éBBH) and

including it in the state as in z(k, ék) Therefore,

- . ;o
posBBHg(u)aBBHﬁNSBH = POSxspnY (v)aNSBH—mBHJ]BBH—WSBHv

(B40)

where Jypn_nssn denotes the Jacobian relative to the
mapping between the NSBH and BBH space, and for
now we dropped the parameters’ dependence in the
posterior for simplicity.

Following the derivation of the expression for the
acceptance ratio discussed in Sec. A 3, we can define

SBBH—NSBH

(B41)

QBBH—NSBH —

1 4 POSppg(1)

Possend (V) Jppiiossi

and similarly for ogp_psu- As before, the only constraint is
that s is symmetric, i.e., Sppy_nspy = SnspH_ppH- HENCE, WE
can define

f p()SNSBHg/(D)‘J}BBHHNSBH > 1
p()SBBHg(u) -

K = B42
BBH-NSBH 1+ POSxsend (V) Jppisen if POSwsend (V) Jppinsen <1 ( )
POSpeng(u) POSyang(u) ’
which results in
1 if pO‘YNSlByHag;<1;)g‘J<lB;l>-l—>NSBH > 1
BBH
OBBH—NSBH — (B43)

POSxspnd (V) Jppnnsen
POosgsng(u)
write the acceptance probability as

Focusing on the case

/
__ DPOSnsgnY (U>J]BBH—>NSBH

POSxspnd (V) Ippronsen
POosyang(u)

_ Lyspy (GNSB}-D Al,NSBH)pNSBH<0NSBH7 Al,NSBH)g/(U)J]BBHANSBH

if POSxsend (0) Ippnnspr < 1.
POSpeng(u)

< 1, since in the other one simply Qgppy_ = 1, we can use Bayes’ theorem to
BBH—NSBH

QBBH—NSBH — =

pOSBBHg(”)

‘C’BBH(QBBH’ AI,BBH7 AZ,BBH)pBBH(gBBH’ AI.BBHv AZ,BBH)g(u)

, (B44)

where £ denotes the likelihood and p the prior. Factorizing the prior, we obtain
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-

-

Lyspn (HNSBH s AI,NSBH)pNSBH (eNSBH)PNSBH (AI,NSBH).d ( U)‘J]BBH—WSBH

QBRH—NSBH ——

- -

_ Lyss (QNSBH)pNSBH (QNSBH>pNSBH (Al ,NSBH )91 ( ”)\DBBH—WSBH

s (B45)

EBBH (éBBH > Al .BBH A2,BBH)pBBH (eBBH ) PBBH (A 1 .BBH)pBBH (AZ,BBH)g(u)

=

Lyp (§BBH)pBBH (eBBH)pBBH (Al ,BBH)pBBH (A2,BBH)g(u)

where in the last step we used the fact that the likelihood
does not depend on the pseudo-parameters.

Equation (B46) shows how, even if the pseudo- para-
meters do not enter the likelihood calculation, we have to
include their prior in the acceptance ratio calculation in
order to respect the detailed balance.

APPENDIX C: CONVERGENCE CRITERIA

As discussed in Sec. IV C, it is not trivial to establish a
criterion to automatically check the convergence of
RIMCMC analyses [see, e.g., Refs. [88,89] for some
examples and discussion]. By default, t-roo runs for a
set number of steps and, if needed, the run can be resumed
and run for longer. However, we also implemented some
“empirical” convergence criteria that can be used to decide
when to stop the sampler, both in the preliminary and main
RIMCMC sampling phases. All the different stopping
criteria available in t-roo are described below.

For the preliminary sampling stage, we implemented two
stopping criteria:

(1) Number of steps (default): the preliminary sampling

is stopped after a given number of steps, defined by
the user. Although different analyses might require a
different number of steps, we find that in general
O(10%) is sufficient and not too computationally
expensive.

(i) Likelihood convergence: the preliminary sampling is
stopped when 80% of the walkers have converged to
the maximum likelihood among them within a given
tolerance, where the default tolerance is set to 0.1.
The idea behind this criterion is that when the
sampler finishes exploring the parameter space
and finds the region(s) where the support for each
model lives, the likelihood of the samples around
that region will stabilize around the maximum
value and yield similar values among the various
walkers.

For the main RIMCMC sampling, we explored three
different stopping criteria. In this case, we do not look at the
likelihood but at the model probabilities, because in
RIMCMC the number of samples in each model should
converge to the respective probabilities of that model. The
underlying idea is that, once the sampler is converged, each
walker will ideally spend an amount of time (i.e., samples)
in each model corresponding to that model probability:

(B46)

|

(1) Number of steps (default): the run is stopped after a
specified number of iterations.

(i) Walkers mean: we compute the average probability
among walkers of each model in the last n steps, and
we stop the run when this average does not change
for a given number of steps.

(iii) Multinomial: the run is stopped when the standard
deviation between each model probability as com-
puted from different walkers is less than 1.3 times
the standard deviation expected from a multinomial
distribution for N,, walkers.

In order to save computational time, users can decide after
how many iterations to start checking whether stopping
criteria are satisfied, and how often to check after. In any
case, the run can always be resumed and run for more steps.

APPENDIX D: ROBUSTNESS OF EVIDENCE
ESTIMATION

Throughout this work, we have compared the t-roo
model probabilities to the ones obtained by the default
nested sampler in bilby, i.e., dynesty. In order to check
the robustness of the evidence calculation, we here compare
its results to evidences obtained by different methods,
focusing on the injection NSBH_LAMO600; results are shown
in Fig. 8.

We repeat the dynesty analysis for the NSBH_LAM600
injection with different sampling seeds, using 2000 live
points in all cases.'® The odds ratio estimate within
dynesty is robust, with the fluctuations due to different
sampling seeds lying within the uncertainty band; there-
fore, it constitutes an appropriate reference to assess the
reliability of the sampler we developed.

Similarly, we repeat the t -roo analysis with different
sampling seeds: also in this case, we see fluctuations in the
recovered odds ratio value, but the estimate is overall
consistent across the different sampling seeds. The blue and
red Gaussians in Fig. 8 represent the distribution of odds
ratio values from the dynesty and t-roo analyses of
this injection, respectively, with mean and standard
deviation derived from the distribution of 10 runs with
different sampling seeds.

SReference [90] showed in Sec. A2 that the true evidence
consistently lies within the errors provided by dynesty 68% of
the times when more than 1000 live points are used, even though
the error on dynesty evidence is not technically Gaussian.
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FIG. 8. Comparison between odds ratios for the NSBH_LAM600

run with different samplers. The gray shaded area marks the
region in which the BBH model is incorrectly favored. The blue
and red Gaussians show the expected distributions of odds ratio
from dynesty and t-roo, respectively, as inferred from the
results of 10 analyses with different sampling seeds. The markers
show the In O, recovered by each run, with the larger marker
highlighting the run whose results are reported in Table II; in the
case of dynesty, the error bar corresponds to the conservative
estimate of the uncertainty as described in Sec. V. For eryn runs,
“th” and “st”, refer to evidences computed via the thermodynamic
integration and stepping stone methods, respectively, while
“eryn-32” refers to the eryn runs with 32 temperatures.

Furthermore, we also analyze this injection with a
different nested sampler, i.e., pymultinest [91,92]. In
this case, the recovered In O35, deviates substantially from
the ones recovered by dynesty, even favoring the BBH
model instead of the NSBH one.

Since t-roo is based on eryn, we finally check the
evidences obtained by single-model eryn runs, without
the specific within- and between-model moves described
above. MCMC algorithms sample directly the target
posterior distribution, and consequently do not automati-
cally provide Bayesian evidence. However, one can
exploit the parallel tempering chains to compute them.
In particular, two different methods are implemented in
eryn: thermodynamic integration [93] and stepping
stone [94]. Given that the accuracy in evidence estimates
increases with the number of parallel temperature chains
employed, we additionally repeated these runs with 32
temperatures instead of 16. The odds ratios obtained with
eryn show large differences not only with respect to the
dynesty runs, lying well outside the uncertainty region
and, in the case of thermodynamic integration, even
favoring the wrong model. However, it is known that
accurate thermodynamic evidence requires a sufficiently
large number of temperatures, and that evidence computed
with the stepping stone algorithm require fewer temper-
atures than standard thermodynamic integration.
Therefore, we expect the eryn32-st evidence to be
most accurate, and this is indeed the run that agrees with
the t-roo evidence. Most likely the inaccuracies in the
other odds ratio estimations are due to insufficient temper-
atures. This shows another advantage of t -roo, meaning
that it can obtain good estimates of odds ratios with less
temperatures (i.e., further reducing the computational cost
of the analysis).

Opverall, Fig. 8 shows how different methods can provide
quite different estimates of evidence values, and consequently
odds ratios, calling for general caution when basing strong
claims on them. Nevertheless, the odds ratio estimation in
t -roo appears to be quite robust, with minimum fluctuations
across the results for different sampling seeds.
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