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In this work, we adapt and apply techniques from machine learning to the exploration of physics beyond
the Standard Model in the leptonic sector. Namely, we employ initialization and optimization, as they are
applied in machine learning, to minimize a loss function that describes textures or conditions which we
want in the neutrino mass matrix. The model free parameters are explored during the optimization, and after
training for a number of optimization steps, we obtain matrices that approximately follow the desired
forms, as well as their corresponding optimized parameters. We also discuss extensions and additional
applications of the ideas presented here in conjunction with other methods based on artificial intelligence.
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I. INTRODUCTION

The Standard Model (SM), inspired by naturalness,
simplicity, and experimental results, has endured precise
observations as performed up to these days [1]. While this
indicates that all the elements of the SM are needed to
explain these observations, other phenomena point toward
components of nature that remain unexplained. One notable
unexplained component is the Yukawa sector, where masses
of families of quarks and leptons depend on many free
parameters that, rather than being predicted, are set to follow
experimental constraints. Moreover, in the leptonic sector,
neutrino masses are absent in the SM while observations of
neutrino oscillations indicate that they are massive and that
their mass eigenstates do not correspond to the same flavor
eigenstates of the charged leptons [2,3]. Having massive
neutrinos that oscillate complicates any formulation beyond
the SM (BSM) that simply adds fields to generate a few
additional mass terms in the SM Lagrangian. Instead, we
have to deal with diagonalizations of complex matrices, new
particles with their own masses and associated energy
scales, breaking of new symmetries, and many more
characteristics. It is clear that attempting to include masses

for neutrinos in (BSM) theories will unavoidably add new
parameters, as they must follow constraints from the
aforementioned observations.
Interestingly, perceptive observations of experimental

results may give insights into the characteristics of an
underlying behavior, e.g., a nearly diagonal (quark) mixing
matrix may indicate high-energy symmetries that kept par-
ticles (quarks) from mixing until it was broken at a lower
energy scale. The leptonic sector is not an exception, with
“bare” mixing normally identified with a form known as
tribimaximal mixing [4–8]. The number of BSM proposals
that attempt to repeat this form of the mixing matrix via
additional particles and/or symmetries keeps growing even
after the reactor mixing angle, θ13, has been measured as
nonvanishing [9–11]. These proposals have been made by a
mixture of human experience in combination with trial and
error. In this work, wewant to explore the possibility of using
new computational techniques from the artificial intelligence
(AI) era to automatize the discovery of hints of properties of
an underlying model from known experimental results.1 In
particular, our interest lies in the direction of opening doors to
comprehensive and robust analysis of a number of possible
configurations that may be discovered, including statistical
analysis on their frequency and determination of their
predictive power.One could imagine the possibility of starting
with a far too general model and using some form of
optimization to infer relationships among parameters, poten-
tially pointing toward simpler formulations. Our approach
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will follow the skeleton devised in Refs. [12,13], although we
will develop our own loss functions and training system.2

To be more precise, we want to focus on a particular and
important part of AI, known as machine learning (ML). The
process of ML itself is a mathematical one that, put in very
simple terms, aims to optimize the parameters of a
mathematical function typically identified as a model,
via the minimization of a loss function. In this work,
our purpose is to use techniques that empower ML with
objects found in theoretical setups of the leptonic sector.
Toward this purpose, we will formulate elements from the
theoretical leptonic model as a function delivering pre-
dictions for several observables. The variables of the model
will be employed as those optimized by typical algorithms
used in ML, and, as is done in ML, we will formulate loss
functions where the minimum is achieved when the output
of the model is consistent with our desired result. However,
an important difference in our case is that, instead of
obtaining a final reusable model that encodes inputs to
outputs, we obtain a number of neutrino mass matrices with
(approximately) the conditions contained in the loss func-
tion. In addition, we obtain optimized values for variables
of the model that were used during the learning process.
This paper is structured as follows. In Sec. II, we give a

brief description of the leptonic sector of the SM and simple
extensions of it involving massive neutrinos, as well as the
details needed for the numerical setup. In Sec. III, we present
all the details of the process used to optimize the variables
involved and obtain particular forms of the neutrino mass
matrix. This section is where analogies to ML methods
are developed. In Sec. IV, we discuss interesting points of
the results obtained during the numerical process, make
some connections to theoretical details, and comment on
future improvements. Finally, in Sec. V, we present the
conclusions of this work.

II. NEUTRINOS IN THE STANDARD MODEL
AND BEYOND

The neutrinos are part of the leptonic sector of the SM.
They are quite unique as they do not have charge and are
the only fermionic fields that do not have a right-handed
field. Due to this, and the accidental symmetries of the SM,
it is impossible to generate neutrino masses at tree or loop
level using only what is contained in the SM [1]. To see this
explicitly, observe that in the SM, neutrinos are part of
SUð2Þ lepton doublets, i.e.,

LlL ¼
�
νlL

lL

�
; l ¼ e; μ; τ; ð1Þ

with the left-handed neutrinos in the upper component and
the left-handed charged leptons in the lower component.

In the SM, masses for fermions are generated from Yukawa
couplings of the LlL doublets, with the Higgs scalar
doublet, ϕ, and the right-handed fermion singlets, i.e.,

−LY ¼
X
j;k

Yl
jkL̄jLϕekR þ H:c:; ð2Þ

where indices, j and k, run over the three lepton families of
Eq. (1). When the doublet, ϕ ¼ ðϕþ;ϕ0ÞT , acquires the
vacuum expectation value, hϕi ¼ ð0; v= ffiffiffi

2
p Þ, charged lep-

tons acquire the masses

ml
jk ¼ Yl

jk
vffiffiffi
2

p : ð3Þ

Yet, in the SM, there is no right-handed neutrino field
analogous to elR, and, therefore, this mechanism cannot be
used to generate masses for neutrinos. Additionally, the
global accidental symmetries of total lepton number and
B − L, forbid the generation of mass via the product
of two LlL [1].

A. Dirac neutrinos

In this work, we explore a minimalist extension of the
SM by respecting its accidental symmetries and introduc-
ing three right-handed neutrinos that generate a 3 × 3 Dirac
neutrino mass matrix, Mν

D. This mass matrix is diagonal-
ized by two unitary matrices, VR and Wν, i.e.,

VR†Mν
DW

ν ¼ diagðm1; m2; m3Þ; ð4Þ

where m1, m2, and m3 are the neutrino mass eigenstates.
The Pontecorvo-Maki-Nakagawa-Sakata mixing matrix
(UPMNS) of the leptonic sector is defined as [1]

UPMNS ¼ P†
lU

l†Wν ¼ P†
lU

l†UνPν; ð5Þ

where we have added UlPl, the analogous of Wν for
charged leptons, and also expanded Wν ¼ UνPν. The Pl;ν

matrices are diagonal phase matrices. In the case where
charged leptons are assumed to be already in their mass
eigenstates Ul† becomes the identity. Additionally, Pl can
be removed through unphysical charged-lepton phase
redefinition. In the case of Pν, it is nonremovable only
for Majorana neutrinos. Therefore, by assuming that
charged leptons are already in their diagonal basis and
redefined to absorb Pl and that neutrinos receive only
Dirac masses (Wν → Uν), UPMNS becomes

UPMNS ¼ P†
lU

l†UνPν → Uν: ð6Þ

The elements of this matrix can be expressed using the
Particle Data Group (PDG) parametrization given by

2For other applications of machine learning methods to
leptons, quarks, and flavor in BSM physics see Refs. [14–18].
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UPMNS ¼

0
B@

c12c13 s12c13 s13e−iδ
CP

−s12c23 − c12s13s23eiδ
CP

c12c23 − s12s13s23eiδ
CP

c13s23

s12s23 − c12s13c23eiδ
CP −c12s23 − s12s13c23eiδ

CP
c13c23

1
CA; ð7Þ

where sjk ¼ sin θjk and cjk ¼ cos θjk. Using Eqs. (4) and (6), we obtain

Mν
D ¼ VRdiagðm1; m2; m3ÞWν† ¼ VRdiagðm1; m2; m3ÞU†

PMNS: ð8Þ

This allows us to obtain the elements ofMν
D by setting the values of UPMNS to the measured oscillation parameters, and by

writing the elements of VR using the parametrization3

VR ¼

0
B@

cR12c
R
13 sR12c

R
13 sR13e

−iδR

−sR12cR23 − cR12s
R
13s

R
23e

iδR cR12c
R
23 − sR12s

R
13s

R
23e

iδR cR13s
R
23

sR12s
R
23 − cR12s

R
13c

R
23e

iδR −cR12sR23 − sR12s
R
13c

R
23e

iδR cR13c
R
23

1
CA × PR; ð9Þ

where sRjk ¼ sin θRjk and cRjk ¼ cos θRjk and PR ¼
diagð1; expðiϕR

2 Þ; expðiϕR
3 ÞÞ. Additionally, we need to fix

the neutrino mass eigenvalues which we can do by
choosing the mass of the lightest eigenstate and using
squared mass differences to fix the other two masses. For
example, if we choose m1 to be the lightest mass (normal
hierarchy), we can fix the other masses using

m2 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Δm2

21 þm2
1

q
; ð10Þ

m3 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Δm2

31 þm2
1

q
: ð11Þ

When using these equations, we will always considerm1 as
real, resulting in m2 and m3 being real as well. We will
leave the contribution from complex masses as part of the
phases in VR.
At some point, we will need to obtain oscillation

parameters starting from numerical Mν
D. In that case, we

will proceed by first obtaining VR and Uν from squaring
Eq. (4) using

VR†Mν
DM

ν†
D VR ¼ diagðjm1j2; jm2j2; jm3j2Þ; ð12Þ

Uν†Mν†
DMν

DU
ν ¼ diagðjm1j2; jm2j2; jm3j2Þ; ð13Þ

and obtaining numerical VR and Uν from the eigenvectors
of Mν

DM
ν†
D and Mν†

DMν
D, respectively. The values of jm1j2,

jm2j2, and jm3j2 are obtained from the eigenvalues of
either Mν

DM
ν†
D or Mν†

DMν
D. We make sure that the obtained

VR and Uν result in real masses by redefining VR such that

VR†Mν
DU

ν is real. From the numerical Uν [that was
equalized to UPMNS in Eq. (6)] we can obtain mixing
angles using the parametrization of Eq. (7) and the
following expressions

θ23 ¼ tan−1
�jUμ3j
jUτ3j

�
; θ12 ¼ tan−1

�jUe2j
jUe1j

�
;

θ13 ¼ sin−1 ðjUe3jÞ: ð14Þ

The amount of CP violation can be quantified using the
Jarlskog invariant [20,21] given by

J ¼ Im ðUν
e1U

ν
μ2U

ν†
e2U

ν†
μ1Þ; ð15Þ

which can be rewritten as

J ¼ s23c23s12c12s13c213 sin δ
CP; ð16Þ

using the PDG parametrization of Eq. (7). From Eqs. (15)
and (16), we can obtain the δCP phase by using the
numerical values of Uν and the angles obtained from using
Eq. (14) as

δCP ¼ sin−1
"
Im ðUν

e1U
ν
μ2U

ν†
e2U

ν†
μ1Þ

s23c23s12c12s13c213

#
: ð17Þ

Note that the range of the arcsine function is ½−π=2; π=2�
or ½−90°; 90°�. Thus, sometimes we will need an extra step
to obtain the correct quadrant. This step will be explained
when it becomes necessary later in this work. Finally, the
value that we need to check against KATRIN’s measure-
ment is obtained from the eigenvalues of Mν

D and the first
row of Uν using [22]

3Note that the parametrization of PR is compatible with the
diagonal phase matrix used by the Particle Data Group review up
to 2018 [19] and can be easily related to the parametrization used
in more recent versions of the same review.
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mν ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiX3
j¼1

jUν
ejj2m2

j

vuut : ð18Þ

The numerical values determined in a recent global fit by
the NuFIT Collaboration [23] are summarized in Table I
assuming normal ordering. The 2σ ranges have been
determined by interpolating the 1-dimensional projections
provided in the same global fit.

III. LEARNING PARAMETERS OF
THE LEPTONIC SECTOR

In this section, we implement ML techniques to find and
enforce conditions between elements in the neutrino mass
matrix. We do this by starting from randomizing theoretical
and experimental inputs. The main idea is to begin by
setting some values using experimentally measured neu-
trino oscillation parameters and continue by randomizing
model parameters. Those randomized model parameters are
the variables that we will attempt to learn by crafting loss
functions which will be minimized. The loss functions will
contain conditions that we wish to impose on the neutrino
mass matrix, although we will try to stay on simple
conditions that enforce some form of coincidences between
elements. We will also repeat the process several times and
pay special attention to the most common cases or cases
where we find interesting and unexpected coincidences.
The first step is the initialization of the involved variables

and parameters. This step takes care of setting the initial
values of the parameters before any optimization process is
used. In the case of the measured oscillation parameters, we
initialize them from Gaussian distributions using their
central value and the 1σ error. In the cases where the

�1σ errors are not symmetric, we use the smallest error. In
the case of θ13 and Δm2

31, considering their rather small
error bars, we have fixed them to their best fit central values.
The numbers we use are based on the NuFIT 6.1 global fit
[23,24]. Additionally, the mass of the lightest neutrino mass
eigenstate can be constrained from above using the earth
based experiment KATRIN, which sets an upper bound
mν < 0.45 eV, where m2

ν ¼
P

j jUejj2m2
j [22]. This result

is independent of mass ordering and issues with the
cosmological model. The rest of the variables are the free
parameters of VR, given by the angles θRjk, with jk ¼ 12, 13,
23, and the phases δR, ϕR

2 and ϕR
3 . For these variables we use

a random uniform distribution, with the angles θRjk being in
the ½0; π=2� range, and the phases in the ½−π; π� range.
Considering that the measured oscillation parameters are not
completely free to vary, we will apply optimization using
only the parameters of VR and, sometimes, the lightest
neutrino mass, m1. With all these parameters given numeri-
cal values, we can obtain a numerical value for Mν

D
using Eq. (8).
The second step after initialization is defining a loss

function that will be minimized during the optimization
process. This loss function should reflect the conditions
that we want to enforce during the optimization process,
with its minimum defining the result that we want to obtain.
For example, if we want to obtain textures with equal
entries, the loss function should be defined such that its
minimum occurs when the selected entries are equal. As
another example, assume we want to enforce some ele-
ments to have a particular value. Then, the minimum of the
loss function should be at the point where those elements
have acquired exactly that particular value. In all cases, the
loss function should increase in value as we move away
from the desired conditions. In this work, we will define the
loss as a function of the matrix elements ðMν

DÞjk and some
case-dependent additional parameters.
When a loss function has been defined, we can proceed

to optimize the variables of our problem. In our case, these
variables are the angles θRjk, and the phases δ

R, ϕR
2 , and ϕ

R
3 .

Additionally, we may include m1 when relevant. There are
several optimization algorithms, but most of them work by
applying small variations to the variables that we want to
optimize and calculate the change in the loss function
from these small variations. After this, the values of the
variables are updated in the direction where the small
variations were found to have the steepest drop in the loss
function. This is repeated for a number of steps until the
loss function can be considered minimized. Note that there
may be complications when several local minima exist as
the optimization process can get stuck in any one of them.
Additionally, if the loss function is too flat, the optimi-
zation may require many steps to converge to the global
minimum. These problems may be somewhat alleviated by
adjusting the parameters of the optimization process or by

TABLE I. Numbers used for numerical inputs and constraints.
The numbers in the second column correspond to the numbers
reported in the most recent global fit made by the NuFIT
Collaboration (version 6.1) [24]. The 2σ range has been inter-
polated from the 1-dimensional projections provided in the same
global fit. The value for the upper bound of mν was obtained by
the KATRIN experiment [22]. The term bfp represents best fit
point.

bfp �1σ 2σ range

s212 0.3088þ0.0067
−0.0066 [0.2957, 0.3224]

θ12 [°] 33.76þ0.42
−0.41 [32.94, 34.60]

s223 0.470þ0.017
−0.014 [0.444, 0.575]

θ23 [°] 43.27þ1.0
−0.82 [41.76, 49.29]

s213 0.02249� 0.00057 [0.02133, 0.02363]
θ13 [°] 8.62� 0.11 [8.40, 8.84]
δCP [°] 207þ23

−20 [145, 349]
Δm2

21 ½10−5 eV2� 7.537þ0.094
−0.10 [7.337, 7.728]

Δm2
31 ½10−3 eV2� 2.521þ0.026

−0.018 [2.479, 2.569]

mν < 0.45 eV
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making adjustments to the loss function. We will comment
about these problems in the cases where they are found in
our specific examples.
After the optimization process has worked for a number

of steps and the loss function does not seem to yield a better
minimum, we proceed to analyze the obtained mass matrix
to determine if our goal has been reached and to analyze the
obtained parameters. Since we are working directly with
the parameters of VR and not with the parameters of a very
large model, we can easily present the optimized variables
and provide some insights on the relationship between
some neutrino textures and VR. Note that there is always a
dependence of the final distribution of the results on
choices such as parametrization, weak basis, priors and
optimization algorithm, with the latter adding an element of
stochasticity. In this work, we will focus on the proposed
techniques and leave further discussion of these issues for
future works.

A. Loss function

The most relevant point connecting the theory described
in Sec. II and the learning process described in Fig. 1 is the
loss function. Typically, in ML, the loss function is
determined by the objective of the model being trained.
For example, when training a model for binary classifica-
tion, one generally chooses the binary cross entropy loss,
while for models that have arbitrary output, one may
choose other functions such as the mean of squared or
absolute errors. In our case, the objective is to find the

parameters for the combination VRdiagðm1; m2; m3ÞU†
PMNS

that result in a desirable form of Mν
D. From this idea, it is

clear that the loss function must contain some of the
elements of Mν

D in some form. Additionally, experimental
constraints can be included in the loss function to direct the
optimization process toward viable values of the parameter
space. In our case, we are already enforcing values for the
oscillation parameters of UPMNS as part of the initialization.
However, when including the lightest neutrino mass,m1, as
an optimizable parameter, we will need to make sure that
the values of the neutrino masses remain below the upper
limit set by experimental measurements. As previously
mentioned, we consider the constraint of the effective
electron-antineutrino mass obtained by KATRIN, i.e.,
mν < 0.45 eV [22], where m2

ν ¼
P

i jUeij2m2
i . The corre-

sponding term in the loss function is given by

LKATRIN ¼ wK maxðmν − 0.45 eV; 0Þ2; ð19Þ

where wK is an adjustable weight that will be set to a large
number. If one is worried about this term being dimension-
ful, the weight wK could be thought as having units of
inverse squared mass. Note that, in our case, LKATRIN
depends on measured oscillation parameters andm1 through
obtaining neutrino physical masses using Eqs. (10) and (11).
Additionally, we will consider different forms of the loss
function that directly include elements of Mν

D. The first loss
function we consider enforces equality of two elements and
is given by

FIG. 1. Flowchart of the optimization process used to obtain desirable forms of Mν
D and the corresponding parameters.
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L1diff ¼ min

 
jðMν

DÞjk − ðMν
DÞlmj

jðMν
DÞjkj þ jðMν

DÞlmj

!
; ð20Þ

where the minimum of all possible differences is taken after
initialization but before optimization. This means that the
values of the j, k, l and m indices depends on the
initialization of the parameters. Note that this loss function
equalizes the two mass matrix elements down to their real
and imaginary components.
Another option we consider is the presence of vanishing

elements in the neutrino mass matrix. Thus, we consider a
simple loss function that requires us to decide on a series of
vanishing elements before optimization, i.e.,

Ln-zero ¼
ð9 − nÞPjk∈ vanishjðMν

DÞjkj
n
P

lm∈ nonzerojðMν
DÞlmj

; ð21Þ

where n is the number of vanishing elements, jk runs over
the elements that were chosen to vanish, while lm runs over
the elements that are expected to be nonzero. Note that this
loss function may not always result in minimization of all
the n elements included in the numerator.
We also explore the possibility of letting the optimization

process itself decide which elements vanish. Our approach
in this case is different to the two options before as we will
not be choosing particular elements before optimization.
Rather, we design loss functions that are capable of
counting the number of elements with absolute value above
and below some threshold and use optimization to increase
the number of elements below this threshold while also
reducing their absolute value. We consider the elements
above the threshold as nonvanishing while the elements
below threshold are considered as possible good candi-
dates for vanishing elements. At this point, we have two
complementary options: count the number of elements
below threshold or the number of elements above it. If we
have a mass matrix M, the functions that can achieve this
counting have the following asymptotic behavior:

fvcðMjk; ϵvc;…Þ ≈
�
0 if jMjkj ≫ ϵvc;

1 if jMjkj ≪ ϵvc;
ð22Þ

fnvcðMjk; ϵnvc;…Þ ≈
�
0 if jMjkj ≪ ϵnvc;

1 if jMjkj ≫ ϵnvc;
ð23Þ

where ϵvc and ϵnvc are thresholds mentioned earlier. The
ellipsis serves as a placeholder for additional parameters
that the actual fvc;nvc may have. These functions need to be
applied to all the elements of the mass matrix and then
added to a total loss function of the form

LvcðM; ϵvc;…Þ ¼
����nmax −

X
j;k

fvcðMjk; ϵvcÞ
����; ð24Þ

LnvcðM; ϵnvc;…Þ ¼
X
j;k

fnvcðMjk; ϵvcÞ; ð25Þ

where nmax in Eq. (24) can be used to limit the number of
elements. In principle, we can also limit the number of
elements above threshold in Eq. (25), but in practice it will
hardly reach zero as that would mean that all the elements
have been brought considerably below threshold. For a
randomly initialized 3 × 3matrix, the sums in Eqs. (24) and
(25) will most likely start as 0 and 9, respectively, unless the
respective ϵ threshold is chosen already among the same
size as the elements of the matrix. In Eq. (24), the
optimization process will bring the sum closer to nmax,
while for Eq. (25) it will attempt to reduce the value of the
sum as much as possible. As usual, there is the possibility
that minimizing any loss function with these forms gets
stuck in a flat region or a local minimum, which will be
consistent with textures with a particular number of
vanishing elements. This is actually advantageous, as after
many attempts it will allow the discovery of candidate
textures with different numbers of vanishing elements
depending on the random initialization of all the variables
involved. In what follows, we will explain in detail the
application of these loss functions and show numerical
results for the obtained mass matrices and the correspond-
ing optimized parameters.
There are several possibilities for the counting functions

with the behavior shown in Eqs. (22) and (23). One simple
form is given by

fvc-sðMjk; ϵvc; αÞ ¼
ϵαvc

ϵαvc þ jMjkjα
; ð26Þ

fnvc-sðMjk; ϵnvc; αÞ ¼
jMjkjα

ϵαnvc þ jMjkjα
; ð27Þ

where the ϵ and α parameters allow to fine tune the
behavior of the functions, affecting the performance of
the optimization. They can be decided beforehand, and we
will not vary them during optimization to improve its
stability. However, one could devise more complicated
training schedules that update, for example, the threshold
based on the updated values of the mass matrix elements.

B. Random baseline

As a first test, we randomly select the angles and phases
in VR in random uniform distributions. We limit the angles
θRjk to the range ½0; π=2�while for the phases we use the full
range from ½−π; π�. From this first test, it is not expected
that we will be able to say anything new with regard to
neutrino mass textures. However, we obtain an interesting
tendency with regard to the element Mν

D11. After running
5000 tests, randomly selecting all the variables in Eq. (8),
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we find that jMν
D11j has a tendency to peak sharply

around ∼0.01 eV.
In Fig. 2 we display distributions of elements according

to a hard cut applied on jMν
D11j at 0.022 eV. In the left panel

we show results around the peak, i.e., jMν
D11j < 0.022 eV,

where we find that elements in the same row, jMν
D12j and

jMν
D13j, have a tendency to exhibit sharp peaks at around

0.035–0.040 eV. Elements in the same column as jMν
D11j,

i.e., jMν
D21j and jMν

D31j, exhibit peaks at around half the
position of the peak in jMν

D11j. Other elements do not
feature sharp peaks and follow similar distributions with
maximums close to 0.02 eV. This already suggests the
presence of relationships among elements of Mν

D, in
particular for those in the same row and column of
jMν

D11j which present peaks at similar positions. In the
right panel of the same figure we show distributions for
samples to the right of the peak, i.e., jMν

D11j > 0.022 eV.
We find that all the distributions for the other elements tend
to have similar shapes with their maximums at approx-
imately the same positions, in the range 0.02–0.05 eV.
These distributions are roughly consistent with the sizes of
jMν

D11j shown in the same panel. The fact that the histo-
grams for all the elements in this panel have roughly the
same distribution, peaking at similar nonzero values, could
be interpreted as a hint at an approximately democratic
texture. In fact, the exactly tribimaximal mixing is known
to diagonalize the exactly democratic texture. However,
tribimaximal mixing is ruled out by the nonzero θ13
measurement, which contributes to the little variations
between distributions in the right panel of Fig. 2. Yet, it
is interesting to see from this random test some

coincidences between the distributions of some elements,
considering that we have not assumed a particular model
other than Dirac neutrino masses and we have used only
random values.

FIG. 2. Distributions for the random test of sizes ofMν
D entries. The distributions have been separated according to the size of jMν

D11j,
smaller jMν

D11j (left) is less than 0.022 eV while larger jMν
D11j (right) is above the same number.

FIG. 3. Proportion of times that each pair of elements was
choose for minimization in the loss function of Eq. (20). Each
circle represents a difference between the element with index in x
axis minus the element with index in y axis. Only half is filled due
to the symmetry jMν

Djk −Mν
Dlmj ¼ jMν

Dlm −Mν
Djkj. The propor-

tion represented by the color is the number of times the difference
was chosen over the total number of tests that were used.
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C. Learning equality between two entries

In this section, we proceed to actually attempt to learn
the parameters of VR by minimizing a loss function that
includes only the absolute value of the difference between
two elements. The loss function for this is given in
Eq. (20). We sample neutrino oscillation parameters
randomly using Gaussian distributions as described above.
The parameters of VR will be initialized randomly from
uniform distributions as indicated before. In Fig. 3 we
show the proportion of times that each pair of matrix
elements has the minimum difference in 10,000 random
tests. We see that the difference jMν

D12 −Mν
D13j happens to

be the most common one, occurring almost 25% of the
times the test was run. It is followed by jMν

D22 −Mν
D23j,

jMν
D32 −Mν

D33j, jMν
D22 −Mν

D33j, and jMν
D23 −Mν

D32j.

We see the appearance of vanishing jMν
D22 −Mν

D33j and
jMν

D23 −Mν
D32j differences with a similar rate. This can be

interpreted as a hint at the popular μ-τ symmetry [25–30], as
it can be seen that also the jMν

D12 −Mν
D13j tends to vanish

often. However, note that this analysis mostly attempts to
find single vanishing differences. As mentioned before, the
values for the measured oscillation parameters are sampled
from Gaussian distributions that fall inside the experimental
range and are not included in the loss function. From the
resulting Mν

D after initialization, we select the minimum
absolute difference between elements and use it in the loss
function of Eq. (20). To minimize the loss function,
we perform 1000 optimization steps using the Adam
[31] algorithm, updating the parameters of VR at each
step. We use an initial learning rate of 0.01 and reduce it by

FIG. 4. Distributions for the neutrino oscillation parameters for specific pairs of elements that were chosen for difference
minimization. The gray histogram shows the distribution for all the cases. The colored histograms show the distribution only for
selected differences.
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a factor of 0.9 every 10 steps. If the loss function remains
above 10−6, we apply another 1000 optimization steps with
a fixed learning rate of 0.001. The final result is an Mν

D
matrix, where at least two elements are equal down to
several decimal places, as well as the corresponding

parameters for VR. We repeat this process (random initial-
ization and minimization) for each of the 5 most common
cases, 1000 times each, and obtain values for the param-
eters contained in VR corresponding to before and after
minimization.

FIG. 5. Change in VR parameters after the minimization. The horizontal axis shows initial value, while the vertical axis shows the
change in parameter value.
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Additionally, we check whether selecting specific
differences has any effect on the distributions of the neutrino
oscillation parameters. In Fig. 4, we show the distributions
of θ12, θ23, δCP, and Δm2

21 for all the selected differences in
color, while the gray histogram shows the sampled distri-
bution for the corresponding parameters, regardless of the
differences. We see that colored and gray distributions
follow similar distributions, indicating that selecting those
particular differences has almost no effect on the distribution
of oscillation parameters. The parameters that are not
displayed, θ13 and Δm2

31, have been fixed to their central
values. Note that colored distributions can go above the gray
distribution because they have been normalized to compare
their shapes. Therefore, comparisons of height between the
different distributions are meaningless.
In the case of the parameters of VR, we expect to see a

heavy dependence on the differences, since these are the
parameters that we have optimized in the minimization
process. Namely, the parameters that have been included in
the minimization process are θRjk (jk ¼ 12, 13, 23), δR, ϕR

2 ,
and ϕR

3 . In Fig. 5, we show the displacement of the θRjk
parameters from their initial values, with the initial values
given in the x-axis. On the y-axis, for each parameter, we
use Δ to represent the difference between the parameter
value after optimization minus its initialization value, given
on the x axis. In the case of the parameter θR12, we see in
the upper-left panel of Fig. 5 that the differences
jMν

D12 −Mν
D13j, jMν

D22 −Mν
D33j, and jMν

D23 −Mν
D32j tend

to accumulate between 20° and 40°, with the displacement
from minimization following a rather random pattern. The
displacement for jMν

D12 −Mν
D13j is much larger than for the

other two differences in the same figure and grows above
the initial 60°. In the upper-right panel, we see that
jMν

D22 −Mν
D23j, and jMν

D32 −Mν
D33j have no preference

for θR12 and that displacement from minimization is similar
in both cases. In the middle-left panel, we see that θR13
accumulates around 90° for jMν

D12 −Mν
D13j, while for

jMν
D22 −Mν

D33j and jMν
D23 −Mν

D32j, it tends to prefer to
be closer to 0°. Interestingly, for jMν

D12 −Mν
D13j, minimi-

zation tends to take θR13 close to 90° while keeping it not
exactly at that value, resulting in the diagonal tendency that
can be seen from initial 0° to ∼90° in the blue stars. In the
middle-right panel, we see that θR13 is less sensitive to
minimization when it is initialized closer to 0° for both
differences jMν

D22 −Mν
D23j and jMν

D32 −Mν
D33j. In the lower

panels, we display the displacement of θR23 as a function of
its initial value. In the lower-left panel we see that for the
cases jMν

D22 −Mν
D33j and jMν

D23 −Mν
D32j most initializa-

tions start around 45°, while the case jMν
D12 −Mν

D13j seems
to be insensitive to the initial value of θR23 even showing no
displacement after minimization. We also see that optimi-
zation tends to displace θR23 upward when initialized below
45° and downward when initialized above it. In the lower-
right panel, we see that the cases jMν

D22 −Mν
D23j and

jMν
D32 −Mν

D33j prefer to start at around 0° and 90°,
respectively, with minimization having a rather random
distribution.
Initializations and displacements during minimization

are shown for phases in Fig. 6. For this case, most
initializations happen to be more evenly distributed, and
displacements also show little to no dependence on
initialization phase. However, a few interesting points
can be made about initialization in this case. For example,
in the distribution of the initial phase for δR, as shown in the
upper-right panel, for jMν

D32 −Mν
D33j there is a slight

preference for initial values in the middle of the range
between 0° and 180° or −180°, while for jMν

D22 −Mν
D23j

this phase appear more uniformly distributed. However,
initialization of δR remains more evenly distributed when
compared to distributions shown in Fig. 5. Something
similar can be said about ϕR

3 , for all the differences (bottom
row), and ϕR

2 for jMν
D22 −Mν

D23j and jMν
D32 −Mν

D33j
(middle right), which seem to prefer initial values evenly
distributed in the whole range and displacements with no
clear tendency. One case with noticeable features is the
distribution of displacements ΔϕR

2 shown on the middle
left. Here we can see that for the three differences
jMν

D12 −Mν
D13j, jMν

D22 −Mν
D33j, and jMν

D23 −Mν
D32j, opti-

mization gives mostly positive displacements for ΔϕR
2

when initialized below 0° and mostly negative displace-
ments when it is initialized above 0°. This indicates that for
these three differences optimization brings ϕR

2 closer to 0°.
In the following, we give a few numerical examples of

Mν
D after minimization. These matrices contain two elements

with the same complex value and can be checked that they
can be diagonalized as in Eq. (4), with Uν consistent with a
UPMNS matrix with oscillation parameters within experi-
mental ranges. After each matrix, we show the numerical
results obtained for the physical mixing parameters and mν

obtained from the values set during initialization (see the
second paragraph of Sec. III and Fig. 1):

Mν
D

10−2 eV
¼

0
B@

0.42462þ 0.59258i −3.35011þ 0.19065i −3.35011þ 0.19065i

−0.51059þ 0.07189i −0.5556 − 0.08104i 0.4283 − 0.22683i

−0.06563þ 0.09068i −0.0642 − 0.92411i −0.29787 − 1.08555i

1
CA;

s212 ¼ 0.3114; s223 ¼ 0.492; s213 ¼ 0.02249; δCP ¼ 238.47°; J ¼ −0.028926;

Δm2
21 ¼ 7.574 × 10−5 eV2; Δm2

31 ¼ 2.521 × 10−3 eV2; mν ¼ 8.9992 × 10−3 eV; ð28Þ
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FIG. 6. Change in VR parameters after the minimization. The horizontal axis shows initial value, while the vertical axis shows the
change in parameter value.
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Mν
D

10−2 eV
¼

0
B@

0.4842þ 0.91175i −2.10139 − 5.06338i −2.05571 − 5.10392i

−5.96953þ 0.5551i −0.51133þ 0.01792i −0.51133þ 0.01792i

0.06789þ 0.0167i 4.18078þ 0.68614i −4.26808 − 0.7743i

1
CA;

s212 ¼ 0.3041; s223 ¼ 0.4753; s213 ¼ 0.02249; δCP ¼ 171.39°; J ¼ 0.0050392;

Δm2
21 ¼ 7.541 × 10−5 eV2; Δm2

31 ¼ 2.521 × 10−3 eV2; mν ¼ 6.0839 × 10−2 eV; ð29Þ

Mν
D

10−2 eV
¼

0
B@

9.35176þ 0.04943i 0.42776 − 0.5038i 0.3971 − 0.52925i

−0.0795 − 0.78652i 8.79824þ 3.1097i −0.66421þ 3.40956i

−0.07241 − 0.83716i −0.66421þ 3.40956i 8.68342þ 3.69522i

1
CA;

s212 ¼ 0.3155; s223 ¼ 0.4571; s213 ¼ 0.02249; δCP ¼ 207.02°; J ¼ −0.015416;

Δm2
21 ¼ 7.507 × 10−5 eV2; Δm2

31 ¼ 2.521 × 10−3 eV2; mν ¼ 9.4228 × 10−2 eV: ð30Þ

D. Discovering n-zero textures

Taking the previous section as a demonstration of the
general process of selection of texture and minimization,
now we proceed to apply the same process to a more
complicated case, i.e., learning parameters for n-zero
textures. The study of such textures is popular in the
literature [32–54] as they can be obtained from minimal
models with a reduced number of parameters. Thus, they
represent predictive restricted scenarios. Such textures
typically are obtained from hypothesizing a combination
of new symmetries and fields that result in vanishing entries
in the neutrino mass matrix. Note that we do not expect the
optimization process to determine elements with exactly
vanishing values, but instead we will consider the matrices
which are found to have n elements much smaller than
the rest to be the n-zero candidates. To determine if a
particular matrix is a successful candidate, we will set its n
smaller elements to exactly vanish and recalculate the
corresponding predictions for the numbers in Table I using
Eqs. (12)–(18). In the two methods presented next, we will
initialize oscillation parameters using random Gaussian
distributions, as described in Sec. III, but we will keep only
initializations within 2σ of those Gaussian distributions.
Then, for the final matrices with n elements set to zero, we
will check if the predictions remain within the 2σ range
cited in Table I. The matrices that stay within that range will
be marked as surviving n-zero textures. Particular details
for each method will be described in the following
subsections.

1. Discovering n-zero textures by random
search plus optimization

In this section, we describe our first approach to find zero
textures that are hinted at by the measured oscillation
parameters. The optimization process will roughly follow
the same process as in the previous section but with a loss
function specific to this section. We will make a few
assumptions during our search:

(i) The number of vanishing entries will be no more
than five.

(ii) No column or row will be full of vanishing entries.
The steps we will follow to consider that oscillation
parameters hint at a particular n-zero texture are as follows:
(1) Sample randomly from oscillation parameters using

Gaussian distributions as in the previous section, but
only within 2σ ranges. The parameters of VR and
lightest neutrino mass will be sampled from a
random uniform distribution.

(2) Use Eqs. (8), (10), and (11) to obtain numerical
values for Mν

D.
(3) Sort the elements of jMν

Dj from smallest to largest
and take ratios sequentially, jMν

Dabj=jMν
Dcdj, where

jMν
Dcdj is the value smaller than jMν

Dabj but closest to
it. This will result in eight ratios characterizing the
change in size between elements that are closer in
magnitude.

(4) Select the largest ratio, maxðjMν
Dabj=jMν

DcdjÞ, repre-
senting the biggest change in size between elements,
as the division between elements that will vanish and
elements that do not. For example, after determining
maxðjMν

Dabj=jMν
DcdjÞ for a particular ab entry, all the

entries with magnitude below jMν
Dabj will be con-

sidered as the elements that vanish.
(5) Construct a loss function that minimizes the magni-

tude of the entries that were selected in the pre-
vious step.

(6) Apply minimization as was done in the previous
section.

The loss function employed in this approach is given in
Eq. (21) and constructed with the set of elements chosen in
step 4 of the process described above as vanishing
elements. This loss function works by separating the values
of the average of the two sets of elements, making the
numerator small and the denominator large relative to each
other. For this case, we will also use the lightest neutrino
mass as part of the minimization. Therefore, we will also
include a term for KATRIN’s measurement of the effective
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electron-antineutrino mass as given in Eq. (19), with the
weight wK ¼ 1000 eV−2.
Given the process described above, the rate of finding

textures with each number of zeros is shown in Fig. 7. As
expected, in this figure we can see that it is easier to find
1-zero textures. Additionally, we see that the rate goes
down as we search for more zeros, except in the case of
4-zero textures where the rate is comparable to 2-zeros. To
try to quantify the minimizing power of the process above,
we search randomly for n-zero textures as described above
and collect a total of 500 examples per n-zero texture, with
n ¼ 1, 2, 3, 4, 5. Initially, we minimize the loss function
during 1000 optimization steps, attempting 1000 more
steps in cases where the loss function of Eq. (21) does not
go below 10−18. For the optimization, we use the Adam
algorithm with an initial learning rate of 0.001 reduced by a
factor of 0.99 every 10 steps.
As previously discussed, we do not expect the optimi-

zation process to deliver matrices with exactly n elements
equal to zero but instead to deliver n elements much smaller
than the others. These optimized matrices will be consid-
ered n-zero texture candidates. Then, we do a final test by
setting the n smallest elements to zero and checking if the
resulting matrix still follows experimental constraints.

In particular, we require that the oscillation parameters
remain within 2σ of the measurements cited in Table I and
that the value of mν remains below 0.45 eV, the upper limit
set by KATRIN [22]. The patterns of absolute values for the
elements of Mν

D obtained by the optimization process
described here are shown in Fig. 8. The elements have
been sorted according to their absolute values which are
shown in increasing order from left to right. The red bars
show results for all optimized matrices, while the blue bars
show results only for the matrices that survived the
experimental tests after setting the smallest n elements
to zero. The dashed gray line separates the elements that
were set to zero from those that were kept at their optimized
values. The numbers in parentheses in the legend indicate
the number of displayed results corresponding to that label.
For 1-zero candidates (upper left) and 2-zero candidates
(upper right), we see that minimization worked as expected
delivering one and two much smaller elements, respec-
tively. For these two cases, we also get a survival of ∼490
out of 500 optimized matrices. In the case of 3-zero
candidates (middle left), we see that the minimization
performance is highly effective, sometimes delivering more
than three substantially smaller elements. This is related to
cases where the optimization attempts to minimize two
elements in the same row resulting in accidental minimi-
zation of the remaining element. Survival in this case is
lower with 225 cases passing the applied tests. For 4-zero
candidates (middle right) and 5-zero candidates (lower), the
optimization was much less efficient, delivering inconsis-
tent minimizations and, moreover, resulting in no surviving
cases. One particular characteristic of the 4- and 5-zero
optimizations is that a single element seems to have been
minimized more efficiently than the rest. The three most
commonly surviving textures found using the algorithm
described here are shown in Fig. 9 for n ¼ 2 and 3. Counts
for the number of times each texture occurs are shown
above each case, counting also equivalent textures that are
row permutations of the displayed cases.
Some examples of numerical matrices for 2- and 3-zeros

are given below, including their corresponding values for
observables. The numerical values for the mixing observ-
ables and mν shown below each matrix have been obtained
using Eqs. (12)–(18):

Mν
D

10−2 eV
¼

0
B@

0.74834þ 0.25015i −3.46065þ 0.12821i −3.6963þ 0.18086i

−0.80448 − 0.80651i −0.27798 − 0.31313i 0

0 −0.71088þ 0.50896i 0.63125 − 0.6378i

1
CA;

s212 ¼ 0.3025; s223 ¼ 0.4656; s213 ¼ 0.02249; δCP ¼ 203.04°; J ¼ −0.013145;

Δm2
21 ¼ 7.373 × 10−5 eV2; Δm2

31 ¼ 2.521 × 10−3 eV2; mν ¼ 1.3857 × 10−2 eV; ð31Þ

FIG. 7. Rate of found textures by number of zeros by using the
random search described in Sec. III D.
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Mν
D

10−2 eV
¼

0
B@

1.90766 −1.02225þ 0.59142i −1.40581þ 0.6545i

0 2.35306þ 0.01696i 0

0 2.70405þ 0.04954i 3.76622

1
CA;

s212 ¼ 0.3195; s223 ¼ 0.4495; s213 ¼ 0.02249; δCP ¼ 207.04°; J ¼ −0.015457;

Δm2
21 ¼ 7.616 × 10−5 eV2;Δm2

31 ¼ 2.521 × 10−3 eV2; mν ¼ 1.9077 × 10−2 eV: ð32Þ

FIG. 8. Sorted absolute values of elements for the optimized matrices using random search as described in Sec. III D 1. The red bars
show all the obtained n-zero texture candidates. The blue bars correspond to matrices where the n smallest absolute values have been set
to zero while still obtaining all oscillation parameters inside their 2σ ranges (labeled “Survive”). The number in parenthesis shows counts
of Mν

D obtained in the process.
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For the δCP values given above, due to solving from
Eq. (16) to obtain Eq. (17), there is an ambiguity when
using the arcsine function, where positive sin δCP could
result in δCP in quadrant I or II, while negative sin δCP

could give δCP in quadrant III or IV. To solve this
ambiguity, we consider the solution for δCP that is closer
to our initialization range, while checking that this main-
tains consistency with all numerical results and para-
metrizations. Now that we have given examples of
numerical matrices for 2- and 3-zero textures as well as
their predictions, we proceed to explore how to discover
n-zero textures via optimization.

2. Discovering n-zero textures via optimization

The idea of this section is to use the optimization process
of minimizing the loss function to actually identify ele-
ments in the neutrino mass matrix that could be consid-
erably smaller than others. We do not expect that
minimization itself will make them completely vanish,
but we will be comfortable with them being several orders
of magnitude smaller such that setting them to zero makes
little to no difference. We will test the two loss functions
given in Eqs. (24) and (25), to determine if there is any

FIG. 9. The three most commonly found n-zero textures using
the random search algorithm of Sec. III D 1 for n ¼ 2 (top) and
3 (bottom). The counts above each figure represent the number of
times the texture occurs in the surviving cases of Fig. 8. These
counts also consider equivalent textures due to row permutations.
The figures are sorted from most common on the left and
descending to the right. The gray squares correspond to values
shown in Fig. 8 to the right of the gray dashed vertical line (2-zero
and 3-zero cases).

FIG. 10. Efficiencies for the element counting loss functions.
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difference in behavior when counting vanishing or non-
vanishing elements, respectively.
The strategy to find textures and the parameters that

characterize them is the following:
(1) Randomly initialize all the parameters as in the

previous cases.
(2) Optimize the parameters using the loss function of

either Eq. (24) or (25) to determine which elements
can be counted as vanishing. This can be done by
selecting elements that were counted as vanishing in
the last optimization step.

(3) Attempt to fully minimize the selected elements as
much as possible if they have not reached the point
of being vanishingly small when compared to other
elements.

(4) Count the actual number of vanishing elements
depending on the outcome of this second minimi-
zation.

The minimization in point number 3 above is done with a
simple loss function with the elements that were selected as
vanishing from the first minimization.
We start by estimating good values for the loss function

parameters ϵvc;nvc and α. To do this, we perform 300 min-
imizations of the loss functions in Eqs. (24) and (25), with
individual matrix element losses defined by Eqs. (26)
and (27), respectively. We use all combinations of the values
ϵvc;nvc=eV∈ f10−3; 10−4; 10−5g and α∈ f0.5; 1; 2; 3g.
Considering that minimizing n elements of a complex
matrix is equivalent to attempting to bring n real parts
and n imaginary parts down to zero, using 7 unconstrained

FIG. 11. Sorted absolute values of elements for the optimized matrices using nonvanishing counting loss function search as described
in Sec. III D 2. The red bars show all the obtained n-zero texture candidates. The blue bars correspond to matrices where the n smallest
absolute values have been set to zero while still obtaining all oscillation parameters inside their 2σ ranges (labeled “Survive”). The
number in parenthesis shows counts of Mν

D obtained in the process.
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parameters (three θRjk, two ϕ
R
2;3, δ

R, andm1) may not achieve
great results for n > 3. Optimistically, we fix nmax ¼ 5 in
Eq. (24), which means that we will let the search go as far as
5-zero textures. Our objective is to obtain efficiencies that
indicate how many times the optimization process results in
hints of textures, always starting from randomly initializing
all the variables in Eq. (8). Efficiencies are simply calculated
as (number of textures found)/(number of optimizations
performed). To consider that an element Mjk has been
“chosen” as vanishing by the loss function, we set a
threshold of fvcðMjkÞ > 0.99 (fnvcðMjkÞ < 0.01). The
resulting efficiencies from this test are shown in Fig. 10.
Interestingly, when considering global efficiency (finding at
least 1-zero texture), shown in the two upper panels of
Fig. 10, we find that efficiencies have very similar values
across all the values tested for ϵvc;nvc and α. We also note
that, as ϵvc;nvc decreases, it becomes difficult to reach an
efficiency above 0.5. The highest efficiencies are achieved
with ϵvc;nvc ¼ 10−4 eV, for α ¼ 2, 3. However, using
ϵvc;nvc ¼ 10−4 eV results in high global efficiency for
α∈ f1; 2; 3g. Using ϵvc;nvc ¼ 10−5 eV gives the worst
performance for all the values of α considered. When
looking at efficiencies for individual textures, shown in
the two bottom panels of Fig. 10, we see that for
ϵvc;nvc ∈ f10−4 eV; 10−5 eVg, 1-zero textures dominate over
the other textures, while a more even distribution of textures
is found for ϵvc;nvc ¼ 10−3, at least for α∈ f1; 2; 3g. Notably,
for α∈ f2; 3g more optimizations resulted in textures with
more than one zero. It is precisely here where the vanishing
and nonvanishing counting loss functions show some differ-
ence, as, apparently, the nonvanishing counting loss with
ϵvnc ¼ 10−3 eV and α ¼ 3 seems to have a more even
distribution of efficiencies, with all 1-to-4-zero textures in
the range 0.2–0.4. Expectedly, none of the combinations of
ϵvc;nvc and α, gave a loss function that achieved any textures
with more than 4-zeros. Therefore, 5-zero textures and above
should have an efficiency below 1=300. Again, this is closely
related to using only 7 free parameters during optimization.
Considering the information gained on efficiency per

texture, we perform a dedicated search using the non-
vanishing counting loss with parameters set at ϵnvc ¼
10−3 eV and α ¼ 3. We attempt a search of n-zero textures
with n ≤ 4, by performing multiple optimizations and
collecting results after 1000 steps. The optimization algo-
rithm is Adam with a fixed learning rate of 0.001. At the
end of the 1000 optimization steps, we determine which
elements have absolute values much smaller than the rest
and use that information to count the resulting number of
vanishing elements. In particular, we require that the value
of fnvc-sððMν

DÞjkÞ of Eq. (27) is below a threshold of 0.01 to
consider that the ðMν

DÞjk element could vanish. After that,
we attempt to minimize the chosen elements again but this
time with a loss function of the type given in Eq. (21). This
second optimization is analogous to the one of Sec. III D 1,

but with an initial learning rate of 0.001 and a reduction by
a factor of 0.99 every 10 steps. As before, we require that
all the found textures have at least one nonzero element per
column and row. This search takes longer, and therefore we
only attempt to collect 50 candidates per texture. The sorted
absolute values for the collected candidates are shown in
Fig. 11, including the results for the surviving cases. As in
the previous approach, we set the n elements of Mν

D with
the smallest absolute values to zero and use Eqs. (12)–(18)
to obtain the corresponding observables. We consider the
cases where the observables remain inside 2σ ranges as
surviving cases, shown as blue bars in Fig. 11. For 1- and
2-zero candidates, shown in the upper-left and upper-right
panels, respectively, the result is somewhat compatible with
those shown in Fig. 8. The sizes of sorted elements is
similar in both figures, and the survival rates have a similar
size when considering the “survive” to “all” ratio. However,
considerable differences appear for 3- and 4-zero candi-
dates, shown in the lower-left and lower-right panels,
respectively. The survival rates (as “survive” to “all” ratio)
are larger than in the corresponding cases in Fig. 8, most

FIG. 12. The three most commonly found n-zero textures using
the optimizer search algorithm of Sec. III D 1 for n ¼ 2 (top) and
3 (middle). For n ¼ 4, all cases found are consistent with the
texture shown in the bottom. The counts above each figure
represent the number of times the texture occurs in the surviving
cases of Fig. 11. These counts also consider equivalent textures
due to row permutations. The figures are sorted from most
common on the left and descending to the right. The gray squares
correspond to values shown in Fig. 11 to the right of the gray
dashed vertical line (2-zero, 3-zero, and 4-zero cases).

ROLLING DOWN THE LEPTONIC BSM LANDSCAPE USING … PHYS. REV. D 114, 075037 (2026)

075037-17



notably for 4-zero candidates where a few cases were
found. In the case of 3-zero candidates, the surviving
cases, indeed, have three elements that are much smaller
than the other six as one would expect. Similarly, for
4-zero candidates, all the textures collected have four
elements always smaller than the other five. The surviving
cases have a narrower variation for the elements to the
right of the gray dashed line, when compared to the other
1-, 2-, and 3-zero candidates, but this could be related to
the low surviving rate. For all four panels shown in
Fig. 11, we see that optimization using the nonvanishing-
counting loss function of Eq. (25) gives results that most
of the time consistently minimize only the indicated
number of elements. The reason for this is that this type
of loss function identifies the number of elements being

minimized and, at the end of optimization, reports the
number of elements that were not minimized. The three
most commonly surviving textures found using the algo-
rithm described here are shown in Fig. 12 for n ¼ 2 and 3.
In the case of n ¼ 4, all the surviving textures are
permutations of the textures displayed in the bottom
row of Fig. 12. Counts for the number of times each
texture occurs are shown above each case, counting also
equivalent textures that are row permutations of the cases
displayed.
In the following, we show examples of surviving

matrices with 2-, 3-, and 4-zero textures with their
corresponding values for the mixing angles and mν,
obtained in the same way as in Sec. III D 1, with the same
solution for the ambiguity of δCP:

Mν
D

10−2 eV
¼

0
B@

0.5375þ 0.47302i −2.71315 − 1.77586i −2.77915 − 1.8634i

0.37786 − 0.38321i 0 −0.62809þ 0.71107i

0 −0.89509þ 0.94085i −0.57059þ 0.74175i

1
CA;

s212 ¼ 0.3143; s223 ¼ 0.4819; s213 ¼ 0.02249; δCP ¼ 187.35°; J ¼ −0.0043512;

Δm2
21 ¼ 7.588 × 10−5 eV2; Δm2

31 ¼ 2.521 × 10−3 eV2; mν ¼ 8.9570 × 10−3 eV; ð33Þ

Mν
D

10−2 eV
¼

0
B@

−0.55823 − 0.53543i 3.30143 − 0.56209i 3.54834 − 0.61742i

−0.5523þ 0.05066i −0.75365 − 0.12562i 0

0 −0.74915 − 0.24974i 0

1
CA;

s212 ¼ 0.3074; s223 ¼ 0.4875; s213 ¼ 0.02249; δCP ¼ 237.83°; J ¼ −0.02862;

Δm2
21 ¼ 7.49 × 10−5 eV2; Δm2

31 ¼ 2.521 × 10−3 eV2; mν ¼ 9.5179 × 10−3 eV; ð34Þ

Mν
D

10−2 eV
¼

0
B@

1.56882þ 0.0048i 0 0

0 2.17863þ 0.01456i 0

−0.74382 − 0.05517i 3.06548þ 0.02102i 3.93054þ 0.02678i

1
CA;

s212 ¼ 0.3188; s223 ¼ 0.4708; s213 ¼ 0.02248; δCP ¼ 180.0°; J ¼ 0.0;

Δm2
21 ¼ 7.556 × 10−5 eV2; Δm2

31 ¼ 2.521 × 10−3 eV2; mν ¼ 1.7371 × 10−2 eV: ð35Þ

3. Comparison of n-zero texture searches

The two methods discussed in Sec. III D to search for
n-zero textures differ mainly in two ways, i.e., the selection
of the initial parameters and the choice of loss function. In
the case described in Sec. III D 1, we first randomly set
parameter values in search of neutrino mass matrices where
n elements have absolute values significantly smaller than
the other 9 − n. Then, we use a loss function that directly
minimizes only those n elements. For the method of
Sec. III D 2, we take the neutrino mass matrices as they
come from the initialization and apply a loss function that
counts the number of elements below and above some
threshold. Then, we apply a second minimization to make

the n smallest elements as close to 0 as possible. In both
cases, we set conditions for the acceptable textures, such as
having no rows or columns full of vanishing elements in the
neutrino mass matrix.
The result of these discussions is that we see that for the

most common cases, i.e., 1- and 2-zero textures, the sizes of
the elements are roughly the same for both methods, with
the number of surviving matrices having almost exactly the
same proportions. Furthermore, in the case of 3-zero
textures, we see that the search of Sec. III D 1 yields
mostly matrices with four values smaller than the rest. This
is not repeated in the case where we search for matrices
using optimization, where the 3-zero texture cases all have
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consistently three elements much smaller than the other six.
Additionally, in the top rows of Figs. 9 and 12, we see that
for 2-zero textures the three most common configurations
are actually the same in both searches. When comparing the
three most common configurations for 3-zero textures,
shown in the second row of the same figures, we see that
the most common 3-zero texture found in Sec. III D 1
matches the third most common 3-zero texture found in
Sec. III D 2, while the other two configurations are differ-
ent. Perhaps the most interesting difference is that the
search using optimization actually yields usable 4-zero
textures at a rate of 10 out of 50, while the random search
yields no usable matrix out of 500, indicating that 4-zero
textures are not easy to find from random searches.
Interestingly, the identified 4-zero textures have the addi-
tional result that the Jarlskog invariant is predicted as J ¼ 0
unlike the other textures found. One problematic point of
the search using optimization is the inefficiency of perform-
ing first one optimization to identify the number of
vanishing elements and then one more optimization to
obtain a matrix where those elements are significantly
smaller than the others. Lastly, we want to comment that the
textures and their frequencies as determined in these
searches have a dependence on the choice of weak basis.
Therefore, we can claim that these results are meaningful
only under the assumptions described at the beginning of
this section. However, we expect this technique to be more
informative in cases where additional theoretical details
provide assumptions that are more consequential than the
ones considered here.

IV. DISCUSSION

Up to this point, we have made a connection between
ML techniques and elements in a simple SM extension to
obtain Dirac neutrino mass matrices. While the purpose of
this work is focused on methods and their applications as a
proof of concept and demonstration, the processes detailed
here can be adapted for further more specific discussions
concerning different origins of neutrino masses. A simple
example is already seen from the initialization itself, where
differences between elements of the mass matrix elements
already suggest a symmetry between μ-τ families.
Moreover, there is an interesting tendency to have similarly
valuedMν

D12 andM
ν
D13 which is not repeated forM

ν
D21 and

Mν
D31, and happens more commonly than any other

differences. However, what may be the most interesting
use of ML technique is the design of loss functions that
could automatically use optimization to look for suitable
cases. One example of this is the search of n-zero textures
by counting (non)vanishing mass matrix elements. Finding
specific forms of mass matrices could be used to inform the
search of symmetries. One could start with a much more
general setup, allowing many couplings, mass terms, and
parameters, and then design a suitable loss function to find
coincidences or unnecessary parameters. This could lead to

a simpler model that is driven by current data. Additionally
in our case, the parameters from the model have been
included in the optimization. Therefore, optimization has
given us information on suitable choices of parameters, as
well as disfavored regions. It has also revealed parameters
that make no difference and have no effect on the
optimization process. This could be employed in the
aforementioned point about deciding which parameters
are really relevant for the model.
While this particular work has employed many sim-

plifying assumptions that somewhat reduce the mean-
ingfulness of physical interpretations, we believe that the
technique presented here could benefit theoretical searches
that are more purposeful. The methodology contained in
this work can be a step toward more AI-inspired improve-
ments. Namely, given the type of data generated here, we
can envision future extensions where we could apply
symbolic regression to infer more involved relationships
between parameters or between mass elements, resulting
in symbolic expressions that could inspire theoretical
formulations, or at least simplify searches for suitable
parameters via other numerical methods. Additionally, the
parameters and particular forms of neutrino mass matrices
that were obtained here can be used to train deep neural
networks that would be able to explore the parameter
space much faster and predict where certain forms of
neutrino masses could be found. This would certainly be
useful in models with a large number of parameters as it
could learn the relationship between model parameters,
predictions, and desirable features, allowing fast predic-
tions of suitable parameters that would later be checked
against the full calculation. We have left some of these
opportunities as possible future extensions of this work
which we plan to explore.

V. CONCLUSION

Neutrinos remain one of the most mysterious particles
of the SM of particle physics. They are part of it, but their
description remains incomplete. Numerous experiments
indicate that neutrinos are massive and oscillate while they
propagate. Additionally, future experiments promise to
further constrain the involved observables. With no lead-
ing candidate to extend the SM to explain neutrino
masses, one may wonder if by developing new methods
to relate available results and proposed theories it could be
possible to shed light on properties that may not be found
using traditional methods. While we do not claim to have
found any of these new properties, we have presented a
method for the applications of ML techniques to the
objects involved in BSM extensions for massive (Dirac)
neutrinos. We have explained the role played by tools such
as initialization, optimization, and the loss function, as
well as presented different loss functions with the objec-
tive of exploring different results. This permitted us to
explore theoretical variables and shapes of the neutrino
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mass matrix that are allowed by constraints from neutrino
data, namely, from oscillation parameters and neutrino
mass scale. We started with a random baseline, which
practically defined our proposed initialization. From there,
we moved optimization of neutrino mass matrices using
specific loss functions crafted to achieve some textures
with different degrees of specificity. In some cases, we
specified exactly which elements we wanted to be equal or
wanted to vanish, but in another case we let the opti-
mization itself decide how many and which parameters
should vanish based on experimental constraints. We see
this proposal as one step more in opening possible ways of
thinking about the relationship between our observations
and the theories we propose to explain them. This is
thanks to the development of new methods and technol-
ogies aimed at letting computers explore different pos-
sibilities in automated ways, guided by objectives that
have been decided by researchers. Furthermore, this can
also be seen as one step toward methods that may one day
employ actual artificial intelligence in the discovery of

new and interesting relationships from data as we obtain
from experiments.
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