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Galactic binaries are expected to be the most numerous LISA sources and to produce a stochastic
gravitational-wave foreground whose spectral shape encodes information about the underlying population.
Extracting this information with standard hierarchical methods is challenging due to the high dimension-
ality of the problem and the computational cost of global-fit analyses. We present a simulation-
based inference framework to measure the population properties of Galactic binaries directly from the
reconstructed foreground. Adopting an astrophysically agnostic parametrization in the observable space—
defined by signal amplitude, frequency, and frequency derivative—we generate synthetic catalogs and
foreground spectra using a global-fit-inspired subtraction algorithm. We then train a neural posterior
estimator to map spectra to population parameters. We validate our method on simulated data and recover
population parameters with good accuracy, including the total number of binaries. As a byproduct, we
present a GPU-accelerated version of the subtraction algorithm, which delivers a ∼102 × speed-up
compared to previous implementations in the literature. Our results demonstrate that LISA’s stochastic
foreground alone carries significant information about the Galactic binary population and provide a
practical step toward joint inference from resolved and unresolved sources.
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I. INTRODUCTION

The Laser Interferometer Space Antenna (LISA) is a
space-based gravitational-wave observatory designed to
detect gravitational waves (GWs) in the frequency band
from 10−4 Hz to 10−1 Hz [1]. Among the targeted astro-
physical sources, Galactic binaries (GBs), mostly double
white dwarfs (DWDs), are expected to be the most
abundant, with the Milky Way and its satellites containing
up to Oð107Þ such systems [2–8]. Their continuous GW
emission will form a confusion noise, usually referred to
as the Galactic foreground. Around 1 mHz, this Galactic
foreground is expected to dominate over the instrumental
noise in the total noise budget when analyzing LISA data.

In addition, about 104 GBs are expected to be individually
resolved. LISA data analysis will be performed by inferring
the properties of resolvable sources, as well as their number
and the total noise level, via a global fit [9–13].
The Galactic foreground is, however, not only an addi-

tional source of noise for the analysis, but also a valuable
source of information about the GB population. Recent
work has explored population inference focusing just on
resolved binaries, e.g., Ref. [14], while Ref. [15] has linked
elemental population properties, such as the overall mass,
to the shape of the confusion noise. Ultimately, astrophysi-
cal inference on the GB population from the global-fit
output will require combining information from the
Galactic foreground and from the resolved sources in a
self-consistent manner [16]. A key ingredient for this is
establishing the relation between the Galactic foreground
and the GB population, which is the goal of this paper.
For completeness, we also mention a complementary
simulation-based approach that operates on realizations
of the LISA data stream [17], without relying on global fits
to perform astrophysical inference.
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We adopt a simulation-based inference (SBI) framework
[18,19] to infer a posterior distribution for the population
parameters Λ, given the observed confusion noise SnðfÞ.
SBI methods do not require an explicit likelihood function,
as they rely on forward simulations to learn the mapping
between parameters and data. This approach is particularly
well suited to our case, where the probability pðSnðfÞjΛÞ is
not analytically tractable. A similar inference paradigm has
already been applied in Ref. [20] to the inference of
stochastic backgrounds in LISA, though it also focuses
on cosmological signals rather than just astrophysical ones.
We simulate foregrounds using the subtraction algorithm

first presented in Ref. [21], which is explicitly designed to
mimic an idealized global-fit-like process. The algorithm
progressively identifies resolvable sources in the data, thus
providing an optimistic but also realistic estimate of the
remaining foreground. Relative to the original implemen-
tation [21], we optimized the code by exploiting GPU
parallelization, leading to a speed-up of a factor of ∼102 in
both data generation and source subtraction. This enables
the processing of a catalog with 107 sources in Oð1 minÞ.
We generate mock catalogs using astrophysically agnos-

tic population models. In particular, we directly parametrize
the GB population in terms of observable quantities—
namely, the binary frequency, its time derivative, and the
signal amplitude. Working directly in this observable space
reduces uncertainties associated with astrophysical model-
ing while retaining the flexibility to capture a wide range of
astrophysical scenarios. Our parametrization is inspired by
existing astrophysical population models and is able to
accurately reproduce their predictions, as demonstrated by
comparison with the catalog of Ref. [2].
We test our method on a suite of simulated foregrounds.

For these tests, we further employ a Markov chain
Monte Carlo (MCMC) reconstruction of the power spectral
density (PSD) [22] to mimic a realistic inference from a
global-fit output, in which the foreground is not directly
observed but instead inferred. We successfully recover the
parameters of the injected foregrounds, including the total
number of sources. We find that the parameters governing
the frequency and amplitude distributions are better con-
strained than others, indicating that certain aspects of the
population have a more pronounced impact on the shape
of the foreground. When applying our method to the
simulations of Ref. [2], we identify and address technical
challenges that must be overcome when relating the fore-
ground inferred from a global fit to the underlying
astrophysical population.
This paper is organized as follows: In Sec. II, we

describe the parametrization for the population and the
strategy adopted to generate mock catalogs. In Sec. III, we
present our SBI framework. In Sec. IV, we present the
results of our analysis, detailing the performance and
validation of our method. Finally, in Sec. V, we summarize
our findings and discuss their implications.

II. GALACTIC BINARIES

A. Signal parametrization

GW emission from GBs is characterized by the
parameters

θ ¼ fA; f; ḟ; ι;ϕ0;ψ ; λ; βg∶ ð1Þ

namely, the amplitudeA, frequency f, frequency derivative
ḟ, inclination ι, initial phase ϕ0, polarization ψ , ecliptic
longitude λ, and ecliptic latitude β. We restrict ourselves to
GBs on quasicircular orbits, as systems with significant
eccentricity are expected to be extremely rare (≲0.1% of
the total) [23,24]. The GW signal emitted by the source is

hþðtÞ ¼
1

2
Að1þ cos2ιÞ cosϕðtÞ;

h×ðtÞ ¼ A cos ι sinϕðtÞ; ð2Þ

where the phase ϕðtÞ can be Taylor-expanded to first
order—i.e.,

ϕðtÞ ≃ ϕ0 þ 2πftþ πḟt2: ð3Þ

The ecliptic coordinates specify the sky position of the
source in the Solar System barycenter frame and, together
with the polarization angle, enter the LISA response
function [25].
Under the assumption that the binary evolution is

entirely driven by energy loss due to GW emission, one
has ḟ ¼ ḟgw, with

ḟgw ¼ 96

5
π8=3M5=3f11=3 ð4Þ

and

A ¼ 2M5=3π2=3

dL
f2=3; ð5Þ

where M ¼ ðm1m2Þ3=5ðm1 þm2Þ−1=5 is the chirp mass of
the binary and dL is the luminosity distance.
In general, the evolution of GBs is influenced by a

variety of astrophysical processes, like matter interactions,
that can significantly alter their behavior, thus leading to
deviations from the above relations—i.e.,

ḟ ¼ ḟgw þ ḟastro: ð6Þ

In the case of DWDs, for instance, tidal torques and mass
transfer are the main contributors to ḟastro. Tidal torques act
early in the evolution and drive spin-orbit synchronization,
typically adding a positive contribution to ḟ [26–28]. If the
separation of the binaries becomes sufficiently small, the
less massive star overfills its Roche lobe and starts
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transferring mass to its companion. Mass transfer can
lead to two qualitatively different outcomes: if unstable, it
drives a rapid coalescence, hence reducing the number of
detectable sources which, if stable, can produce long-
lived interacting systems (AM CVn-like binaries [29])
that outspiral [5,29–32], hence ḟ < 0. Incorporating these
effects into a semianalytic evolutionary model applied to
a simulated population of DWDs at formation, Ref. [5]
showed that the resulting foreground can differ signifi-
cantly from that obtained under GW-driven evolu-
tion alone.
State-of-the-artGB catalogs are producedwith population-

synthesis codes [2,4,33,34], based on cosmological sim-
ulations of the Milky Way and prescriptions of stellar
evolution. In the GW-only scenario, the conversion from
(M; dL) to the observables (ḟ;A) is through Eqs. (4)
and (5). For interacting systems, a common approach is to
couple synthesis outputs with semianalytical evolutionary
models [5,26,35,36], which are physically motivated but
inevitably rely on model-dependent assumptions.
Since the observable space (f; ḟ;A) is the one actually

probed by LISA and enters in the waveform model, we
instead adopt a complementary strategy to directly model
the population in this space, without relying on specific
astrophysical assumptions. This allows for a flexible para-
metrization able to describe a broad range of physical
scenarios without committing to a specific stellar evolution
prescription.

B. Population model

We model the GB population distribution ppopðθjΛÞ,
where θ ¼ ff; ḟ;Ag are the observables and Λ are the
population parameters. In particular, we construct this
parametrization with the goal of capturing the main features
of existing state-of-the-art catalogs while remaining as
agnostic as possible regarding the underlying astrophysics
of binary evolution. Specifically, we do not assume
Eqs. (4)–(6) to relate ḟ and A to f.
Our modeling choices are summarized in Table I and are

guided by Ref. [2], which provides a realistic astrophysical
catalog of DWDs in a Milky Way–like galaxy, obtained by

combining binary population synthesis with cosmological
simulations [37]. This catalog, shown in red in Fig. 1,
includes approximately 7.5 × 106 DWDs evolved under the
assumption of purely GW-driven evolution. Throughout the
rest of this work, we focus on DWD-like populations with
ḟ > 0, but stress that our approach can be easily general-
ized to more complex astrophysical scenarios, including
multiple kinds of GBs.
The marginal distribution of f exhibits a decaying

behavior that can be reasonably described by a power
law. This assumption follows from simple orbital scalings:
the orbital period scales with the separation as P ∝ a3=2 [4],
whereas the separation itself is also expected to follow a
power-law distribution [38]. Observations of binary white
dwarfs from the Sloan Digital Sky Survey [39] and the
ESO-VLT Supernova-Ia Progenitor Survey support this
behavior [40,41].

FIG. 1. Comparison between the astrophysical catalog of
Ref. [2] (red) and a simulated catalog (blue) generated by our
population model assuming Λ¼fαPL¼−2.9;αΓ¼1.96;μΓ¼−21;
βΓ¼1.8;μ¼−22;σ¼0.18;ϱ¼0.99;Nb¼7.5×106g.

TABLE I. Building blocks of the population distribution ppopðθjΛÞ used in this work. The corresponding prior
distributions are indicated in the right column; the remaining priors are μΓ ∼ Uð−22;−20Þ, μ ∼ Uð−23;−21Þ,
ϱ ∼ Uð0; 1Þ, and Nb ∼ Uð5 × 106; 30 × 106Þ.

Population distribution Prior range

Power law
pðfjαPLÞ ∝

�
fαPL ; 0.1 mHz ≤ f ≤ 10 mHz;
0; otherwise

αPL ∼ Uð−4;−2Þ

Gamma pð ˜̇fjαΓ; βΓÞ ¼ β
αΓ
Γ

ΓðαΓÞ
˜̇f
αΓ−1e−βΓ

˜̇f αΓ; βΓ ∼ Uð1; 3Þ

Log-normal pðÃjσÞ ¼ 1
Ã

ffiffiffiffi
2π

p
σ
exp½− ðln ÃÞ2

2σ2
� σ ∼ Uð0.1; 0.3Þ
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Inspecting the marginal distribution of log ḟ reveals that
the rescaled quantity

˜̇f ¼ log10

�
ḟ

Hz s−1

�
− μΓ ð7Þ

closely resembles a gamma distribution, characterized by a
concentration parameter αΓ and a rate parameter βΓ.
The strong correlation between amplitude and frequency,

which arises from Eq. (5), shown in Fig. 1, can be absorbed
by defining the rescaled logarithmic amplitude

Ã ¼ log10

��
f
Hz

�
−2=3

A
�
− μ: ð8Þ

We then model the rescaled amplitude Ã as a log-normal
distribution characterized by a standard deviation σ.
Similar rescaling techniques do not appear to perform

well in modeling the correlation between frequency and
frequency derivative. We therefore model the f-ḟ correla-
tion using a Gaussian copula [42], which depends on a
correlation coefficient ϱ∈ ½0; 1Þ (see Appendix A for
details). With this choice, the resulting model can accom-
modate a wide range of correlations, thereby allowing for
deviations from purely GW-driven evolution.
Overall, our population model depends on eight dimen-

sionless parameters

Λ ¼ fαPL; αΓ; βΓ; μΓ; μ; σ; ϱ; Nbg; ð9Þ

where the first seven population parameters characterize the
population distribution as described above, and Nb is the
overall number of binaries, which also needs to be inferred
from the data. Sampling the joint distribution ppopðθjΛÞ
requires drawing samples from the marginal distributions

of f, ˜̇f, and Ã, rescaling back to ḟ andA, and applying the
copula to construct pðf; ḟÞ. The prior pðΛÞ is defined as a
product of independent uniform priors with ranges listed
in Table I. For Nb, we assume a uniform prior in the range
½5; 30� × 106 in order to avoid unbalanced datasets in the
subsequent inference. This choice is motivated by current
astrophysical predictions, e.g., Refs. [2,4].
Returning to Fig. 1, we overplot in blue the distribution

obtained with our population model for Λ¼fαPL ¼−2.9;
αΓ ¼ 1.96;μΓ ¼−21;βΓ ¼ 1.8;μ¼−22;σ¼ 0.18;ϱ¼ 0.99;
Nb ¼ 7.5×106g. This demonstrates that the parametriza-
tion described above is able to capture the main features of
the astrophysical catalog, in terms of both marginal dis-
tributions and correlations. We stress that this comparison
serves only as a consistency check, as no fitting procedure
has been performed at this stage.
When simulating binaries, we further adopt standard

priors for the extrinsic parameters—e.g., isotropic

distributions for the inclination ι, phase ϕ0, and polarization
ψ . The sky position is directly sampled from the distribu-
tion of Ref. [2], which models a Milky Way–like galaxy
and its satellites, as in Ref. [43]. As long as binaries with
the same frequency are not placed at the same sky location,
this choice does not impact the shape of the foreground. We
verified this by randomly resampling the sky locations and
comparing the resulting outputs. Implicitly, we neglect the
possibility that different regions of the Milky Way may host
distinct populations. This could be straightforwardly incor-
porated by introducing multiple population components,
which we leave for future work.
We conclude this section by briefly reviewing how the

shape of the foreground is affected by some of the
population parameters. Figure 2 shows the characteristic
strain1

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
fSnðfÞ

p
of a set of simulated foregrounds obtained

by varying the power-law index αPL and the number of
binaries Nb, as these parameters are intuitively expected to
have a significant impact on SnðfÞ. We refer to Sec. III for
details on how these simulations were carried out. For
larger values of αPL (i.e., flatter distributions in frequency),
both the amplitude and the peak frequency of the “bump”
increase due to a higher concentration of sources at high
frequencies. We further observe an increase in the steepness
of its high-frequency drop. As further expected, the
amplitude of the foreground increases with the number
of binaries Nb, cf. Ref. [15].

C. Power spectral density

The total PSD is the sum of the instrumental noise and
the Galactic foreground—i.e.,

Snðf;ΛÞ ¼ SinstrðfÞ þ Sgalðf;ΛÞ: ð10Þ

We fix the instrumental noise SinstrðfÞ to the nominal
SciRDv1 LISA sensitivity curve from Ref. [44]; details are
reported in Appendix C.
The Galactic foreground SgalðfÞ is instead generated

with the method described in Sec. III A, which mimics the
process of a global fit and therefore provides a realistic
estimate of the residual foreground after the subtraction of
the resolved sources.
The foreground PSD is time-dependent: the longer the

observation, the more sources are expected to be individu-
ally resolved [21,45]. The observation time Tobs is therefore
a relevant hyperparameter. In this work, we focus on the
result assuming the nominal Tobs ¼ 4 yr for the LISA
mission. We also do not consider the yearly modulations
induced by the spacecraft motion around the Sun, which
make the foreground cyclostationary and dependent on the
spatial distribution of sources [46].

1With little abuse of notation, here SnðfÞ denotes the total PSD
rescaled by the detector response (see Appendix B).
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III. SIMULATION-BASED INFERENCE

A. Simulations

We adopt an SBI framework trained on reconstructing
pðΛjSnÞ, summarized in Fig. 3. We simulate SnðfÞ using
the subtraction strategy first proposed in Ref. [21] and here
presented in Appendix D. In short, the algorithm relies
on an iterative procedure where the total PSD SnðfÞ is
estimated by progressively removing the sources above a
given signal-to-noise ratio (SNR) threshold. The SNR is
computed over the A, E, and T channels of time-delay
interferometry (TDI) [47,48]—i.e.,

ρ2 ¼
X

i∈ fA;E;Tg
hhijhii; ð11Þ

where

hhijhji ¼ 4 Re
Z

fmax

fmin

h̃iðfÞh̃�jðfÞ
Sijn ðfÞ

df ð12Þ

is the usual inner product computed over fmin ¼ 0.1 mHz
and fmax ¼ 10 mHz. We consider a source to be resolvable
if it exceeds the SNR threshold ρth ¼ 7 [5].
Despite its approximate nature, this iterative subtraction

method provides a realistic estimate of the confusion noise,
comparable to what a global-fit pipeline would reconstruct
from the data, without requiring a full LISA global fit.
The key approximation is that the algorithm assumes
perfect knowledge of the source parameters, and therefore

FIG. 2. Characteristic strain sensitivity as a function of selected population parameters. We show the predicted mean for the A channel
assuming αΓ ¼ 2.5, βΓ ¼ 2, μΓ ¼ −20.5, μ ¼ −22, σ ¼ 0.3, and ϱ ¼ 0.85. In the left panel, we vary the spectral index of the frequency
distribution αPL while fixing Nb ¼ 5 × 106. In the right panel, we vary the total number of binaries Nb while fixing αPL ¼ −3.8.

FIG. 3. Flowchart of our inference pipeline. The left column
(blue) depicts the data generation and processing in the training of
the normalizing flow. The right column (teal) shows the inference
phase, where we perform inference over a set of PSD recon-
structions fSng, which can be obtained with different methods
(e.g., GPR or MCMC).
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a perfect subtraction. Addressing imperfect subtraction
and/or source resolvability is deferred to future work.
We do not expect this to significantly impact the results
of this work, because our inference process takes into
account uncertainty estimates in the PSD simulation (see
Sec. III C below).
The PSD is computed with a running-mean estimator

in order to match likelihood-based methods [21,22]. In
Appendix E, we briefly explore the differences between
running-mean and running-median estimators in this con-
text and the relevance of choosing one or the other.
Relative to the original implementation of Ref. [21], we

have ported their code to GPUs, which results in large
computational speedups. The updated code is made pub-
licly available at Ref. [49]. Simulating a catalog of Oð107Þ
sources requires Oð1 minÞ on a single NVIDIA A100

80 Gbyte chip, corresponding to a speedup of ∼102 with
respect to the previous CPU implementation.
GB waveforms are generated using the GBGPU code

[50,51]; see also Ref. [25]. Each waveform is generated in
the frequency domain using N ¼ 128 points around the
central frequency f. We consider a LISA constellation in a
rigid equilateral triangle configuration with the nominal
2.5 × 106 km arm lengths. In this approximation, the noise
covariance matrix is diagonalized by the A, E, and T time-
delay-interferometry variables [47,48,52], where the T
channel is insensitive to GWs and therefore is not consid-
ered later in the inference. Off-diagonal correlations
between channels are expected under realistic spacecraft
orbits [53–55]. Although they are neglected here for
simplicity, as is often done in LISA data-analysis studies,
our method can be straightforwardly extended to account
for such correlations.

B. Coarse-graining of the data

The output of the subtraction algorithm is a frequency
series of the estimated PSD with resolution Δf ¼ 1=Tobs ≃
10−8 Hz. This results in Oð106Þ data points, which is
computationally prohibitive for training SBI. We therefore
coarse-grain the data to effectively downsample our com-
putational problem without a significant loss of information
[15,56–58]. We split the frequency range from 0.1 to
10 mHz into Nbins ¼ 100 logarithmically spaced bins
and take the average spectrum for each channel:

S̃nðfkÞ ¼
1

Nk

X
i∈ Ik

SnðfiÞ; ð13Þ

with

fk ¼
1

Nk

X
i∈ Ik

fi; ð14Þ

where the index k ¼ 1;…; Nbins runs over the bins, Ik
denotes the set of frequency indices in the kth bin, andNk is
the number of frequency samples in the kth bin.
We found Nbins ¼ 100 to be a good compromise for our

application, preserving the main spectral features of the
PSD while keeping the dimensionality of the data manage-
able. To simplify the notation, in the following we refer to
the coarse-grained PSD as SnðfÞ, unless stated.

C. Gaussian process regression

We further optimize our procedure by interpolating the
confusion noise SnðfÞ as a function of the population
parameters Λ using Gaussian process regression (GPR)
[59]. This choice is primarily motivated by computational
limitations: although our forward simulator is relatively fast
(see Appendix D), generating the Oð105Þ simulations
required for SBI training would still be prohibitive.
We treat the confusion noise SnðfÞ in the A and E

channels as a function of the population parameters Λ and
the frequency f and fit it with two independent GPR
models, one for each channel. This optimization is run over
a set of N ¼ 300 coarse-grained simulations from the
subtraction algorithm. More specifically, we denote by
X ¼ fxkgNk¼1 the training input data, where the vectors
xk ¼ ffk;Λkg are formed by concatenating the coarse-
grained frequency array with the population parameters.
We draw the samples Λk from the prior (Table I) using
Latin hypercube sampling [60], which allows for a more
efficient coverage of the parameter space (e.g., Ref. [61]).
We further denote by y ¼ fSnðfÞkgNk¼1 the corresponding
confusion-noise realizations, which constitute the outputs
to be predicted. One therefore has

Snðf;ΛÞ ∼ GP½μðxÞ; kðx;x0ÞjX; y�; ð15Þ

where μðxÞ defines the mean of the GPR, and kðx;x0Þ the
covariance kernel computed between two different inputs.
We adopt the Matern 1=2 kernel, defined as

kðx;x0Þ ¼ σ2 exp

�
−
dðx − x0Þ

l

�
; ð16Þ

where d indicates the Euclidean distance, and l and σ are
free parameters. We empirically found that this choice
provides better results than other commonly used kernels,
including radial basis functions.
The GPR hyperparameters are optimized by maximizing

the marginal log-likelihood [59]

logpðyjX;l; μ; σÞ ∝ −
1

2
yTK−1y −

1

2
log detK; ð17Þ

where K is the kernel covariance matrix with components
Kij ¼ kðxi;xjÞ. Training is regularized by normalizing X
to zero mean and unit variance, and by placing weakly
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informative gamma priors on the kernel parameters:
l; σ ∼ Γð2; 3Þ. Because the inputs are standardized, these
priors mildly favor order-unity values while retaining
broad support, thereby regularizing the optimization and
preventing overfitting (e.g., l → 0) or oversmoothing (e.g.,
l → ∞). Out of the 300 simulations, 10% are left out for
validation.
We use the GPFlow library [62,63] that also leverages

GPU acceleration, and we fit two independent models for
the A, E channels. Each of these fits required Oð2 hÞ of
training on a single NVIDIA A100 80 Gbyte GPU at full
memory load.
Once each GPR is trained, generating a realization

SA;En ðf;Λ0Þ requires sampling from the Gaussian prediction
provided by the interpolator. However, if we naively follow
Eq. (15), each frequency bin would be drawn independ-
ently from a Gaussian distribution with a large variance,
effectively introducing spurious features in the PSD. We
instead take

SA;En ðf;Λ0Þ ¼ μA;EGPRðf;Λ0Þ þ λσA;EGPRðf;Λ0Þ; ð18Þ

where μA;EGPRðf;Λ0Þ and σA;EGPRðf;Λ0Þ are the mean and
standard deviation of the GPR prediction, respectively,
and λ∈R is drawn from a standard normal distribution,
N ð0; 1Þ. Crucially, λ is sampled only once, and it is kept
constant across frequencies. This procedure preserves the
overall shape and smoothness of the predicted PSD, with
fluctuations induced by σA;EGPRðf;Λ0Þ that are correlated
across frequencies. Incorporating the GPR uncertainty in
this way effectively exposes the inference to multiple
plausible realizations of the confusion noise associated
with the same set of population parameters. This strategy

enhances the robustness of the SBI framework against
fluctuations in the estimated PSD. We note, however, that
this approach does not allow for nonsmooth features in the
PSD, which are expected in realistic settings. For com-
pleteness, we note that σGPR also captures uncertainty
arising from the finite size of the training set, which turns
out to be the dominant source of uncertainty in our GPR
model, as we will discuss more quantitatively in Sec. III E.
The left panel of Fig. 4 shows a direct comparison between

a PSD obtained from the subtraction algorithm and the
corresponding GPR prediction for Λ¼fαPL ¼−3.82;
αΓ ¼ 2.5;μΓ ¼−20.5;βΓ ¼ 2;μ¼−21.8;σ¼ 0.24;ϱ¼ 0.85;
Nb ¼ 15×106g. This choice is made for testing purposes,
in order to produce a GB population qualitatively different
from that of Ref. [2]. The mean μGPR closely tracks the
simulation (orange line), while the uncertainty σGPR fully
encompasses the simulation’s variance.

D. Normalizing flow

The core of our inference method makes use of normal-
izing flows [64], which we use to define a surrogate
posterior distribution qϕðΛjSnÞ that approximates the true
posterior pðΛjSnÞ, where we take the data Sn ¼ fSAn ; SEng to
be a stack of the coarse-grained PSD in the A and E
channels. The surrogate qϕðΛjSnÞ is constructed by means
of an invertible map fϕ that transforms it into a standard
normal distribution:

pðΛjSnÞ ≃ qϕðΛjSnÞ

¼ N ½fϕðΛ; SnÞ�
���� det

�
∂fϕðΛ; SnÞ

∂Λ

�����: ð19Þ

FIG. 4. Left: Comparison between the signal SAn ðfÞ obtained from the subtraction algorithm (red) and the corresponding GPR
prediction (blue) for Λ¼ fαPL ¼ −3.82;αΓ ¼ 2.5;μΓ ¼ −20.5;βΓ ¼ 2;μ¼ −21.8;σ ¼ 0.24;ϱ¼ 0.85;Nb ¼ 15× 106g. Right: MCMC
reconstructions of the Galactic foreground from the same test simulation using the base model (red) and the splines (blue). The solid
lines are given by averaging over posterior draws, while the uncertainity (shaded area) is computed as the 1σ over the same draws times a
factor of 100 (10) for the base (spline) model for visualization purposes.
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The map fϕ is modeled as a concatenation of 16 affine
coupling layers [65] whose parameters ϕ are optimized
during the training phase, as implemented in the HYPERION

sampler [66,67]. We condition the flow on the data Sn using
an embedding network that combines both channels,
extracting a lower-dimensional representation of their
relevant features, which is then fed as auxiliary input to
each coupling layer; see, e.g., Refs. [66,68]. Our embed-
ding module is a convolutional neural network with the
architecture summarized in Table II.
We jointly train the flow and the neural network by

minimizing the Kullback-Leibler (KL) divergence between
the target posterior and the flow surrogate, written as the
negative log-likelihood of the flow:

KLðp; qϕÞ ¼ E½pðSnÞ�

Z
dΛpðΛjSnÞ log

�
pðΛjSnÞ
qϕðΛjSnÞ

�

≃ −
1

N

XN
i¼1

log qϕ
	
ΛðiÞjSðiÞn



: ð20Þ

We simulate a training dataset composed of N ¼ 105

samples, fðΛðiÞ; SðiÞn ÞgNi¼1, where the Λ’s are drawn from
the prior pðΛÞ, and the Sn’s are obtained from the GPR
predictions. During training, we augment the dataset by
incorporating the GPR uncertainty as described in
Sec. III C, so that the network is exposed to multiple
realizations of the confusion noise for the same population
parameters. Using the same procedure, we generate an
additional 104 samples for validation.
The model is trained for 500 epochs using the Adam

optimizer [69], a batch size of 256, and an initial learning

rate η ¼ 10−4, which is reduced by a factor of 2 whenever
the validation loss fails to improve for 20 consecutive
epochs. The number of epochs is chosen empirically to
avoid overfitting, which is monitored by tracking the
training and validation losses, as shown in Fig. 5. No
significant overfitting is indeed observed, as the valida-
tion loss closely follows the training loss, indicating
good convergence of the optimization process. The sharp
drops in both losses correspond to reductions in the
learning rate.

E. Internal validation

We internally validate our end-to-end pipeline to dem-
onstrate that it achieves accurate Bayesian coverage. To this
end, we generate posterior samples from the surrogate
posterior qϕðΛjSnðfÞÞ by drawing samples from a standard
normal distribution and applying the inverse of the map fϕ
defined in Eq. (19). Since each SnðfÞ is generated via the
GPR model, we account for its uncertainty by combining
posterior samples obtained from multiple realizations, in
analogy with the data augmentation procedure. We indicate

by SðλÞn ðfÞ the PSD generated using the same μGPR and σGPR
but different λ [cf. Eq. (18)]. One has

pðΛjfSnðfÞgÞ ¼
Z

dλpðΛjSðλÞn ðfÞ; λÞpðλÞ≃

≃
1

Nλ

XNλ

n¼1

qϕðΛjSðλÞn ðfÞÞ; ð21Þ

where Nλ denotes the number of different realizations.
We treat each foreground realization as an independent
input and average the resulting posteriors—i.e., we
approximate the integral in Eq. (21) by stacking 103

posterior samples from Nλ ¼ 103 PSD draws. In practice,
this procedure marginalizes over the GPR prediction,

TABLE II. Architecture of the embedding network. The input
shape corresponds to the A and E channels of the coarse-grained
spectrum; B indicates the batch size.

Layer Parameters Output shape

Input � � � ðB; 2; 100Þ
BatchNorm1d ðB; 2; 100Þ
Conv1d kernel_size = 10 ðB; 32; 91Þ
ELU � � �
BatchNorm1d ðB; 32; 91Þ
Conv1d kernel_size = 10 ðB; 64; 82Þ
ELU � � �
BatchNorm1d ðB; 64; 82Þ
Conv1d kernel_size = 10 ðB; 128; 73Þ
ELU � � �
BatchNorm1d ðB; 128; 73Þ
Flatten � � � ðB; 9344Þ
Linear ðB; 128Þ
ELU � � �
Linear ðB; 128Þ
ELU � � �

FIG. 5. Training (blue) and validation (red) losses as a function
of the epoch number (left y-axis). The dashed line indicates the
learning rate η (right y-axis).
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thereby improving the robustness of our inference. We
emphasize that this is exactly the approach we would adopt
when combining posterior samples from a global-fit analy-
sis, where one would have a set of curves drawn from the
posterior for the parameters of SgalðfÞ and SinstrðfÞ.
We first validate the statistical calibration of our infer-

ence framework by analyzing 100 independent test simu-
lations, with Λ drawn from the prior. The results are
summarized in the probability-probability (p-p) plot shown
in Fig. 6, where we show the cumulative distribution
functions (CDFs) of the fraction of true values contained
within a given credible interval for each parameter. All p-p
curves are consistent with the diagonal within statistical
fluctuations, where a diagonal p-p plot indicates perfect
Bayesian coverage. To further assess statistical coverage,
we compute the p-p curve for the posterior density
pðΛjSnÞ. This approach allows us to probe the calibration
of the full n-dimensional posterior, rather than restricting
the assessment to its marginal projections. The density is
obtained directly from the flow qϕðΛjSnÞ. Figure 6 also
reports the p-values resulting from Kolmogorov-Smirnov
(KS) tests. Using Fisher’s method, we obtain a combined
p-value of 0.425 for the marginals, which—together with
the p-value of 0.502 for logpðΛjSnÞ—suggests no sig-
nificant evidence to reject the null hypothesis of perfect
Bayesian coverage, indicating that our inference framework
is well calibrated.

F. External validation

We further test our model under more realistic conditions
by performing inference on MCMC reconstructions of the
Galactic foreground from a single realization of the LISA
data stream dðfÞ, which contains both instrumental noise
and the sum of unresolved GBs obtained via the subtraction
algorithm. We fit parametric models for SgalðfÞ as in
Ref. [22], while keeping the instrumental noise fixed,
adopting two approaches of increasing complexity.
We first assume the model from Refs. [21,70]:

SgalðfÞ ¼
A
2
fγe−ðf=f1Þα

�
1þ tanh

�
fknee − f

f2

��
; ð22Þ

with parameters ξ ¼ fA; γ; f1; α; fknee; f2g, which we refer
to as our “base model,” and run the inference. Here, γ is
the spectral index (with γ ¼ −7=3 for a population of
quasicircular GBs inspiraling solely due to GW emission
[71]); f1, f2, and α are scaling parameters related to the
population, source-resolvability thresholds, and observa-
tional time; and fknee is the high-frequency cutoff, reflect-
ing the fact that sources at higher frequencies are louder and
therefore more likely to be resolved.
Next, we fix the parameters of the base model to their

maximum likelihood values ξ̄ and add a flexible spline
component [22]. The Galactic foreground is therefore
modeled as

Snðf; ξsplineÞ ¼ Sn;baseðf; ξ̄Þ × 10Sðf;ξsplineÞ; ð23Þ

where ξspline represents the number, positions, and ampli-
tudes of the spline knots, and Sðf; ξsplineÞ is a linear spline
interpolation function. We refer to this modeling approach
as the “spline model.” The spline component is a linear
interpolant in which the number of knots is not fixed
a priori, but rather determined by the data using a
reversible-jump MCMC algorithm [72]. We place uniform
priors on the spline amplitudes between −1 and 1, allowing
for variations of up to 1 order of magnitude around the
base model. We use the Eryn sampler [73] and the Whittle
likelihood, defined as [74]

logLðdjξÞ ¼−
1

2

X
j∈fA;Eg

XNf

i¼1

"
jdjij2
Sjn;iðξÞ

þ logSjn;iðξÞþ log2π

#
:

ð24Þ

We refer the reader to Ref. [22] for details on this spline-
based modeling approach and the adopted reversible-jump
MCMC algorithm. For external validation purposes, we
then feed the curves SnðfÞ, drawn from the MCMC
posterior distributions of both reconstructions, into our
normalizing flow.

FIG. 6. Probability-probability plot obtained from 100 inde-
pendent simulations in the test set. The shaded regions corre-
spond to the 1σ, 2σ, and 3σ confidence intervals for a binomial
distribution. The legend reports the KS-test p-value for each Λ
parameter and the logarithm of the posterior density logpðΛjSnÞ.
The combined p-value of 0.425 is computed with Fisher’s
method using only the marginals.
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An example of such a reconstruction is shown in the right
panel of Fig. 4, where we reconstruct the PSD for a test
simulation with Λ¼fαPL¼−3.82;αΓ¼ 2.5;μΓ¼−20.5;
βΓ¼2;μ¼−21.8;σ¼ 0.24;ϱ¼ 0.85;Nb¼ 15×106g. Both
the base and spline models provide very accurate recon-
structions of the injected signal, with the base model
showing an uncertainty about an order of magnitude lower
than the spline model, which is expected given its larger
flexibility. Comparing against the GPR prediction shown in
the left panel of Fig. 4 illustrates that both reconstructions
capture the smooth features of the PSD. However, the GPR
uncertainty is about an order of magnitude larger than that
of the spline model reconstruction. This implies that, in
the network predictions, the systematic uncertainty intro-
duced by the GPR at the training stage dominates over the
statistical uncertainty. This is likely due to the limited size
of the training simulations used for the GPR, and it could,
in principle, be mitigated by increasing their number at
the expense of more computational resources and longer
processing times. We postpone such an exploration to
future work.

IV. RESULTS

A. Inference on simulations

Figure 7 shows our inference results for the same
simulation already presented in Fig. 4. We perform infer-
ence using both the internal and external validation
methods outlined previously—i.e., conditioning on both
the GPR draws and the MCMC reconstructions. We
combine posterior samples as in Eq. (21), averaging over
Nλ ¼ 103 independent draws of SnðfÞ obtained either from
the GPR model or from the MCMC fit. For the GPR case,
these curves are sampled directly from the predictive
distribution [cf. Eq. (18)], whereas for the base and spline
reconstructions, we first summarize the MCMC posterior
by its mean and standard deviation at each frequency.
The two approaches are in excellent agreement: the

posterior credible regions largely overlap, and the 1D
marginals have comparable widths. The only appreciable
differences are a slight broadening in αPL and μ for the
base-model reconstruction. This consistency reflects the
fact that all three reconstructions capture the same smooth
PSD features (Fig. 4), thereby validating our external
inference procedure, including the approach we use to
marginalize over the GPR uncertainty.
All parameters are well recovered, with nearly Gaussian

marginals centered on the true values. Correlations are
generally weak, with notable anticorrelations in ðαPL; NbÞ,
ðαΓ; βΓÞ, and ðαΓ; μΓÞ, and positive correlations in ðϱ; NbÞ
and ðαPL; σÞ. In particular, the negative correlation between
αPL and Nb is consistent with the behavior described in
Sec. III C. As discussed for Fig. 2, the high-frequency
amplitude of SgalðfÞ increases for flatter power laws (larger
αPL) or for a larger number of sources. We also find mild

correlations involving ϱ, the Gaussian-copula parameter
controlling the joint pðf; ḟÞ distribution. This suggests that
the information carried by the f-ḟ coupling, encoded in the
overall foreground shape, is weakly degenerate with the
specific marginal distributions. Extending the analysis to
include additional effects [Eq. (6)] is left for future work.
Figure 8 shows the posterior-predictive reconstruction of

the source catalog based on the posterior samples of Fig. 7
for the inference on the GPR data. We draw 103 catalogs
from our ppopðθjΛÞ and report the median and the 50% and
90% credible intervals alongside the injected catalog. The
agreement is excellent, with the injected catalog lying
within 1σ of the reconstruction.
Complementing the statistical coverage test in Fig. 6,

we summarize in Fig. 9 the accuracy of our inference by
computing the relative error on the posterior medians across
our test simulations. For Λ ¼ fαPL; μΓ; μ; Nbg, we find
δΛ=Λtrue ≲ 4%. The small relative error achieved by Nb
indicates that the foreground alone carries enough infor-
mation to tightly constrain the total number of Galactic
binaries (resolved and unresolved), thereby informing the
Galactic structure and star-formation history [4,15]. The
parameter ϱ is measured within 50%, suggesting that
robustly constraining the correlation in f-ḟ and therefore
placing constraints on astrophysical effects in GB evolution
[5,14,15,28,34] may require incorporating information
from resolved sources.

B. Inference on astrophysical catalog

We now apply our inference framework to the astro-
physical catalog of Ref. [2]. In this case, the true population
hyperparameters are not known a priori, except for the total
number of sources, Nb ¼ 7.5 × 106. We therefore perform
inference using only the base-model and spline MCMC
reconstructions of the foreground, and we compare the
results in Fig. 10. In contrast to the previous case,
the inferences are not fully consistent with each other:
the posteriors only mildly overlap for most parameters,
with noticeable discrepancies in αPL and μ. This may
indicate a systematic difference between the two PSD
reconstructions for this catalog, which are shown in the
left panel of Fig. 11.
With the base model, we find Nb ¼ 7.61þ0.57

−0.59 × 106,
while with the splines, we find Nb ¼ 6.81þ0.36

−0.36 × 106. The
base model estimate is consistent with the expected value
within uncertainties, whereas the spline-based estimate is
biased low. At the same time, the spline reconstruction
favors a higher αPL due to the anticorrelation between these
parameters.
Other notable differences include the correlation

parameter ϱ, which is favored to be greater for the base
model (ϱ ¼ 0.42þ0.10

−0.10 ) but almost zero for the spline
reconstruction (ϱ ¼ 0.07þ0.07

−0.05 ), and μ, which is shifted to
higher values for the spline fit. The left panel of Fig. 11
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shows that the foreground reconstruction with the splines
exhibits small-scale fluctuations, especially at low fre-
quency, that are absent in the smoother base-model fit.
In this case, the MCMC reconstructions differ qualitatively
from the GPR-based training curves, which explains the
observed biases when applying the flow.

Despite these differences in the posteriors, the posterior-
predictive marginals of the catalog remain broadly com-
patible with the injected population (Fig. 12), even though
we observe a bias in the ḟ distribution for the spline fit, and
alternatively in A distribution for the base model. The joint
f-ḟ distribution is instead poorly recovered by both

FIG. 7. Inference results for the simulated catalog of Fig. 4. We compare posteriors inferred in three different scenarios: direct
conditioning on the GPR simulation (blue), spline model reconstruction of the PSD (light blue), and base model reconstruction of the
PSD (green). Red lines indicate the injected values. Contours refer to the 50% and 90% credible intervals; estimators reported above the
1D marginals refer to medians and the 16th and 84th percentiles of the GPR-based inference.
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reconstructions, mainly due to an underestimation of ϱ,
which might originate from two concurrent effects: the
intrinsic difficulty in constraining the correlation parameter,
and the out-of-distribution features of the MCMC recon-
structions. Indeed, internal validation tests (Fig. 9) indicate
that the correlation parameter appears to be the least well-
constrained parameter, with the observed bias consistent
with the level of statistical uncertainty intrinsic to the

trained model. For a well-calibrated model, we expect this
intrinsic uncertainty to manifest as a broadening of the
posterior, rather than a bias. Since our model does not show
evidence of miscalibration when applied to in-distribution
data (Fig. 6), we therefore interpret the observed bias
mainly as a consequence of the out-of-distribution features
of the MCMC reconstructions, rather than a poor con-
vergence of the network.
To further investigate the differences between the two

inferences, we compare the reconstructed foregrounds
from the posterior samples of Fig. 10. To this end, we
draw 102 samples from the posteriors and generate
the corresponding foregrounds using the GPR model
[cf. Eq. (18)] and show the resulting 90% credible regions
in the right panel of Fig. 11. We find that both recon-
structions are consistent with injection, as the SAn from
the subtraction algorithm lies within the 90% credible
region. More in detail, both reconstructions overlap
at f ≳ 2 mHz—i.e., around the knee of the “bump”—
but differ at lower frequencies, where the spline
reconstruction is slightly lower than the base-model
one. As in Fig. 4, the GPR uncertainty remains larger
than the MCMC one and confirms to be the dominant
source of uncertainty in the network predictions. The
most direct mitigation strategy remains increasing the
number of training simulations; we might as well expect
that in more realistic analyses, the two uncertainities will
become more comparable, in particular, when accounting
for the imperfect knowledge of instrumental noise.
The dicrepancy in the PSD envelope between the spline

MCMC reconstruction and the GPR-based one can further
provide a qualitative diagnostic of the out-of-distribution
behavior of the former. Our current understanding is that
the small-scale fluctuations in the PSD, captured by the
splines around 1 mHz (left panel of Fig. 11) make it out of

FIG. 9. Distribution of the relative error, δΛ=Λ, on the median of the 1D posterior marginals, for each parameter, across 100
independent test simulations. The left axis (blue) refers to αPL, μΓ, μ, and Nb; while the right axis (green) refers to αΓ, βΓ, σ, and ϱ.

FIG. 8. Source catalog reconstruction from the (GPR) posterior
samples of Fig. 7. The injected catalog is shown in blue, while
the posterior-predictive median and its 50% and 90% credible
intervals are shown in cyan. Contours correspond to the 39%,
67.5%, and 86% credible regions.
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distribution for the network, compared to our simulations
(see Sec. III C). This is also the region most sensitive to
changes in αPL and Nb (see, e.g., Fig. 2). By contrast, the
base model is smooth and leads to a better reconstruction
of the astrophysical population, although it may not have
sufficient flexibility to reproduce the PSD generated by
this population. At the same time, the parametrization

chosen for the amplitude distribution could be causing a
mismatch in its reconstruction, since the population of
Ref. [2] exhibits a tail toward lower amplitudes due to
sources in satellites. Future work will investigate the
impact of these different aspects and how to mitigate
them, enhancing the reliability of this framework on
global-fit outputs.

FIG. 10. Inference on the astrophysical catalog of Ref. [2] using the base-model (green) and spline (light blue) reconstructions of the
foreground. The vertical red line indicates the total number of sources in the catalog. Contours refer to the 50% and 90% credible
intervals; estimators reported above the 1D marginals refer to medians and the 16th and 84th percentiles.
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V. CONCLUSIONS

We presented a simulation-based inference framework to
recover population properties of GBs from the confusion-
noise PSD alone. This targets a key challenge for LISA data
analysis: extracting population information accounting
for unresolved sources, coupled to resolved ones in
global-fit outputs. Starting from a parametric ansatz for

the population model ppopðθjΛÞ in the observable space,
with θ ¼ ff; ḟ;Ag, we use a forward simulator to map
population parameters to SgalðfÞ and train a neural posterior
estimator to invert that mapping. From a hierarchical
inference perspective, our approach is a crucial step toward
modeling the likelihood pðdjfθig; Sgal;ΛÞ [16] over
resolved sources, foreground, and population parameters.

FIG. 12. Source catalog reconstruction from the posterior samples of Fig. 10, using the spline model (left) and the base model (right).
The injected catalog is shown in blue, while the posterior-predictive median and its 50% and 90% credible intervals are shown in cyan
(green) for the spline (base-model) inference. Contours refer to the 39%, 67.5%, and 86% credible regions.

FIG. 11. Left: MCMC reconstructions of the Galactic foreground from the astrophysical catalog of Ref. [2] using the base model (red)
and the splines (blue). Note that confidence intervals have been exaggerated by a factor of 100 for readability purposes. Right:
Comparison between the true SnðfÞ obtained from the subtraction algorithm (solid line) and the reconstructed one from the posterior
samples of Fig. 10 using splines (blue) and the base model (red). The shaded regions are obtained by drawing 102 samples from the
posterior and generating the corresponding foreground from the GPR [cf. Eq. (18)].
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The feasibility of this study crucially relies on the
optimized implementation of the subtraction algorithm
[21], which allows the simulation of stochastic foregrounds
from catalogs with Oð107Þ sources within a hundred
seconds on a single GPU. This performance makes
large-scale simulation campaigns practical and opens the
door to a wide range of applications in LISA data analysis,
from population inference to studies of detectability and
parameter estimation of other stochastic gravitational-wave
backgrounds. The optimized implementation of the sub-
straction algorithmn developed for this paper is made
publicly available at Ref. [49].
On the modeling side, we put forward an agnostic

parametrization for ppopðθjΛÞ, informed by the astrophysi-
cal catalog of Ref. [2]. We relax the relation between f-ḟ by
adopting a Gaussian copula description, instead of assum-
ing a GW-driven inspiral as in Eqs. (4)–(6). This choice
minimizes astrophysical assumptions and mitigates poten-
tial modeling systematics while retaining sufficient flexi-
bility to capture a variety of astrophysical scenarios.
We showed that our parametrization is able to capture
the main features of the astrophysical catalog, while it can
be easily and straightforwardly extended to include addi-
tional components, such as astrophysical contributions to ḟ
[cf. Eq. (6)], negative-ḟ sources [5], or multiple subpopu-
lations. More complex scenarios, including the presence of
Milky Way satellites [3,46], could also be incorporated and
may leave distinctive imprints on the shape of the confusion
foreground [15,75]. A systematic investigation of these
effects is, however, beyond the scope of this work, and is
left to future studies.
Using an extensive validation set of simulations, we

demonstrated that the confusion noise encodes measurable
information about the underlying population. In particular,
we observed that several population parameters can be
recovered with relative uncertainties of a few percent, with
the total number of sources Nb emerging as one of the best
constrained parameters. We further tested the robustness
of the framework in a more realistic setting by performing
inference on global-fit-like outputs, showing that mean-
ingful population constraints can still be obtained. We
emphasize, however, that the accuracy of the inferred
population requires consistency between the PSD recon-
structions used at inference time and those employed
during training, as it turns out to be extremely delicate.
As shown by our tests on astrophysical catalogs, mis-
matches in the smoothness or spectral features of the
reconstructed foreground can introduce biases, highlighting
the importance of a coherent treatment of PSD modeling
throughout the pipeline. In particular, simulating the spline
behavior with better accuracy at the training stage would
likely improve the inference, and we leave it as future work.
In addition, we might explore even more complex
ppopðθjΛÞ parametrizations to capture with greater faithful-
ness the astrophysical features of catalogs, which might be

responsible for some of the observed differences between
the inferences on MCMC fits and GPR predictions.
The present study is subject to other limitations, which

can nevertheless be tackled. More in detail, we assumed
a perfect subtraction of resolvable sources and perfect
knowledge of the instrumental noise spectrum. In realistic
LISA observations, uncertainties in the instrumental noise
will inevitably introduce degeneracies with the confusion
foreground, potentially impacting inference. Accounting
for these effects will require a joint treatment of instru-
mental and astrophysical noise components within the
inference framework. Furthermore, when subtracting
the sources, we assumed a hard threshold in SNR for
resolvabilty. This can be relaxed by moving to a prob-
abilistic treatment of resolvability, which would account
for some sources remaining unresolved and therefore
contribute to the foreground.
Several extensions of this work are therefore natural.

Future developments will further include the impact of
the yearly modulation induced by LISA’s orbital motion
into the foreground, which might help in disentangling
instrumental noise uncertainties. Moreover, recent studies
[76,77] have explored the idea of mapping nonparametric
reconstructions of population properties into parametric
models. Combining such approaches with the framework
presented here may provide a promising route to connect
agnostic population parametrizations with physically moti-
vated descriptions. Future work will explore a broader
range of astrophysical models to ensure that the adopted
parametrization is sufficiently flexible to capture them,
enabling a faithful representation of the GB population
and allowing such a mapping procedure to be used for
model selection. Finally, we note that the methods
presented in this work could, in principle, be exploited
directly at the level of global-fit pipelines in terms of
population-informed priors, which might improve their
robustness and overall performance.

ACKNOWLEDGMENTS

We thank Tristan Bruel, Fabiola Cocchiararo, Jonathan
Gair, Astrid Lamberts, and Rodrigo Tenorio for discussions.
F. D. S., A. T., and D. G. are supported by ERC Starting
Grant No. 945155—GWmining, Cariplo Foundation Grant
No. 2021-0555, MUR PRIN Grant No. 2022-Z9X4XS,
Italian-French University (UIF/UFI) Grant No. 2025-C3-
386, MURGrant “Progetto Dipartimenti di Eccellenza 2023-
2027” (BiCoQ), and the ICSC National Research Centre
funded by NextGenerationEU. A. S. is supported by the
German Space Agency (DLR) with funding from the
Bundesministerium für Wirtschaft und Klimaschutz, based
on a decision of the Deutsche Bundestag (Project Ref.
No. FKZ 50 OQ 2301). A. T. and D. G. are supported by
MUR Young Researchers Grant No. SOE2024-0000125.
D. G. is supported by MSCA Fellowship No. 101149270—
ProtoBH. N. K. was supported by the Hellenic Foundation

INFERRING THE POPULATION PROPERTIES OF GALACTIC … PHYS. REV. D 113, 123006 (2026)

123006-15



for Research and Innovation (H. F. R. I.) under the 4th Call
for HFRI research projects to support postdoctoral research-
ers (Project No. 28418). Computational work was performed
at CINECA with allocations through INFN and the
University of Milano-Bicocca, at NVIDIA with allocations
through the Academic Grant program, and on the Saraswati
and Lakshmi clusters at the Max Planck Institute for
Gravitational Physics in Potsdam.

DATA AVAILABILITY

We make the subtraction algorithm code publicly avail-
able at Ref. [49]. The data supporting this work will be
shared upon reasonable request to the authors.

APPENDIX A: COPULAS

In Sec. II B, we use copulas to model the correlation
between f and ḟ; for previous applications of copulas in
GW astronomy, see, e.g., Refs. [42,78]. Given two random
variables x and y with marginal distributions pxðxÞ and
pyðyÞ, their joint distribution can be factorized as [79]

pðx; yjϱÞ ¼ pxðxÞpyðyÞCðuðxÞ; vðyÞjϱÞ; ðA1Þ

where

uðxÞ ¼
Z

x

xmin

pxðx0Þdx0; ðA2Þ

vðyÞ ¼
Z

y

ymin

pyðy0Þdy0 ðA3Þ

are the CDFs of the marginal distributions, and Cðu; vjϱÞ is
the copula function, which depends on the parameter ϱ.
This parameter controls the strength of the correlation
between x and y.
Specifically, we use a Gaussian copula

CΣðu; vjϱÞ ¼ ΦΣðΦ−1ðuÞ;Φ−1ðvÞÞ; ðA4Þ

Σ ¼
�
1 ϱ

ϱ 1

�
; ϱ < 1; ðA5Þ

where Φ−1 denotes the inverse CDF of the standard normal
distribution, and ΦΣ is the CDF of the bivariate normal
distribution with zero mean and covariance matrix Σ.
In practice, generating correlated samples from two

arbitrary marginal distributions proceeds as follows:
(i) Draw independent samples x and y from their

respective marginal distributions.
(ii) Map these samples to u; v ∼ Uð0; 1Þ via the marginal

CDFs; Eqs. (A2) and (A3).
(iii) Sample z ¼ ðz1; z2Þ ∼N ð0;ΣÞ and set u0 ¼ Φðz1Þ,

v0 ¼ Φðz2Þ, so that ðu0; v0Þ has the correlation
structure specified by Eqs. (A4) and (A5).

(iv) Apply the inverse marginal CDFs [Eqs. (A2)
and (A3)] to ðu0; v0Þ to obtain correlated samples
ðx0; y0Þ with the original marginals.

We show an example of this procedure in Fig. 13, where
we plot the joint f-ḟ distribution obtained for different
values of the correlation coefficient ϱ. Note that the
marginal distributions are independent of the value of ϱ.

APPENDIX B: CHARACTERISTIC STRAIN

The characteristic strain

hcðfÞ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
fSnðfÞ

p
ðB1Þ

is commonly used to compare the sensitivity of a detector to
gravitational waves emitted by astrophysical sources [80],
where SnðfÞ denotes the detector power spectral density.
While Eq. (B1) is valid for ground-based detectors

such as LIGO and Virgo, in the case of LISA, one needs
to rescale the noise covariance matrix Sijn ðfÞ by the TDI
response RijðfÞ [57],

Sijn ðfÞ → Sijn ðfÞ
RijðfÞ

: ðB2Þ

The response functions Rij are derived in Refs. [53,57]
and take the form

RijðfÞ ¼ 16 sin2
�
f
f�

��
f
f�

�
2

R̃ijðfÞ; ðB3Þ

FIG. 13. Example of the Gaussian copula applied to the joint
distribution pðf; ḟÞ for different values of ϱ.
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where R̃ijðfÞ is approximately given by

R̃AAðfÞ ¼ R̃EEðfÞ ¼
9

20

1

1þ 0.7
	

f
f�



2
; ðB4Þ

R̃TTðfÞ ¼
9

20

	
f
f�



6

1.8 × 103 þ 0.7
	

f
f�



8
: ðB5Þ

APPENDIX C: LISA INSTRUMENTAL NOISE

The LISA instrumental noise has two dominant con-
tributions in the TDI variables [57]: the optical metrology
system (OMS) noise and the test-mass (TM) acceleration
noise. The former includes shot-noise contributions, while
the latter refers to the random displacement of the test
masses. Current models for the noise spectra, based on the
results of LISA Pathfinder [81], are given by

POMSðfÞ ¼ P2
pm2

Hz

�
1þ

�
2 mHz

f

�
4
��

2πf
c

�
2

; ðC1Þ

PTMðfÞ ¼ A2
fm2

s4 Hz

�
1þ

�
0.4 mHz

f

�
2
�

×
�
1þ

�
f

8 mHz4

���
1

2πf

�
4
�
2πf
c

�
2

: ðC2Þ

When assuming that the LISA constellation forms an
equilateral triangle of fixed arms length L, the noise
autocorrelation functions (i.e., the PSDs) for the TDI
variables in the A-E-T basis are given by [57]

SAAinstrðfÞ ¼ SEEinstrðfÞ

¼ 8 sin2
�
f
f�

��
4

�
1þ cos

�
f
f�

�

þ cos2
�
f
f�

��
PTMðfÞ

þ
�
2þ cos

�
f
f�

��
POMSðfÞ

�
; ðC3Þ

STTinstrðfÞ ¼ 16 sin2
�
f
f�

��
2

�
1 − cos

�
f
f�

��
2

PTMðfÞ

þ
�
1 − cos

�
f
f�

��
POMSðfÞ

�
; ðC4Þ

where we define f� ¼ c=ð2πLÞ as the characteristic fre-
quency of LISA. The current design sensitivity corresponds
to P ¼ 15 and A ¼ 3 (with a �20% margin), which is
referred to as the SciRDv1 noise budget [44].

Transfer functions for TDI 2.0 variables are derived in
Ref. [82]. Switching to TDI 2.0 amounts to introducing an
additional factor,

STDI2n;AETðfÞ ¼ 4 sin2
�
2
f
f�

�
Sn;AETðfÞ; ðC5Þ

which includes the expressions used in this paper.

APPENDIX D: SUBTRACTION ALGORITHM

The subtraction algorithm used in this paper was first
introduced in Ref. [21] and consists of an iterative
procedure to estimate the total power spectral density
SnðfÞ ¼ SinstrðfÞ þ SgalðfÞ by subtracting, at each step,
the contribution of binaries exceeding a given signal-to-
noise ratio threshold ρth. The main steps of the algorithm
are summarized as follows:

The starting point is a frequency series containing
the sum of all injected sources, hAET ¼ P

i hAET;i, for each
channel. We fix the instrumental noise to the analytical
SciRDv1 model, SinstrðfÞ, and compute an initial estimate of
the signal-to-noise ratio ρ using Eq. (11). We use this initial
SNR estimate to select only sources with ρ ≥ 1 (i.e., set
κ ¼ 1=ρth), thereby reducing the computational load, since
this cut removes sources that will definitely not be resolved
during the subtraction procedure.

At each iteration, the total PSD SðiÞn ðfÞ is estimated, for
each channel, with either a running mean

SðiÞn ðfkÞ ¼
1

N

XkþN=2

j¼k−N=2

j2ΔfhðfjÞj2 þ SinstrðfjÞ ðD1Þ

or a running median

SðiÞn ðfkÞ ¼ Cmedianfj2ΔfhðfjÞj2gkþN=2
j¼k−N=2 þ SinstrðfjÞ;

ðD2Þ

ALGORITHM

1: Generate a catalog of GBs using the population prior,
ppopðθjΛÞ.

2: Compute the SNR ρ of each binary, using Eq. (11) with
SinstrðfÞ as PSD.

3: Select binaries with ρ ≥ κρth (κ < 1).
4: repeat
5: Estimate SðiÞn ðfÞ with a running mean/median.
6: Compute the SNR ρ of each binary using SðiÞn ðfÞ.
7: for all binaries with ρ > ρth, do
8: Subtract their contribution from hAETðfÞ.
9: end for
10: until no binaries exceed the SNR threshold, or convergence in

SðiÞn ðfÞ is reached.
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where N is the size of the window, and k runs over the
frequency indexes. The normalization constant C is given by

C ¼
�
1 −

2

9ν

�
−3

≈ 1.4237 for ν ¼ 2; ðD3Þ

since the PSD follows a χ2ν distribution with ν ¼ 2 degrees of
freedom. In this work, we set N ¼ 2000 and adopt the mean

estimator of Eq. (D1). The estimated PSD SðiÞn ðfÞ is then
used to recompute the SNR of each binary, and the
contributions of all sources with ρ > ρth ¼ 7 are subtracted
from the data. This procedure is repeated until no binaries

exceed the SNR threshold or convergence in SðiÞn is reached.
The subtraction algorithm is implemented in Python and

accelerated on GPU using CuPy. Our implementation is
available at Ref. [49]. We exploit the GPU’s massive
parallelism by batching all per-source operations: instead
of looping over sources, we subtract the contributions of a
batch of Oð104Þ resolvable sources in a single vectorized

step. Specifically, we use cupy.add.at to perform this
operation on the frequency bins:

hAET½If� ← hAET½If� −HAET; ðD4Þ

where If ∈NNbatch×Nf contains, for each source (rows),
the indices of the corresponding frequency bins in the
data hAET, and HAET ∈CNbatch×Nf are the source templates
to subtract.
Figure 14 shows the execution runtime of the subtraction

algorithm as a function of the number of sources in the
catalog Nb and the SNR threshold ρth, for both mean and
median PSD estimators. The execution runtime scales
approximately linearly with both Nb and ρth, with the
mean estimator being ∼10× faster than the median one.

APPENDIX E: MEAN VS MEDIAN PSD
ESTIMATORS

Figure 15 compares results obtained with the
running-mean and -median PSD estimators introduced in

FIG. 14. Execution time of the subtraction algorithm as a
function of the number of sources in the catalog Nb (top) and the
SNR threshold ρth (bottom) for the mean and median PSD
estimators. Each point corresponds to the average of 20 runs, with
catalogs randomly generated from the population model de-
scribed in Sec. II B. Computation is performed on a single
NVIDIA RTX 4090 GPU.

FIG. 15. Top: Total PSD SnðfÞ obtained by running the
subtraction algorithm with the mean and median estimators for
the catalog of Ref. [2]. Bottom: Total PSD SnðfÞ obtained by
running the subtraction algorithm with the median estimator for the
same catalog of Ref. [2], and then applying the mean and median
estimators to the residual data hAET after subtraction. A spline fit to
the data appears to be consistent with the mean estimator.
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Eqs. (D1) and (D2), considering the astrophysical catalog
of Ref. [2]. Some related metrics are reported in Table III,
together with similar results obtained using the simulation
described in Sec. III C.
The top panel of Fig. 15 shows the outputs of the

subtraction algorithm. We find that the median estimator
yields a lower foreground, especially at frequencies

f ≳ 1 mHz, due to a higher number of resolved sources
(cf. Table III). These differences are likely due to the fact
that the median estimator is more robust to outliers, which
in this case correspond to the contribution of bright sources.
The bottom panel of Fig. 15 shows instead a comparison

with a spline fit to the data. For this particular test, we ran
the subtraction algorithm with the median estimator and
then applied Eqs. (D1) and (D2) to the residual data hAET
after the subtraction. The median curves in the top and
bottom panels of Fig. 15 are indeed the same, whereas the
mean curves are different, as they have been obtained by
applying Eq. (D1) to different residual data. The spline fit
adopted in the MCMC inference appears to be consistent
with the mean estimator. Therefore, to maintain full
consistency throughout the analysis pipeline and avoid
additional biases, we adopt the mean estimator in the
subtraction algorithm when simulating the data.
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