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Global QCD analyses of nuclear parton distribution functions (nPDFs) have traditionally relied on the
Hessian method for uncertainty estimation. However, the inherent Gaussian approximation and reliance on
local curvature often prove insufficient for nPDF fits, which are frequently characterized by limited data
constraints and non-Gaussian likelihoods. In this paper, we present the first nPDF determination based on
Markov Chain Monte Carlo (MCMC) techniques, implemented within the nCTEQ framework using an
adaptive Metropolis-Hastings algorithm. The MCMC approach enables a direct mapping of the posterior
distribution and reveals a highly nontrivial parameter-space structure, including multiple modes and
pronounced non-Gaussian behavior, particularly for the valence PDFs. We perform the first single-nucleus
global analysis of lead PDFs using exclusively lead data and compare it to a multi-nuclei fit employing a
standard analytic A dependence. The inclusion of lighter nuclei reduces quark uncertainties and modifies
the shape of the lead PDFs, while leaving the gluon distribution largely unaffected. A complementary
Hessian analysis exposes systematic limitations of the Gaussian approximation. Our results demonstrate
that MCMC methods provide a more reliable framework for uncertainty quantification in nPDF
determinations.
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I. INTRODUCTION

Nuclear parton distribution functions (nPDFs) are a
fundamental ingredient in precision QCD phenomenology
involving nuclei. They extend the concept of proton parton
distribution functions (PDFs) to bound nucleons by incor-
porating characteristic nuclear effects such as shadowing,
antishadowing, the EMC effect, and Fermi motion [1–3].
Reliable nPDFs are essential for interpreting proton-
nucleus and heavy-ion measurements at the Large
Hadron Collider (LHC), neutrino-nucleus scattering, and
future electron-ion collider data. Over the past decades,
several global QCD analyses have produced modern nPDF
sets, including those by the nCTEQ [4,5], EPPS [6], and
nNNPDF [7] Collaborations, and others [8–11]. These

determinations differ in their choice of x parametrization,
treatment of A dependence, dataset selection, and meth-
odology for uncertainty estimation. Despite the progress, a
statistically rigorous quantification of nPDF uncertainties
remains a significant challenge due to the limited con-
straining power of nuclear data and the presence of dataset
tensions. In addition, the presence of both protons and
neutrons within the nucleus introduces further correlations
into the parameter space, as following the isospin sym-
metry, the densities for the proton’s up-quark are identified
with the neutron’s down-quark densities and vice versa. As
a result, the likelihood in nPDF fits is typically non-
Gaussian and may contain multiple competing minima.
Most global nPDF analyses employ the Hessian method

[12,13] for uncertainty estimation. This approach assumes
an expansion of the χ2 function around a single minimum
up to quadratic terms, corresponding to a multivariate
Gaussian posterior. Such a local approximation cannot
capture skewed distributions, nonlinear correlations, or
multimodal structures, although improved Hessian imple-
mentations have been developed that partially address some
of these limitations [14]. Moreover, in the presence of
tensions among datasets, a phenomenological tolerance
Δχ2 > 1 must be introduced to enlarge the uncertainties,
weakening the direct probabilistic interpretation of the
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confidence intervals. An alternative strategy, adopted in the
nNNPDF framework, is the Monte Carlo replica method
[15,16]. In this approach, pseudodata replicas are generated
and fitted independently, and the resulting ensemble of
PDFs is interpreted statistically. Although this method
avoids an explicit quadratic approximation, it does not
directly sample the posterior distribution of the fit param-
eters. It was shown that in situations where theoretical
predictions depend nonlinearly on parameters and like-
lihoods are non-Gaussian, the Monte Carlo replica method
does not faithfully reproduce the true parameter probability
density [17].
A statistically consistent treatment requires direct sam-

pling of the full posterior distribution. Markov Chain
Monte Carlo (MCMC) methods [18,19] provide precisely
this capability. By sampling parameters according to
Bayes’s theorem, MCMC methods naturally accommodate
nonlinear correlations, asymmetric tails, and multiple
minima without relying on Gaussian approximations or
externally imposed tolerance parameters. This provides
uncertainty estimates with a well-defined probabilistic
interpretation. However the complexity of MCMC makes
obtaining a successful nPDF fit much more challenging.
The application of MCMC methods to PDF determi-

nation has its origins in proton PDF analyses, beginning
with the pioneering work of Giele et al. [20], who first
employed these techniques to infer both PDFs and detector
systematics within a unified Bayesian framework. A
subsequent proof-of-principle study by Gbedo et al.
[21], demonstrated the capability of MCMC sampling to
extract PDFs from deep inelastic scattering (DIS) data.
More recently, efforts have concentrated on improving
algorithmic efficiency and benchmarking uncertainty esti-
mation strategies. Hunt-Smith et al. [22,23] carried out
systematic comparisons of MCMC, Hessian, and nested
sampling approaches in controlled settings, while Capel
et al. [24] developed a dedicated MCMC framework based
on forward modeling, predicting bin-level event counts
directly. The recently introduced Colibri framework
[25,26] further advances Bayesian treatments by employing
orthogonal functional decompositions to linearize PDF
parametrizations and facilitate statistically consistent infer-
ence. Finally, in our recent work [27] we have performed a
full MCMC proton PDF analysis including both DIS and
hadronic data.
Building on these developments, particularly our proton

PDF determination [27], we extend the MCMC framework
to nuclear PDF analyses and present the first comprehen-
sive MCMC-based global analysis of nPDFs using real-
world experimental data. We note that this is an exploratory
study with the primary goal of demonstrating the viability
of the MCMC framework for nPDF uncertainty estimation.
To disentangle methodological effects from modeling
assumptions related to the nuclear mass-number depend-
ence and to balance the physical coverage and

computational efficiency, we perform two complementary
analyses. The primary study, Pb-only fit, is restricted to
data involving only the lead (Pb, A ¼ 208) nucleus. Such a
setup allows for a focused investigation of the parameter-
space structure within a single nuclear system. However,
the restriction to Pb data removes important constraints
from the parameter space, amplifying the aforementioned
non-Gaussianity. We also compare in detail the differences
occurring between the fully Bayesian MCMC determina-
tion of uncertainties with the usual Hessian uncertainty
determination. The secondary analysis, called multi-
nuclei fit, introduces the constraints from other nuclei
through the A dependence. It incorporates measurements
from a range of nuclear targets and, apart from the A
dependence, is carried out within the same framework. As
in the primary study, we compare the MCMC- and Hessian-
based uncertainties. Furthermore, the comparison of the
Pb-only and multi-nuclei analyses enables an
assessment of the assumed A dependence of nuclear
modifications and the stability of the extracted lead
PDFs under expanded data input.
In summary, this work establishes a fully Bayesian

methodology for nPDF determination and provides a more
rigorous and detailed characterization of nuclear PDF
uncertainties compared to traditional methods. Finally, it
provides first insights into the long-standing questions
about constraints and biases that are introduced through
the A dependence.

II. FORMALISM: NUCLEAR PDFS AND MCMC

In this section, we establish the essential theoretical and
computational formalism for this work. First we briefly
describe the nCTEQ framework for global analyses of
nuclear PDFs. We then introduce the Bayesian statistical
approach that guides our uncertainty determination, fol-
lowed by a detailed description of the MCMC algorithm
employed to sample the posterior distribution of nPDF
parameters.

A. Nuclear PDF framework

In global QCD analyses, nPDFs are extracted by fitting
theoretical predictions to experimental data from lepton-
nucleus and proton-nucleus collisions adopting the collin-
ear factorization ansatz. Within the nCTEQ framework
which we use here, the PDF of a nucleus with charge Z and
mass number A, denoted fAi ðx;QÞ, is expressed in terms of
effective bound-proton and bound-neutron PDFs as

fAi ðx;QÞ ¼ Z
A
fp=Ai ðx;QÞ þ A − Z

A
fn=Ai ðx;QÞ; ð1Þ

where isospin symmetry is assumed to relate the bound-
neutron PDFs, fn=Ai , to the bound-proton PDFs, fp=Ai , by
interchanging up and down quark distributions. The
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x-dependence of the bound-proton PDFs is parametrized at
a low input scale, here Q0 ¼ mc ¼ 1.3 GeV. The specific
functional form is chosen based on the underlying proton
PDF set, which is used as a baseline for the nPDFs. In this
analysis, similarly to the upcoming nCTEQ nPDF release
[28] and to our recent proton MCMC analysis [27], we use
the CJ15 PDF set [29] as the proton baseline.1 For each
parton flavor

i ¼ fuv; ūþ d̄; g; sþ s̄g;

the bound-proton PDFs at the input scale are parametrized
as

xfp=Ai ðx;Q0Þ ¼ ci0; x
ci
1ð1 − xÞci2ð1þ ci3

ffiffiffi

x
p þ ci4xÞ: ð2Þ

In addition, the d-valence, dv, distribution incorporates an
extra mixture of u-valence, uv, through

xdp=Av ðx;Q0Þ ¼ ci0
�

xc
i
1ð1 − xÞci2�1þ ci3

ffiffiffi

x
p þ ci4x

�

þ ci6x
ci
7xup=Av ðx;Q0Þ

�

;

i ¼ dv: ð3Þ

The asymmetry between light sea quarks is parametrized
through the ratio

d̄
ū
ðx;Q0Þ ¼ ci0x

ci
1ð1 − xÞci2 þ 1þ ci3xð1 − xÞci4 ;

i ¼ d̄=ū: ð4Þ

Furthermore, we assume there is no strange quark asym-
metry in the nucleus sðxÞ − s̄ðxÞ ¼ 0. To account for
nuclear modifications, the parameters entering the
bound-proton PDFs are made explicitly dependent on
the nuclear mass number A. For each parameter cj, this
dependence is modeled as

cjðAÞ ¼ pj þ aj lnAþ bjln2A; j ¼ 1;…; 5: ð5Þ

This adjustment ensures that the free-proton limit is
recovered for A ¼ 1. The coefficients pj define the fixed
proton baseline, while the parameters aj and bj encode
nuclear effects and are constrained by nuclear data. This
parametrization is applied consistently in both the Pb-
only and multi-nuclei analyses. In the Pb-only fit,
where data from a single nuclear target are used, the ln A

dependence effectively reduces to a constant evaluated at
A ¼ 208. Expressing nuclear modifications through Eq. (5)
guarantees that the fitted coefficients aj preserve a
clear interpretation as nuclear-modification parameters
and are directly comparable between the Pb-only and
multi-nuclei fits.
To determine the best-fit nPDF parameters, global

analyses minimize a figure-of-merit function, typically
the χ2, which quantifies the agreement between theory
predictions and experimental data. The most common
method for quantifying parameter uncertainties in these
fits is the Hessian method [13,30]. This approach starts by
identifying the best-fit parameters a0, which minimize the
χ2 function, denoted as χ20. Around this minimum, the
method assumes that χ2 can be approximated by a second-
order Taylor expansion:

χ2 ≈ χ20 þ
X

i;j

Hijyiyj; yi ≡ ai − ai;0; ð6Þ

where Hij is the Hessian matrix, defined as the second
derivatives of χ2:

Hij ¼
1

2

�

∂
2χ2

∂yi∂yj

�

ai¼ai;0

: ð7Þ

This quadratic expansion corresponds to a Gaussian
approximation of the parameter likelihood near the mini-
mum. Furthermore, the method assumes a linear response
of observables within the uncertainty region. Diagonalizing
the Hessian matrix defines the principal directions of
uncertainty, and the resulting eigenvectors and eigenvalues
describe the shape and orientation of the error ellipsoid in
parameter space. Uncertainties are typically expressed via
PDF error sets, S�k , constructed along these eigenvectors.
Each set corresponds to a fixed deviation in χ2, known as
the Hessian tolerance Δχ2. In the ideal case of Gaussian
errors and fully consistent data, the value of Δχ2 yielding
68% confidence intervals follows from Wilks’ theorem
[31]. However, global QCD fits often involve partially
incompatible or correlated datasets, requiring a phenom-
enologically motivated tolerance, which weakens the direct
statistical interpretation. The uncertainty on any PDF-
dependent observable O can be propagated using the
following asymmetric formula:

δþk ¼ maxf0;Oðfþk Þ −Oðf0Þ;Oðf−k Þ −Oðf0Þg;
δ−k ¼ maxf0;Oðf0Þ −Oðfþk Þ;Oðf0Þ −Oðf−k Þg;
Δ� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

X

k

½δ�k �2
r

; ð8Þ

where Oðf�k Þ are observable values calculated using the
PDF error sets corresponding to the positive and negative

1Since the nCTEQ framework parametrizes the full nuclear
PDFs directly, any dependence on the proton baseline enters only
indirectly. All comparisons presented here use the same fixed
CJ15 baseline, chosen in part because it does not already include
nuclear data. Keeping this baseline fixed in all comparisons
below allows us to isolate the effects associated with the nuclear
parametrization itself.
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variations along the k-th eigenvector of the Hessian matrix
and Oðf0Þ represents the central value of the observable.
While the Hessian method is widely used for estimating

uncertainties in global fits, it has notable limitations,
including its reliance on a Gaussian approximation, sensi-
tivity to the empirically chosen toleranceΔχ2, and potential
failure to capture the global minimum in complex param-
eter spaces.

B. Bayesian formulation and likelihood

Within the Bayesian framework, the determination of
nuclear PDF parameters is formulated as an inference
problem, in which the posterior probability distribution
of the parameter vector a is constrained by experimental
data D. The parameter set a ¼ fakg represents the coef-
ficients describing the A-dependent modifications of the
nuclear PDFs for each parton flavor as defined in Eq. (5),
where the index k runs over the dimensions of the
parameter vector. Using Bayes’s theorem, the posterior
distribution is given by

pðajDÞ ∝ lðDjaÞpðaÞ; ð9Þ
where lðDjaÞ is the likelihood function andpðaÞ denotes the
prior distribution. In thiswork, flat priors are assumed unless
stated otherwise, such that the posterior is directly propor-
tional to the likelihood. The likelihood is constructed from
the standard χ2 function used in global nPDF analyses,

χ2ðaÞ ¼ ðD − TðaÞÞTC−1ðaÞðD − TðaÞÞ: ð10Þ

Here, TðaÞ denotes the theoretical predictions for the
observables, computed by evaluating the PDFs defined
by a, evolving them via the Dokshitzer–Gribov–Lipatov–
Altarelli–Parisi equations, and convolving them with the
relevant partonic cross sections. The covariance matrix C
encodes all experimental uncertainties and follows the
nCTEQ formulation from [32]:

CT;ijðaÞ ¼ σ2i δij þ
X

α

σ̄iασ̄jα þ σ2normTiðaÞTjðaÞ; ð11Þ

where σi are uncorrelated statistical uncertainties, σ̄iα denote
correlated systematic uncertainties associatedwith source α,
and σnorm represents a normalization uncertainty incorpo-
rated via the T-method [32,33]. The final term introduces a
coherent shift proportional to the theory predictions, ensur-
ing a consistent treatment of overall normalization effects
across the dataset. The likelihood is then defined as

lðDjaÞ ∝ exp

�

−
1

2
χ2ðaÞ

�

; ð12Þ

which serves as the target distribution for the Markov Chain
Monte Carlo sampling. This formulation is identical to that
employed in our recent proton PDF analysis [27] and

provides a statistically well-defined basis for sampling the
full posterior distribution of the nuclear PDF parameters.

C. MCMC algorithm

In the Bayesian framework, the traditional Hessian
approach corresponds to a Gaussian approximation of
the posterior distribution and therefore provides only a
local representation of parameter uncertainties. Markov
chain Monte Carlo methods offer a more general approach
by directly sampling the full posterior distribution without
such approximations. By constructing a chain that con-
verges to the target distribution, MCMC enables the
estimation of posterior densities and associated uncertain-
ties in high-dimensional parameter spaces. The Metropolis-
Hastings (MH) algorithm [34,35] generates a Markov chain
that converges to a desired target distribution. The chain
evolves in the parameter space, where each iteration
corresponds to a state represented by a k-dimensional
vector Xt ¼ ½X1

t ; X2
t ;…; Xk

t �T ∈Rk, where k denotes the
number of fitted nuclear parameters.2 In the present
analysis, X corresponds to the full set of nPDF fit
parameters, X ≡ a ¼ fakg. Starting from an initial state
X0, a candidate state X̃tþ1 is proposed from a transition (or
proposal) distribution qðX̃tþ1jXtÞ, typically chosen as a
multivariate Gaussian centered on the current state,

X̃tþ1 ∼ qðX̃tþ1jXtÞ ¼ N ðXt; C0Þ;

where C0 is the fixed covariance matrix. The proposed
candidate is accepted with probability

α ¼ min

�

1;
πðX̃tþ1ÞqðXtjX̃tþ1Þ
πðXtÞqðX̃tþ1jXtÞ

�

; ð13Þ

where πðXÞ denotes the target probability density, corre-
sponding to the unnormalized posterior defined in Eq. (9).3

If accepted, the chain moves to Xtþ1 ¼ X̃tþ1; other-
wise, Xtþ1 ¼ Xt.

4

While the standard MH algorithm is effective for
moderately correlated parameter spaces, its efficiency
can degrade in high-dimensional problems with strong
parameter correlations, motivating the adaptive extensions.
The adaptive Metropolis-Hastings (aMH) algorithm [37]

2Here, a “state” refers to a specific configuration of parameters
in the parameter space at a given iteration, while a “step” denotes
the transition between successive samples in the chain.

3More precisely, the MH transition kernel is constructed such
that the target posterior πðXÞ is an invariant distribution of the
chain. Under standard regularity conditions (e.g. irreducibility
and aperiodicity), this invariant distribution is unique and there-
fore constitutes the stationary distribution.

4Unlike standard Monte Carlo algorithms, where rejected
points are discarded, the MH algorithm retains rejected proposals
as repetitions of the current state, ensuring the chain maintains the
correct stationary distribution [36].
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addresses this limitation by updating the proposal covari-
ance matrix during sampling, allowing the proposal dis-
tribution to gradually approximate the structure of the target
posterior. The algorithm is initialized as a standard MH
sampler with a fixed covariance matrix C0, After a prerun
of Npre iterations, the proposal covariance is updated
recursively using the accumulated chain history. At iter-
ation t, the self-learned covariance matrix, C̄tþ1, is com-
puted as

C̄tþ1 ¼
1

t
ðStþ1 − ðtþ 1Þμtþ1μTtþ1Þ; ð14Þ

where Stþ1 ¼ St þ Xtþ1XT
tþ1 is the updated cross-product

matrix, and the mean vector is updated recursively as
μtþ1 ¼ μt þ 1

tþ1
ðXtþ1 − μtÞ. This formulation avoids

recomputing the covariance from all previous samples
and captures the evolving parameter correlations up to
iteration tþ 1. The proposal distribution in the aMH
algorithm is then defined as a mixture of adaptive and
fixed components:

X̃tþ1 ∼ qðX̃tþ1jXtÞ
¼ ð1 − βÞN ðXt; sdC̄tÞ þ βN ðXt; C0Þ; ð15Þ

where sd ¼ ð2.4Þ2=d is the optimal scaling factor for
Gaussian targets and Gaussian proposals [38,39], and d
denotes the dimension. The mixing coefficient β∈ ð0; 1Þ
balances adaptation and stability, ensuring that the proposal
remains well defined even if C̄t collapses to zero due to the
presence of the fixed covariance C0. The validity of the
aMH algorithm relies on two key conditions. First, each
proposal distribution must preserve the target distribution,
which is satisfied here since both terms in Eq. (15) are valid
random-walk kernels with the posterior as an invariant
distribution. Second, the effect of adaptation must diminish
as t → ∞. The 1=t scaling in Eq. (14) enforces this
diminishing-adaptation condition, thereby preserving the
ergodicity of the chain. To reduce biases from early
samples and improve long-term mixing, the self-learned
covariance matrix is periodically reset to the fixed non-
adaptive covariance C0. This reset-to-mean strategy pre-
vents the chain from becoming overly influenced by its
initial states and stabilizes the self-learned covariance
matrix C̄t. As in the standard MH algorithm, rejected
proposals are retained as repeated states. In this context, the
multiplicity of a state, defined as the number of consecutive
iterations in which the chain remains at that state, serves as
a useful diagnostic. Large multiplicities indicate regions
where the sampler struggles to move efficiently, often
indicating issues with adaptation or proposal tuning.
During posterior analysis, multiplicity is also used for
weighted estimation, where states with higher multiplicity

contribute proportionally more to posterior averages, ensur-
ing accurate representation of the target distribution.
The aMH algorithm updates the χ2-based covariance

matrix recursively at each iteration, substantially reducing
the computational cost compared to recalculating full
empirical covariances and making it efficient for high-
dimensional parameter spaces. Unlike more advanced
MCMC methods such as hybrid/Hamiltonian Monte
Carlo [40], which require multiple χ2 evaluations per
iteration, aMH performs only a single evaluation per step,
maintaining low computational overhead. Its effectiveness,
however, depends on the structure of the χ2 surface.
According to Ref. [41] aMH performs best when the target
distribution exhibits a single, well-defined global minimum,
but it may struggle in multimodal posteriors where tran-
sitions between distant modes are rare. However, as we will
show in Sec. IV, despite the presence of multiple minima, the
aMH algorithm provides stable posterior estimates for the
present dataset and parametrization, and samples the phe-
nomenologically relevant regions of parameter space.
Nevertheless, more specialized multimodal samplers could
improve the exploration efficiency.
In the Bayesian framework, the prior distribution enc-

odes assumptions about model parameters before incorpo-
rating experimental data. In the present analysis, most free
nPDF parameters are assigned noninformative flat priors,
allowing the experimental data to determine the structure of
the posterior distribution through the likelihood function.
We intentionally avoid introducing additional prior infor-
mation on the fitted parameters so that the results are driven
as directly as possible by the data. At the same time, certain
constraints are implicitly imposed through parameters that
are not fitted, for example by enforcing momentum and
number sum rules or by fixing specific baseline quantities.
An exception arises in the Pb-only fit for the parameter
auv3 . During MCMC sampling, this parameter exhibits large
drifts in value, reflecting the limited sensitivity of the
available data to this parameter. A dedicated χ2 scan (see
Fig. 1) shows a nearly flat profile over a broad interval,
indicating that the likelihood does not meaningfully con-
strain its value. Additionally, the scan reveals a localized
barrier near auv3 ¼ 0 characterized by a sharp5 increase in
χ2; this demonstrates that while the surrounding parameter
space is nearly degenerate, specific values remain strongly
disfavored by the data. A common approach for such
weakly constrained parameters is to fix them to a specific
value. While this eliminates the flat direction and, with it,
the associated non-Gaussian correlations, it also reduces
the available parameter space and constrains the flexibility
of the fit. In contrast to other methods such as the Hessian,
the MCMC framework is well suited to handle non-
Gaussian structures in the posterior, allowing such corre-
lations to be explored explicitly. For this reason, rather than

5The χ2 rises to values of several ten thousands.
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fixing auv3 , we modify the target distribution by introducing
a bounded uniform prior, auv3 ∼Uð−300; 300Þ, which
regularizes the flat direction without artificially restricting
the parameter space. This choice stabilizes the sampling
while preserving the ability of the data to determine the
posterior wherever meaningful constraints are present.

III. METHODOLOGY

Building on the Bayesian framework introduced in the
previous section, this part outlines the methodology used to
perform the nuclear PDF fits.Webegin bydescribing the setup
of the global analysis, including the experimental datasets and
their corresponding theoretical predictions, followed by the
configuration of theMCMC sampling, the diagnostics used to
assess chain convergence, and the procedures for estimating
uncertainties from the posterior samples.

A. Nuclear fit setup

Weperform two complementary global analyses. The Pb-
only analysis, as the primary fit, includes data exclusively
from lead nuclei (A ¼ 208) and is used for the full MCMC
study. A secondary multi-nuclei analysis incorporates
data from awide range of nuclear targets. The complete list of
datasets for the multi-nuclei analysis is provided in
Appendix A, while the Pb-only datasets are discussed
below. The Pb-only fit includes three categories of exper-
imental data: vector boson production, heavy-quark produc-
tion, andneutrinoDIS.Eachof these processes probes distinct
aspects of the partonic structure of lead nuclei, and they
collectively provide complementary constraints on quark and
gluon distributions. Among the Pb-only datasets,W� and
Z vector boson production in proton-lead collisions at the

LHC provide one of the most direct and precise probes of
nuclear parton distributions. Since the electroweak bosons
interact only weakly, their production cross sections are
largely unaffected by final-state effects, offering a clean
constraint on the quark and antiquark distributions, and
throughhigher-orderQCDcorrections sensitivity to the gluon
density. For more detailed information about vector boson
production in proton-lead collisions at the LHC and their
impacts on nuclear PDF fits, see [42–44]. In this study, we
include the W�=Z datasets exclusively from proton-lead
collision measurements, from LHC Runs I and II
[45–51], as summarized in Table II in Appendix A.
Theoretical predictions are calculated at next-to-leading order
(NLO) in QCD using MCFM 6.8 [52], interfaced with APPLgrid

[53] to enable fast numerical evaluation during the MCMC
sampling. Since these data lie in a fully perturbative region
and only rapidity spectra are considered, resummation effects
are negligible, and no additional kinematic cuts are applied.
Heavy-quark production in proton-lead (pPb) collisions

provides complementary sensitivity to the nuclear gluon
distribution, particularly in the small-x region (x < 0.01).
We include measurements of open heavy-flavor mesons
(e.g., D0) and heavy quarkonia (J=Ψ, ϒ) production from
ALICE, LHCb, ATLAS, and CMS [54–68], summarized in
Table III in Appendix A. To ensure computational effi-
ciency, we use a data-driven crystal ball parametrization
that assumes gluon dominance and is calibrated to proton-
proton reference data [69–71]. This fast approach accu-
rately reproduces [28,71] QCD-based results from General
Mass Variable Flavour Number Scheme for open heavy-
flavor mesons [72,73] and Non-Relativistic QCD for
quarkonia [74,75]. Further details of the theoretical treat-
ment and validation procedure can be found in the
dedicated nCTEQ15HQ heavy-flavor analysis [71]. In
our analysis, we apply the following kinematic selections:

PT > 3.0 GeV; −4.1 < y < 4.1:

The charged-current neutrino DIS data on lead from the
CHORUS experiment [76] provide essential flavor sensi-
tivity allowing one to distinguish between the light quarks.
They are summarized in Table IV. The corresponding theory
predictions are computed using the massive SACOT-χ2

scheme [77,78] at NLO, implemented via the APFEL++

library [79,80]. To ensure the validity of the used perturba-
tive calculations the following kinematic cuts are applied:

Q2 > 4.0 GeV; W2 > 12.25 GeV:

The nuclear PDFs are parametrized following the func-
tional form defined in Eqs. (1)–(5). In this study, we fit 10
aj parameters: three (a1, a2 and a3) for the u- and d-valence
distributions, and two (a1 and a2) for the d̄þ ū and gluon
distributions. The pj proton parameters are fixed to the CJ
values [29], while the remaining nuclear parameters (bj and

FIG. 1. Scan of the χ2 profile as a function of the auv3 parameter
for the Pb-only fit. The auv3 parameter is varied while all other
parameters are kept fixed at the MCMC global minimum. A
pronounced peak at auv3 ¼ 0 indicates this value is strongly
disfavored, whereas the flat behavior elsewhere reflects the
limited sensitivity of the fit to this parameter.
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the remaining aj) are set to zero and fixed. For reasons of
keeping the computational complexity manageable, and
because of the limited constraining power of nuclear data in
the lead-only fit, we keep the number of parameters small,
namely ten. This may appear too small, but as we will see it
allows for a very good description of the data, and provides
sufficient flexibility to resolve differences between the
MCMC and the Hessian methods.
Although the Pb-only fit does not exploit the A

dependence of the parametrization, we chose to use the
same functional form for both Pb-only and multi-
nuclei fits. This allows for easy comparison of the
two fits and maintains the same interpretation of the
parameters.

B. Sampling setup

To sample the posterior distribution of the nuclear PDFs,
we employ an MCMC approach using the adaptive
Metropolis-Hastings algorithm described in Sec. II C.
Multiple independent chains were generated in parallel
allowing faster accumulation of sufficient statistics and
ensuring robust exploration of the parameter space while
enabling convergence diagnostics. Each MCMC chain is
initialized by perturbing its parameters within �20% of the
Hessian best-fit value obtained from a preliminary standard
regression fit. This ensures that sampling begins in a
physically meaningful region while still allowing sufficient
freedom for unbiased posterior exploration. Independent
random seeds are assigned to all chains to maintain statistical
independence. The initial proposal distribution is defined by
a fixed diagonal covariance matrix, C0 ¼ diagð0.001 × 1Þ,
where 1 is a vector of ones with dimensionality equal to the
number of fit parameters. For the first Npre ¼ 5000 iter-
ations, the proposal covariance remains fixed. After this pre-
adaptation phase, the aMH algorithm updates the proposal
covariance dynamically using the evolving sample history.
To minimize potential biases from early samples, the
adaptive covariance is reset at 10 000 and 20 000 steps.
The adaptation scaling factor is set to β ¼ 0.1, providing a
gradual and ergodic adjustment of the proposal distribution.
For the Pb-only fit, the sampling procedure is com-

putationally efficient, producing about 20 000 MCMC
iterations per day on a single CPU core. In contrast,
extending the analysis to multiple nuclei substantially
increases computational cost. Each additional nucleus
requires initialization of a dedicated high-speed lookup
grid encoding its specific nuclear cross section, which
makes every χ2 evaluation slower and reduces the overall
sampling rate. Consequently, the multi-nuclei fit
generates only about 10 000 samples per week.6 Given

this limitation, the multi-nuclei analysis is treated as
complementary and exploratory, while the Pb-only fit
remains the central result of this work and is given more
attention.

C. MCMC diagnostics and processing

After generating the MCMC chains with the aMH
algorithm, we perform diagnostic tests to verify that the
samples accurately represent the target posterior distribu-
tion. These diagnostics assess stationarity, convergence,
and sampling efficiency, and ensure that the resulting
ensemble provides reliable estimates of the nuclear PDF
parameters and their uncertainties. The main components
of this procedure are burn-in removal, convergence assess-
ment, autocorrelation analysis, and thinning.

1. Thermalization and convergence

Markov chains require an initial set of iterations to
approach the stationary distribution that represents the
target posterior. This initial segment, referred to as the
burn-in or thermalization phase, is influenced by the
starting values and must be discarded to avoid bias in
the final analysis. Convergence denotes the stage at which
the chain produces samples representative of the stationary
distribution. In practice, convergence cannot be theoreti-
cally proven for a finite chain; the diagnostics therefore
provide heuristic but informative criteria. If convergence is
not achieved, the chain may retain memory of its initial-
ization, mix poorly, or remain confined to local modes,
resulting in biased parameter estimates. We assess con-
vergence using several complementary diagnostics. Trace
plots are inspected to identify long-term drifts, poor
mixing, or mode trapping. Cumulative mean plots monitor
the stability of running averages and provide an indication
of stationarity. Stability of cumulative means alone is
insufficient to establish convergence and must be inter-
preted together with trace behavior and additional diag-
nostics. Since no single test is definitive, convergence is
evaluated through a combination of these criteria. For
further discussion of MCMC convergence diagnostics,
see Refs. [18,19].

2. Autocorrelation and thinning

Autocorrelation in MCMC quantifies the statistical
dependence between successive samples of a Markov
chain. Because the chain is constructed sequentially,
neighboring samples are correlated, reducing the effective
amount of independent information and impacting statis-
tical precision. For independent samples, the Monte Carlo
standard error is

σuncor ¼
S
ffiffiffiffi

N
p ; ð16Þ

6For reference, the χ2 minimization together with the Hessian
uncertainty analysis takes approximately 1 day for the Pb-only
setup and 3 days for the multi-nuclei setup on a single CPU
core.
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where N is the total number of independent samples and

S2 ¼ 1

N − 1

X

N

i¼1

ðXi − X̄Þ2 ð17Þ

is the sample variance with mean X̄. In MCMC, however,
correlations must be explicitly accounted for. The auto-
correlation function (ACF),

ρðkÞ ¼ ΓðkÞ
Γð0Þ ; ΓðkÞ ¼ CovðXi;XiþkÞ; ð18Þ

measures the correlation between samples separated by lag
k, with Γð0Þ ¼ VarðXiÞ. The decay rate of ρðkÞ character-
izes the mixing efficiency of the chain. The integrated
autocorrelation time,

τint ≈
1

2
þ
X

∞

k¼1

ρðkÞ; ð19Þ

represents the average number of steps required to produce
one effectively independent sample. The effective sample
size and corresponding standard error are

Neff ¼
N
2τint

; σcor ¼
S
ffiffiffiffiffiffiffiffi

Neff
p ¼ S

ffiffiffiffiffiffiffiffiffi

2τint
N

r

: ð20Þ

In practice, estimating τint is nontrivial due to the infinite
sum in Eq. (19). We employ the Γ-method [27,81], which
determines an optimal cutoff Wopt using an automatic
windowing procedure that truncates the sum when corre-
lations become negligible:

τint ≈
1

2
þ
X

Wopt

k¼1

ρðkÞ: ð21Þ

While the Γ-method provides reliable estimates of
autocorrelation and τint, we further apply a thinning
procedure [82,83] to obtain approximately independent
samples. In this approach, every η-th point of the Markov
chain is kept while the rest are discarded. The thinning rate
η is chosen such that the estimated τint approaches the
uncorrelated limit τint ¼ 0.5 [corresponding to ρðkÞ → 0
for all k ≥ 1 according to Eq. (19)], ensuring that the
remaining samples are effectively independent. Thinning is
employed for two main reasons. Firstly, it reduces auto-
correlation to a level where standard Monte Carlo error
estimation applies, simplifying statistical analysis.
Secondly, by reducing the number of samples while
preserving their statistical representativeness, thinning
ensures that the resulting PDFs are both computationally
practical and user friendly. Such a reduced sample of
nPDFs can then be stored in the form of LHAPDF files
[84] that can be easily used in practical applications.

D. Error estimations

Accurate error estimation is a crucial step in the analysis
of Markov chains, as it quantifies the uncertainties asso-
ciated with estimated parameters and allows their propa-
gation to observables. Since the chains have been thinned,
the resulting samples can be treated as approximately
uncorrelated, allowing the use of standard Monte Carlo
error estimation techniques that assume sample independ-
ence. In this study, we consider three complementary
methods to determine central values and confidence inter-
vals (CIs) of the posterior distributions. These methods are
formulated for a general confidence level α. However, in
this analysis, we will mostly adopt α ¼ 68% (1σ).7

Uncertainties are evaluated both for the fitted nuclear
PDF parameters fakg and for derived quantities such as
the nuclear PDFs fiðx;Q2Þ or any PDF-dependent observ-
able. The three methods are
(1) The Monte Carlo standard error (MCSE) provides

symmetric confidence intervals based on the sample
mean and standard deviation. For a given observable
O, the central value is computed as

μO ¼ 1

N

X

N

n¼1

OðnÞ; ð22Þ

where OðnÞ denotes the value of O in the n-th
MCMC sample and N is the total number of
samples. The sample standard deviation, SO, is
given by Eq. (17), and the corresponding 68% con-
fidence interval is

CI68% ¼ ½μO − SO; μO þ SO�: ð23Þ

(2) The percentile method, which is used e.g. in the
nNNPDF3.0 PDFanalysis [7], yields asymmetricα%
confidence intervals. It is particularly suitable for
skewed or non-Gaussian distributions. The central
value of an observable O is defined as the median
(50th percentile) of its sampled distribution,8 and the
confidence bands are given by the ð100 − αÞ=2
and ð100þ αÞ=2 percentiles. For 68% CI,

CI68% ¼ ½O16th;O84th�: ð24Þ

(3) The cumulative-χ2 method incorporates the good-
ness-of-fit metric χ2 directly into the uncertainty
estimation [27,85]. The central value corresponds to
the minimum-χ2 sample, χ2min. The 68% confidence
interval is determined by the range of samples that

7Note that in our proton PDF MCMC study [27], we used the
90% (1.64σ) interval per default.

8In the proton PDF study using the MCMC approach [27], the
central value in the percentile method was instead defined as the
minimum-χ2 configuration.
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fall within the 68% percentile of χ2 distribution,
satisfying

CI68% ¼ fxjχ2ðxÞ − χ2min < Δχ268%g; ð25Þ

where Δχ268% is determined from the 68% cumu-
lative probability of the χ2 distribution, i.e., it retains
the 68% of samples with the lowest χ2 values.

The percentile and cumulative-χ2 methods define concep-
tually different 68% credible regions, corresponding to
local and global constraints in parameter space. The
percentile method determines the uncertainty of each
observable (e.g., a PDF value at fixed x) directly from
the marginal posterior distribution at that point, indepen-
dent of the global goodness of fit of individual samples. In
contrast, the cumulative-χ2 method enforces a global
constraint by retaining only parameter configurations
within the 68% probability volume of the χ2 distribution.
As a result, the cumulative-χ2 approach yields uncertainty
bands that are globally consistent with the fit quality,
whereas the percentile method provides pointwise intervals
reflecting the local posterior spread.

IV. RESULTS AND DISCUSSION

This section presents our results with emphasis on the
MCMC analysis within the Pb-only setup. We begin
with a brief summary of the sampling performance to
demonstrate the stability of the algorithm. We then discuss
the posterior distributions of the fitted parameters and the
resulting nuclear PDFs and their uncertainties. Lastly we
also present selected results of the multi-nuclei
analysis and compare them with those of the Pb-only fit.

A. Sampling performance

Several independent Markov chains were generated for
the Pb-only setup using the adaptive Metropolis-
Hastings algorithm described in Sec. II C. After applying
standard convergence diagnostics (details are provided in
Appendix B), 11 chains were retained that had consistent
stationary behavior and satisfied all convergence criteria.9

An example chain is presented in Fig. 2 as a time series,

FIG. 2. The time series of the ten nPDF parameter values for the Pb-only analysis, shown for an example chain. The red-shaded
region marks the thermalization (burn-in) phase, approximately the first 80 000 samples, which are removed for further analysis. The
yellow region indicates the part of the chain where the standard random walk MH algorithm with a fixed covariance matrix is used, and
the gray areas show the Monte Carlo times where the reset-to-mean mechanism was used.

9For the Pb-only analysis, about 30 independent chains were
launched. Some chains drifted toward regions with very large χ2
values and poor sampling efficiency and were therefore termi-
nated early.
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plotting parameter values as a function of the Monte Carlo
time. Chains that failed the convergence tests typically
showed large χ2 values (well above the Hessian minimum)
and very low acceptance rates, leading to long sequences of
repeated states and poor exploration of the parameter space.
For each converged chain, the initial thermalization (burn-
in) phase was removed; its length varied slightly between
chains but typically ranged from 60 000 to 80 000 samples.
Following burn-in removal, the converged chains collec-
tively contained approximately 3.8 million samples
(including accepted and rejected states). To remove auto-
correlations and ensure statistical independence, an appro-
priate thinning factor η was applied to each chain. The
optimal thinning rate, chosen to yield an integrated auto-
correlation time of τint ¼ 0.5 for all parameters, varied
between η ¼ 400 and η ¼ 600. The resulting uncorrelated
samples were then merged into a single comprehensive

ensemble containing Ntot ¼ 7069 statistically independent
points.

B. Posterior of the combined chain

After applying burn-in removal and thinning, all 11
converged Pb-only chains were merged into a unified
posterior ensemble representing the full Bayesian distri-
bution of the fitted parameters. This combined dataset
forms the statistical foundation for all subsequent analyses,
including posterior estimation and uncertainty quantifica-
tion of the nuclear PDFs. To visualize the structure of this
posterior, Fig. 3 presents a corner (pairwise) plot for all ten
fitted nPDF parameters. The diagonal panels show the one-
dimensional marginal distributions of PDF parameters, and
the off diagonal panels display the two-dimensional mar-
ginal distributions showing correlations between the

FIG. 3. Pairwise plot of the Pb-only posterior distributions, showing one-dimensional marginals (diagonal panels) and two-
dimensional projections of pairwise correlations (off diagonal panels). Estimates of credible regions are indicated by 68% and 95%
contours. The top-right panel displays the χ2 distribution, which is fitted by the theoretical χ2 distribution (red line).
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parameter pairs. Additionally, to make the plots easier to
read, in the diagonal plots we include a fitted Gaussian
distribution in red, and in the two-dimensional correlation
plots we provide contours indicating estimates of the 68%
and 95% probability density regions. Finally, in the upper
part of Fig. 3 we display the histogram of χ2 distribution
together with the fitted analytic χ2 function, again in red.
We start by examining the χ2 distribution. We can see

that the obtained histogram closely follows the analytic
curve (in red) given by the χ2 probability density function
with 10 degrees of freedom (corresponding to the ten fitted
parameters), validating the statistical consistency of the
model and the experimental uncertainties. The 68% con-
fidence interval for the joint uncertainty of the ten param-
eters is computed based on the samples and yields
Δχ268% ¼ 10.41, which is slightly smaller than the value
resulting from the analytic χ2 cumulative distribution
function 11.50. This computed value is adopted as the
tolerance criterion in the corresponding Hessian fit (used
later for comparisons), ensuring a consistent treatment of
uncertainties between the MCMC and Hessian approaches.
In the next step we discuss the marginal distributions

obtained for the nPDF parameters. Focusing on the sea-
quark and gluon parameters (aūþd̄

1 , aūþd̄
2 and ag1, a

g
2) first we

find the one- and two-dimensional distributions to be very
close to a Gaussian. Apart from the positive correlation (the
tilt of the ellipses) between the a1 and a2 parameters for
each flavor respectively (aūþd̄

1 vs aūþd̄
2 and ag1 vs ag2), no

significant correlation to the remaining parameters is found.
Importantly there is no correlation of the gluon and sea
parameters to the parameters of the valence PDFs. Thus we
expect the PDF uncertainties for the sea quarks and the
gluon to be entirely Gaussian distributed. This result is not
unexpected since most of the constraints from the data are
on the gluon (cf. Tables II and III) and the sea quarks
(cf. Table IV) with only a limited sensitivity on the valence
quarks. Stronger constraints usually yield posterior distri-
butions close to a Gaussian. And in fact, the distributions
for the less constrained valence quarks show significant
deviations from it, especially the a3 parameters. Already
from the one-dimensional marginal distributions, we can
see that adv3 yields a long tail toward larger values and auv3
seems to follow a flat distribution, except for values close to
zero, where no samples are found. The absence of samples
with auv3 in the immediate vicinity of zero hints at the fact
that the combined chain samples a minimum with a very
complicated shape or even more than one minimum, a
subject matter we explore in Sec. IV D.
Finally, we note that all four of the respective pairwise

correlations between the first two up- and down-valence
parameters have a distinct triangular shape. This is a feature
noticed also in our earlier nuclear PDF extractions,
although it was not explicitly discussed. The correlations
between up- and down-valence PDFs are stronger

compared to the free proton (or neutron) simply because
the lead nucleus contains both, and the imposed isospin
symmetry relates the up PDF of the (bound) proton with the
down PDF of the (bound) neutron ultimately blurring the
difference between the up and down PDFs.
To summarize, we find that the combined chain samples

a vastly complex χ2 landscape, yielding insight into the
correlations and interplay between the parameters that no
other diagnostic tool so far has been able to provide. The
second nontrivial result is that the sea-quark and gluon
distributions are unaffected by this and show simple
Gaussian behavior. Note that this is a result driven by
the experimental datasets, but MCMC makes it apparent in
a particularly simple manner.

C. Nuclear PDFs and uncertainty bands

Using the combined posterior ensemble, the nuclear
PDFs for Pb are evaluated together with their correspond-
ing uncertainty bands. As discussed in Sec. III D, we
considered three methods for computing their uncertainties
based on the generated samples; however, we display
results only for two of them, the percentile and the
cumulative-χ2. We leave out the MCSE which is extended
by the percentile method to be applicable for situations like
ours where the distributions are skewed.
In Fig. 4 we display the lead PDFs with their uncertainty

bands obtained using the percentile and cumulative-χ2

methods as well as the corresponding results obtained
using the Hessian method. First, we compare the two
results from MCMC analysis. As expected, the “central”
values are different because the cumulative-χ2 method uses
the sample with the lowest χ2 for this purpose, whereas in
the percentile method it is given by the median (50th
percentile). Second, we can see that the error bands are
quite different both in size and shape. This is also expected
and was already discussed in Sec. III D and our earlier work
[27]. In what follows, we will concentrate on the more
conservative estimates given by the cumulative-χ2 method
which we can match to the Hessian approach by using the
same Δχ268% tolerance [27].10

The cumulative-χ2 and the Hessian methods yield rather
consistent central values across all parton flavors and x
regions with only small deviations at low x for valence and
sea quark distributions. Both methods use their “best fit”
estimate as their central PDF, but since it is unlikely to

10Note that for the Hessian method, a tolerance of Δχ2 ¼ 1
corresponds to a 68% CI based on the distribution of a given one-
dimensional observable, thereby matching the interpretation of
the MCSE or the percentile method. If we base the Δχ2 tolerance
on the distribution of the χ2 values, we can match the inter-
pretation of the Hessian uncertainties to the interpretation of the
cumulative-χ2 method. In a statistically idealistic scenario this is
equivalent to applying Wilks’s theorem [31] to define the Hessian
tolerance.

DETERMINATION OF NUCLEAR PDFS USING MARKOV CHAIN … PHYS. REV. D 114, 034037 (2026)

034037-11



exactly land in the minimum in a ten-dimensional random
walk, the central value of the MCMCmethod is expected to
be close to the Hessian but not an exact match. However,
noticeable differences appear in the size and shape of the
uncertainty bands, reflecting the distinct statistical assump-
tions underlying each method.
It should be noted that the size of the Hessian uncer-

tainty bands is determined using the tolerance criterion of
Δχ268% ¼ 10.41, extracted from the MCMC χ2 distribution
(see Fig. 3). This ensures a consistent definition of the
68% confidence level between the two approaches, which
is manifest when comparing the uncertainties for the
gluon distribution. In this case the uncertainties obtained
from the two methods are very consistent throughout the
entire x range, since the PDF parameters exhibit Gaussian
behavior. In the case of light sea quark distributions
(ūþ d̄), for which the parameter distributions exhibit
only small deviations from Gaussianity, the Hessian error
bands slightly overshoot the uncertainties, making them
also more symmetric than the more realistic MCMC
result. Finally, for the valence-quark distributions, uv

and dv, the MCMC posterior exhibits clear deviations
from Gaussian behavior. We find that the cumulative-χ2

method produces broader uncertainty bands. Specifically
at low x we observe a large asymmetry in the MCMC
errors, and the uncertainty band is much larger than the
one obtained from the Hessian method. Due to the
construction of the Hessian uncertainty interval an
increase in one sector is only possible with a simultaneous
increase of the intervals in every other sector. Thus, the
only way to capture the uncertainty in this region within
the Hessian approach is to increase the tolerance, which
has the undesired secondary effect of also inflating the
uncertainty band for all other x ranges and PDF flavors.
This is because the gluon and sea uncertainties already
match across both methods; hence for the Hessian fit a
more faithful uncertainty band in the valence sector would
come at the cost of overestimating the uncertainty in the
gluon and sea quarks. Thus, providing a conservative
estimate in one region would yield an overestimate in the
others. To conclude, we can see that the MCMC estimate
provides more accurate PDF uncertainties.

FIG. 4. Comparison of lead PDF uncertainty estimations for uv, dv, ūþ d̄, and g distributions for the Pb-only analysis. The upper
panels show the absolute nPDFs, while the lower panels display the ratios with respect to the best-fit values obtained from the
cumulative-χ2 method. The colored bands correspond to different uncertainty estimation methods: red for the MCMC cumulative-χ2,
blue for the MCMC percentile, and green for the asymmetric Hessian. The light brown shading indicates the overlap of the
semitransparent red and green uncertainty bands.
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D. Multiple minima

Returning to Fig. 2, it exhibits further interesting
structures for the valence parameters. If we specifically
look at the dv parameters we can see that for certain
Monte Carlo times, e.g. ∼350 000, the chain switches states
and jumps to a different location in the parameter space
with a substantially larger value of adv3 (adv3 ≳ 0.8) and
smaller values of adv1 and adv2 , and spends appreciable time
exploring that region before returning. The other param-
eters exhibit no such structures. This feature is not
characteristic for the particular chain displayed but can
also be found in other chains, and consequently also in the
combined sample that is used for the final analysis. Such
behavior hints at the existence of another minimum differ-
ent from the main one.
To scrutinize this further, in Fig. 5, we show the time

series for the dv parameters including also the correspond-
ing χ2 values for the chain from Fig. 2 and for the final
combined and thinned sample.11 We split the samples into
two sets, one with adv3 ≤ v colored in blue and the other
with adv3 > v colored in red, where the value of v ¼ 0.8was
chosen to separate the visibly distinct regions in the time
series. The second set, which we treat as a potential second
minimum, has a larger χ2 value but can nevertheless
contribute to the final uncertainty estimate when using
the cumulative-χ2 method, depending on the difference in
likelihoods between the two sets.12 To illustrate this, in
Fig. 6, we show correlations between the dv parameters
based on the final combined sample, color coding the
individual points. In green we indicate points that enter
68% CL (upper panel) and 90% CL (lower panel) uncer-
tainty estimated using the cumulative-χ2 method. In red we
show points from the second set, and in black are points
that fulfill both criteria, meaning they are from the second
set but they also enter the 68% CL (90% CL) uncertainty
estimate. The remaining samples are plotted in blue. We
can see that already at 68% CL the fraction of the samples
with alternative parameter configuration contributes to the
uncertainty estimate, and its contribution increases when
extending to higher confidence levels.
To rule out a possible degeneracy in the parameter space

we verify that the parameters in the second set do not
combine to the same PDF shape as the main minimum. For
this purpose, in Fig. 7, we plot the 68% CL uncertainties
and overlay them with the individual PDF replicas corre-
sponding to the second set (red points in Fig. 6). This

clearly demonstrates a difference in the shape of the valence
PDFs originating from the second set (increase in the low-x
region and depletion around x ∼ 10−2). At the same time
the shape of the gluon PDF is unchanged, which is
reassuring since we observed the absence of any correla-
tions between the dv parameters corresponding to the
potential alternative minimum and the gluon parameters
earlier. Note that in Fig. 7(a) we display the full nuclear Pb
PDFs, and additionally in Fig. 7(b), we show the corre-
sponding bound proton PDFs. The former is the quantity of
interest in a nuclear PDF fit, but the corresponding bound
proton PDFs are more directly related to the parameters we
are extracting. This is clear when investigating the valence
distributions in both figures. We observe a very distinct
shape change of the bound-proton dv distribution between
the two sets of samples, occupying different regions of the
dv parameter space, which is not present for the bound uv
distribution. In the case of full lead PDFs of Fig. 7(a),
because of the averaging of u and d distributions, this effect
is less pronounced, but it occurs in both valence
distributions.
This behavior can be further illustrated by looking at the

PDF uncertainty estimates performed at different confi-
dence levels. In Fig. 8, we show them for 68% CL,
90% CL, and 99% CL. When increasing the confidence
level, we are including more and more points from the
supposed second minimum, and it impacts the error bands
in an asymmetric way—the upper band of uv uncertainty
increases, whereas the lower one remains unchanged
(similarly for ūþ d̄).13 As already pointed out earlier,
the fact that in Fig. 7(a) and 8 we observe changes for
both uv and dv PDFs, even though we are investigating here
the alternative region in the dv parameters, is caused by the
fact that we are plotting the full lead PDFs [see Eq. (1)] in
which valence distributions mix.
We now take a step back and look again at the chain in

Fig. 2 and the correlations in Fig. 3. As already observed
earlier, there is a continuous split between the negative and
positive values of auv3 in every subplot, thereby indicating
that the samples cover two regions separated by a barrier.
Additionally, in the vicinity of zero, the auv3 parameter
exhibits non-negligible correlations to auv1 , where auv1
prefers lower values if auv3 is negative and larger values
if auv3 is positive. This correlation diminishes when the
absolute value of auv3 becomes large. This is further
demonstrated in Fig. 9 where a time series for the uv
parameters is plotted together with the χ2 values. In this
case we do not observe any significant difference on the
level of χ2 between the two regions, only the split in the

11Due to the thinning only a very small number of samples
from the alternative parameter configuration survive in the
combined chain.

12Note that for the MCSE or the percentile method these
samples would enter the uncertainty estimation regardless of their
χ2-value as the uncertainty is calculated solely based on the
density of samples in the PDF space. See Fig. 7 for the location of
the PDF samples of the second set (shown in red).

13Note that this localized change in the shape of the uncer-
tainties is also in contrast with the Hessian method where a larger
CL is achieved by increasing the Δχ2 tolerance. Then, the
uncertainties increase uniformly with the square root of the
tolerance.
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FIG. 5. To investigate the presence of local minima in the MCMC exploration, we apply a threshold to the adv3 parameter, which
exhibits a particularly prominent structure. Samples with adv3 > 0.8 are shown in red, while those with adv3 ≤ 0.8 are shown in blue. We
compute the mean χ2 and the corresponding likelihood L ∝ exp ð− 1

2
χ2Þ separately for both regions. The upper plot (a) shows one of the

analyzed chains before thinning, and the lower plot (b) shows the same for the final (thinned and combined) chain. (a) Single chain:
alternative regions in dv parameters (Nblue=Nred = 37.02 and Lblue=Lred = 42.57, computed after removing the thermalization region and
thinning). (b) Combined chain: alternative regions in dv parameters.
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value of auv3 and exclusion of the region of auv3 ∼ 0. Such a
behavior, with clearly separated regions in auv3 , suggests
that what we observe here is a secondary minimum. This
can be seen in more detail in Fig. 16 in Appendix C.
A crucial issue concerns the sampling of multiple,

possibly disjoint, regions: are they properly sampled by
our algorithm? Assuming proper sampling, the number of
points drawn from each region/minimum should scale with
its likelihood. Consequently, the ratio of the sample counts
associated with the two regions will be equal to the ratio of
their respective likelihoods. To verify this, we calculated
the values of these ratios and display them in Figs. 5 and
9.14 In an ideal case they should be the same, but in practice
we expect some deviations.

We first discuss the split in the auv3 parameter. In this case
we have a very similar number of points with negative and
positive values of auv3 , namely 3764 samples with auv3 < 0

and 3305 with auv3 > 0, which results in the ratio of 1.14.
The corresponding ratio of likelihoods of both regions is
nearly the same and equals 1.15. This gives us confidence
that both regions are properly sampled by our algorithm,
giving a robust representation of this behavior.
In the case of the alternative configuration of the dv

parameters, shown in Fig. 5, the situation is more subtle.
Here the alternative parameter configuration has a sub-
stantially larger χ2 value and hence is less likely, which
means we expect a much smaller number of samples from
this region. If we now look at the final combined sample
after thinning (lower subfigure), the number of points from
the first set is 6931 and from the second set only 138 points,
giving a ratio of 50.22. The corresponding ratio of like-
lihoods is equal to 39.04. We can see a much larger
discrepancy between the two ratios as compared to the
split in the auv3 parameter. However, we need to take into

FIG. 6. Pairwise scatter plots of the dv parameters for two confidence levels: top: 68% CL, bottom: 90% CL. Samples are split into two
sets using a threshold in the adv3 parameter, v ¼ 0.8. In red we show points with adv3 > v, in green points with the lowest 68% (90%) in
χ2, and in black points where both selections overlap. The remaining points are plotted in blue.

14The likelihood ratio is computed as the ratio of the mean
likelihood values in the two regions, he−χ2=2iblue=he−χ2=2ired. The
sample ratio is obtained by counting the number of samples in
each region.
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FIG. 7. In green we show Pb PDFs with cumulative-χ2 uncertainties computed at 68% CL level, and in red we plot individual PDF
replicas corresponding to the alternative minimum defined by criterion of adv3 > v ¼ 0.8. Red curves correspond to the red points in
Fig. 5(b). All ratios are plotted with respect to the cumulative-χ2 central value. Distributions in (a) are for full Pb PDFs, as defined by
Eq. (1), and (b) shows the bound proton distributions corresponding directly to Eq. (2).
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account the fact that the separation cut between the two
regions, defined by choosing a particular value of adv3 (here

adv3 ¼ 0.8), is somewhat arbitrary.15 Additionally, the error
estimates of the ratios scale (inversely) with the number of
samples, which is small for the alternative dv minimum.
Nevertheless, we believe that with this number of points in
the second set, the sampling obtained by the employed
aMH algorithm is surprisingly good. Even though we did
not tune the sampling algorithm to explore multiple
minima, it was able to find supposedly disjoint regions
and to sample them representatively. And since the aMH
algorithm is known to be a suboptimal choice for multi-
modal posteriors, one could, of course, choose a fine-tuned
algorithm or, e.g., try to generate separate chains for
individual minima to explore them even better. This is,
however, beyond the scope of our paper.16

Finally, note that although the structure in the adv3
parameter visible in Fig. 5 suggests the existence of a
secondary minimum, it does not constitute proof of its
presence, especially since there is no clear separation in the
pairwise distributions (cf. Figs. 3 and 6). Another possible
interpretation would be a single minimum with a

complicated shape in the three-dimensional subspace given
by the fadv1 ; adv2 ; adv3 g parameters. The apparent state switch-
ing in the time series would then be a consequence of a poor
sampling efficiency due to the change of geometry in the
parameter space [19]. As the aMH algorithm draws more
samples from the region below the adv3 ¼ 0.8 cut the
proposal distribution is optimized to yield adequate sam-
pling efficiency for that region and therebymaking traverses
through the shape less likely. The situation is more clear for
the uv parameters, where we observe a barrier in auv3 , giving
us a stronger indication that it is a secondary minimum.
What is more important is that regardless of the nature of

the observed structures in the likelihood, the employed
MCMC approach allowed us to sample from it appropri-
ately, ultimately providing a reliable estimate of uncertain-
ties. It should not go unnoticed that such a complicated
landscape in the parameter space cannot be reliably
explored using other methods, in particular the Hessian
method. After all, if we only consider the information
gained from the Hessian analysis, we find no indication of
the presence of these structures. More importantly, as a
consequence, only a subset of the samples identified by the
MCMC approach is included within the Hessian uncer-
tainty estimate. This therefore compromises the reliability
of the Hessian method in the presence of such complex
likelihoods.

FIG. 8. Comparison of the full Pb PDFs uncertainty estimations from the cumulative-χ2 method at different confidence levels:
f68%; 90%; 99%g CL. Displayed are ratios of PDFs of different flavors to the corresponding central values.

15We varied the cut at adv3 ¼ 0.8 and found similar results.
16A discussion of different approaches for sampling multi-

modal distributions can be found e.g. in Refs. [23,86].
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E. Multi-nuclei PDF fit

In this section we concentrate on the complementary
analysis, the multi-nuclei analysis, that we have
performed using data taken on several different nuclear
targets to extract nPDFs for a range of nuclei. We note that
this is a standard approach for a nuclear PDF analysis
employed in all current extractions [6–9,71]. Here, we use
it as an additional study, which allows us to obtain further
insights into the impact of the analytic A-dependence [see
Eq. (5)] on nPDFs and investigate the indirect impact of
data from different nuclei on lead PDF uncertainties.
Additional details about this analysis are provided in
Appendix A 2.
The multi-nuclei analysis is performed with the

MCMC method using an analogous setup as for the Pb-
only fit.17 Several independent MCMC chains were
generated for this setup, of which seven passed all con-
vergence diagnostics. After removing the thermalization
segments, these chains collectively accumulated approx-
imately Ntot ¼ 873 000 samples. Following the thinning
procedure, the total number of statistically independent
samples was reduced to Ntot ¼ 1515. Although smaller
than for the Pb-only case, this sample size is still large
enough to perform a meaningful analysis and extract
reliable PDF uncertainties. For the sake of space, we do

not report here the time series or the marginal distributions
of the resulting samples, as we observed similar features as
in the Pb-only case. Instead, we concentrate on the
comparison of the resulting lead PDFs.
For the following discussion, note that the only differ-

ence in the two setups is the indirect constraints from the
light nuclei on the lead PDFs through the imposed A
dependence. The questions we want to focus on are “How
do the additional constraints manifest in the results?” and
“Are the findings consistent between using MCMC and the
Hessian method?”
In Fig. 10 we compare the lead PDFs obtained from the

Pb-only and the multi-nuclei analyses with errors
computed using the cumulative-χ2 method. Specifically, we
plot the ratio of the lead PDFs with respect to the “central”
PDF (sample with lowest χ2) from the Pb-only analysis.
In general the extracted lead PDFs from the two analyses
agree within their error bands, the exceptions being the
ūþ d̄ at mid-x and in the extrapolation regions at extremely
large x-values. However, there is also a number of
differences between them which we discuss now.
First, we see a considerable reduction of uncertainties for

the valence quarks in the multi-nuclei fit for almost
the entire x-range shown. This can be understood from the
fact that the multi-nuclei analysis includes many data
points from neutral-current DIS (see Tables VI and VII) for
a broad range of nuclei, which provide constraints for the
valence distributions. Hence, we can reproduce the known
fact that they can impact lead PDFs indirectly through the
assumed A dependence and result in reduced uncertainties.
In the case of the light-sea quarks we also observe reduced

FIG. 9. Time series of the uv parameters of the Pb-only analysis plotted together with the corresponding χ2 values. The points drawn
in red correspond to auv3 > 0, while the points in blue correspond to auv3 < 0.

17One difference which is worth noting is the need for a smaller
value of the fixed covariance matrix, C0 ¼ diagðσ0 × 1Þ in the
proposal distribution. In multi-nuclei analysis we use
σ0 ¼ 10−5 instead of 10−3 used in the Pb-only fit.
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uncertainties, but here the reduction happens mostly in the
mid- and large-x region (x≳ 0.01). This can be partially
associated with the already mentioned DIS data and further
with the fixed-target Drell-Yan data listed in Table V.
On the other hand, the gluon PDF and its uncertainty are
basically identical between the two analyses. This confirms
the reverse side of the previous argument, i.e. it shows that
since almost all data constraints on the gluon distribution
originate from the data taken on lead (especially the
LHC data), the lighter nuclei do not impose further
constraints.

In addition to the changes in the size of the uncertainty
bands, we also observe changes in the shape of quark PDFs.
Specifically, both valence distributions as well as the sea-
quark distributions obtained from the multi-nuclei fit
are enhanced at low-x. Furthermore, especially in case of
the ūþ d̄ distribution and to a lesser extent for the valence
distributions, we observe a suppression when going to
larger x-values. For the sea quarks and dv the affected
regions start from x ∼ f0.01; 0.1g, whereas in the case
of uv PDF it occurs already at lower x≲ 0.01. Looking
at the shape of the ratio of quark distributions in the

FIG. 10. Comparison of PDFs from the Pb-only and multi-nuclei MCMC analyses plotted as a ratio to the best-fit PDF from
the Pb-only analysis.

FIG. 11. Comparison of PDFs from the Pb-only and multi-nuclei Hessian fits plotted as a ratio to the central PDF from the
Pb-only Hessian fit.
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multi-nuclei and Pb-only fits, we notice that it has a
pattern of an inverted nuclear modification (instead of
shadowing at low-x we observe enhancement; instead of
antishadowing we have suppression; in the EMC region we
observe enhancement and a drop at extremely large-x). It
appears that the lighter nuclei weaken nuclear corrections
in lead, leading to such inverted nuclear modification
shape. This indicates that introducing a fixed A dependence
can have systematic effects on the extracted nPDFs, and we
consider this difference as a first approximation of the
systematic difference between the two approaches. In
retrospect, this is not unexpected, as the use of the A
dependence was adopted in the first place because of the
need to include more constraints, since data for individual
nuclei were not sufficient on their own. Today, with the help
of the proton-lead LHC data, it is the first time we can
meaningfully extract PDFs for a single nucleus—lead. One
should note that from the point of view of factorization
theorems there is no reason to assume an analytic A
dependence [87,88]. On the other hand, from the phenom-
enological perspective we observe correlations between
different nuclei with similar mass.
Finally, we have also performed a twin Hessian fit for the

multi-nuclei analysis. In Fig. 11, we compare its
results with the earlier PDFs from the Pb-only Hessian
fit. Qualitatively we observe the same patterns as we have
found in Fig. 10—reduced uncertainties and a shape change
in terms of “reversed nuclear modification.” However, the
details are different and they have the potential to provide
insight about the differences between the MCMC and
Hessian methods. Specifically, if we look at the low-x
valence distributions, we can see the largest deviations
between the Hessian and MCMC approaches. This is the
region where the valence distributions are the least con-
strained, especially in the Pb-only analyses. We can see
that the Hessian errors in this region are closer in shape and
size between the Pb-only and multi-nuclei fits,
whereas the uncertainties from MCMC are significantly
reduced in the multi-nuclei fit compared to Pb-only.
Another noteworthy feature we observe is the difference

between the gluon error bands. As pointed out earlier, the
majority of the data constraints for the nuclear gluon PDFs
come from the data on lead. As a result, we expect the
gluon PDFs extracted from Pb-only and multi-
nuclei analyses to be very similar. This is exactly what
we find in our MCMC analyses in Fig. 10, where both
“central”curves and uncertainties are nearly identical (with
only small deviations at extremely large values of x).
However, when we compare with the corresponding plot
done with the Hessian fits we see more striking differences.
Although the central predictions agree within their uncer-
tainties, the error bands show more variation. Specifically,
they agree well only at low-x where most stringent data
constraints reside (coming from the pPb heavy-quark data).
At higher x-values x≳ 0.01 we observe deviations which

are rising when going to larger x-values. This behavior
points toward limited reliability of the Hessian method in
the region where data constraints are sparse or absent. This
is expected because the Hessian method in these regions
breaks as its core assumptions are not fulfilled. Of course,
the predictivity of neither of the two methods regarding
physical truth can be established in regions with no
experimental or theoretical constraints, but we prefer the
less obstructed estimate from the MCMCmethod. Note that
such behavior could also be related to the indirect impact of
the A dependence. However, the lack of any significant
gluon constraints from nonlead data and the fact that
MCMC yields much more compatible uncertainties in both
the Pb-only and the multi-nuclei analyses points
toward potential issues with the Hessian method.

V. CONCLUSION

We performed the first-ever analysis of nuclear PDFs
using the MCMC methods. We used the adaptive
Metropolis-Hastings algorithm to produce a collection of
independent Markov chains, which were further processed
by removing the initial nonthermalized samples and apply-
ing a thinning procedure, thereby producing the final
sample of independent points that were used to extract
PDFs and their uncertainties.
The analysis concentrated on the determination of lead

PDFs and consisted of two parts: first, we performed a Pb-
only extraction using only lead data, and second, in the
multi-nuclei fit, we extended the dataset by including
data from a range of other nuclei, making use of a standardA
dependence to introduce additional constraints on the lead
PDFs. The main motivation of the analysis was to demon-
strate that the parameter space that must be explored in the
nPDF determination is highly intricate, warranting the need
for a more sophisticated method for the estimation of
uncertainties. Further, we have shown that MCMCmethods
allow one to provide a robust mapping of this space, offering
unprecedented insights into the parameter correlations and
as a result, yielding more reliable uncertainty estimates.
We have demonstrated that the likelihood landscape and

the resulting structure of the minimum is highly nontrivial.
It includes multiple modes and complicated structures,
leading to non-Gaussian distributions of the fitted param-
eters, especially in the case of the valence PDFs. This
finding raises the question of whether traditional uncer-
tainty estimation methods, such as the Hessian approach,
can reliably determine nPDF uncertainties. A complemen-
tary analysis using the Hessian method allowed for a
detailed comparison and provided insights on the limita-
tions and shortcomings of the Hessian method. Of course,
similar considerations are applicable to other problems in
which the corresponding parameter space has a compli-
cated structure and features large deviations from
Gaussianity, a situation that occurs often for optimization
problems where only limited data constraints are available.
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Our Pb-only analysis is the first extraction of nuclear
PDFs for a single nucleus—lead. Such an analysis was
possible because of the wealth of recent LHC data from
proton-lead collisions. We have also performed a multi-
nuclei analysis, following a more standard approach to
nPDF fits, which included data from a range of nuclei and
enabled the extraction of nPDFs for different nuclei.
Comparing both setups allowed us to investigate the impact
of the A dependence on nPDFs/lead PDFs and to obtain a
first approximation of the systematic effects imposed by the
A dependence. We found that for quarks the inclusion of
lighter nuclei allows for a reduction of uncertainties and
additionally impacts the shape of the lead PDFs by
reducing the nuclear effects (see Fig. 10). However, these
reduced uncertainties are not observed for the gluon PDF,
for which the majority of the data constraints already come
from the lead data. We conclude from this observation that
the imposed A dependence behaves as expected: it provides
additional constraints from different nuclei in cases where
the information is limited (e.g., for quarks), while preserv-
ing sufficient flexibility not to bias the results when strong
data constraints are present for a given nucleus. The
comparison between the MCMC and Hessian method
extractions for both setups revealed systematic effects
inherent to the Hessian analysis that could overshadow a
meaningful assessment of the differences between a single-
nuclei vs a multi-nuclei fit.
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APPENDIX A: ADDITIONAL DETAILS ABOUT
THE SINGLE-NUCLEI AND MULTI-NUCLEI

ANALYSES

This appendix provides additional details about the Pb-
only and multi-nuclei analyses, in particular specific
information on the used datasets. Also in Table 1 we
provide χ2 values for both analyses.

1. Pb-only analysis

The following tables summarize the datasets used in the
Pb-only analysis, including the number of data points
before and after applying the kinematic selection cuts.
Specifically, Table II lists the W and Z boson production
data, Table III lists the heavy-quark data, and Table IV
shows the neutrino DIS data. The Ndata column in the tables
indicates the number of data points after/before kin-
ematic cuts.

2. Multi-nuclei analysis

The multi-nuclei global fit extends the Pb-only
analysis by including experimental data from a broad range
of nuclear targets to probe the A dependence of nuclear
modifications. In addition to the Pb-only datasets (W�=Z
production, heavy-flavor production, and neutrino DIS on
lead), the fit incorporates fixed-target measurements of
neutral-current (NC) DIS and Drell-Yan (DY) production.

TABLE I. Comparison of total and reduced χ2 values (for best
fit/central PDFs) using Hessian and MCMC methods.

χ2min Pb-only multi-nuclei

Hessian (per d.o.f.) 1466.57 (0.985) 2056.10 (1.035)
MCMC (per d.o.f.) 1467.30 (0.992) 2051.82 (1.028)

TABLE II. W�=Z data from the proton-lead collisions at
the LHC.

LHC pPbW�=Z data dσ=dy

Experiment Observation
ffiffiffi

s
p

[TeV] ID References Ndata

ATLAS Z 5.02 6215 [45] 14=14
Wþ 5.02 6213 [46] 10=10
W− 5.02 6211 [46] 10=10

CMS Z 5.02 6235 [47] 12=12
Wþ 5.02 6233 [48] 10=10
W− 5.02 6231 [48] 10=10
Wþ 8.16 6234 [49] 24=24
W− 8.16 6232 [49] 24=24

LHCb Z 5.02 6275 [50] 2=2

ALICE Wþ 5.02 6253 [51] 2=2
W− 5.02 6251 [51] 2=2

Total 120/120
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The NC DIS data, taken from the SLAC, NMC, EMC, and
BCDMS experiments, cover nuclei ranging from deuterium
through iron to lead and are reported as ratios of structure
functions or cross sections, FA

2=F
D
2 and σADIS=σ

D
DIS. The DY

data, from Fermilab FNAL-E772-90 and FNAL-E886-99
experiments, provide ratios of dimuon production cross
sections between heavy and light nuclear targets. Together,
these datasets extend the kinematic coverage in x and Q2,
offering complementary constraints on both valence and
sea-quark distributions. The complete list of datasets is
given in Tables V–VII.

We also include here some additional results related to
the multi-nuclei analysis. First of all, in Fig. 12, we
show the pairwise plot for the final sample. It is analogous
to Fig. 3 and demonstrates correlations between parameters
in this case. Then, in Fig. 13 we display a comparison of the
obtained Pb PDFs comparing different methods for com-
puting PDF uncertainties. This is a plot analogous to Fig. 4
where the corresponding comparison for Pb-only analy-
sis was presented, but in this case we show only the ratio
panels. We observe here similar behavior as in Fig. 4.
Namely, we see that the percentile method provides much
smaller error bands than the cumulative-χ2 method. We also
see that in the case of gluon and light sea quarks, the
Hessian uncertainty is quite similar to the one obtained
from MCMC using the cumulative-χ2 method. This hap-
pens because marginal distributions for the corresponding
parameters are close to Gaussian. Again for the valence
PDFs, for which the parameter distributions are non-
Gaussian, we observe a substantial deviation between
the MCMC and Hessian error estimates; see Fig. 3.
Interestingly, in the case of the multi-nuclei analysis,
the cumulative-χ2 uncertainty estimates provide larger error
bands than the estimates from the Hessian, which is
opposite to what we observed in the case of Pb-only
analyses.

TABLE III. The heavy flavor meson and heavy quarkonia data
from LHC experiments.

LHC heavy flavor production in pPb d2σ=dydpt

Exp. Observable
ffiffiffi

s
p

[TeV] ID References Ndata

ALICE prompt D0 5.02 3101 [56] 6=10
inclusive J=Ψ 5.02 3103 [54] 0=12
inclusive J=Ψ 5.02 3104 [59] 10=25
inclusive J=Ψ 8.16 3112 [90] 9=24
inclusive ϒð1SÞ 8.16 3114 [91] 3=10
prompt D0 5.02 3122 [67] 13=21
prompt D0 5.02 3123 [61] 6=11
inclusive Ψð2SÞ 8.16 3126 [68] 3=10
inclusive Ψð2SÞ 5.02 3127 [57] 2=8
inclusive ϒð1SÞ 8.16 3110 [58] 0=4

ATLAS inclusive ϒð1SÞ 5.02 3109 [62] 6=8
non-prompt J=Ψ 5.02 3116 [62] 8=8
prompt J=Ψ 5.02 3117 [62] 8=8
prompt J=Ψ 5.02 3118 [60] 10=10
non-prompt J=Ψ 5.02 3119 [60] 10=10
prompt Ψð2SÞ 5.02 3124 [62] 8=8
non-prompt Ψð2SÞ 5.02 3125 [62] 8=8

CMS prompt Ψð2SÞ 5.02 3115 [66] 17=17
prompt J=Ψ 5.02 3120 [63] 51=53
non-prompt J=Ψ 5.02 3121 [63] 51=53

LHCb prompt D0 5.02 3102 [64] 53=92
prompt J=Ψ 8.16 3105 [65] 88=140
non-prompt J=Ψ 8.16 3106 [65] 88=140
non-prompt J=Ψ 5.02 3107 [55] 25=40
prompt J=Ψ 5.02 3108 [55] 25=40
inclusive ϒð1SÞ 5.02 3111 [92] 0=2
inclusive ϒð1SÞ 8.16 3113 [93] 36=46

Total 544/717

TABLE IV. Neutrino datasets from the CHORUS experiment.

Neutrino DIS data

Exp. Observation ID Reference Ndata

Chorus ν 5946 [76] 412=607
ν̄ 5947 412=607

Total 824/1214

TABLE V. Drell-Yan data as cross section ratios of heavy to
light nuclei.

Fixed target DY data σpADY=σ
pA0
DY

Nucleus Experiment ID References Ndata

C=D FNAL-E772-90 5203 [94] 9=9
Ca=D FNAL-E772-90 5204 [94] 9=9
Fe=D FNAL-E772-90 5205 [94] 9=9
W=D FNAL-E772-90 5206 [94] 9=9
Fe=Be FNAL-E886-99 5201 [95] 28=28
W=Be FNAL-E886-99 5202 [95] 28=28

Total 92/92

TABLE VI. NC DIS data as ratios between two nuclei, FA
2=F

A0
2 .

NC DIS data FA
2 =F

A0
2

Nucleus Experiment ID References Ndata

C=Li NMC-95, re 5123 [96] 7=25
Ca=Li NMC-95, re 5122 [96] 7=25
Be=C NMC-96 5112 [97] 14=15
Al=C NMC-96 5111 [97] 14=15
Ca=C NMC-95, re 5120 [96] 7=25

NMC-96 5119 [97] 14=15
Fe=C NMC-96 5143 [97] 14=15
Sn=C NMC-96 5159 [98] 111=146
Pb=C NMC-96 5116 [97] 14=15

Total 202/296
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APPENDIX B: MCMC PERFORMANCE
DIAGNOSTICS

A representative Markov chain from the Pb-only
analysis, containing about 720 000 samples, is examined
to illustrate the sampling behavior. The full evolution of the
chain is displayed in the trace plot in Fig. 2 in Sec. IV,
where the initial 80 000 steps (the red-shaded region) are

identified and discarded as the thermalization (burn-in)
phase. Following this period, all ten parameters exhibit
stable fluctuations around constant means, confirming that
the sampler has successfully reached equilibrium and
effectively explores the posterior distribution. Figure 14
compares four independent chains initialized from different
random starting points. The evolution of the auv1 parameter
and the corresponding χ2 values reveals consistent con-
vergence toward the same stationary region, confirming the
reproducibility and robustness of the sampling. Finally,
Fig. 15 shows the autocorrelation function, ρ, and the
integrated autocorrelation time, τint, as functions of the
summation window W for two thinning rates, η ¼ 50 and
400. The results confirm that a thinning rate of η ≃ 400
yields nearly uncorrelated samples, supporting the choice
adopted in the main analysis.

APPENDIX C: DETAILS ABOUT SECONDARY
MINIMA

We provide here additional details about the secondary
minimum in the Pb-only analysis related to the auv3
parameter discussed in Sec. IV D. In Fig. 16 we display
pairwise correlations for the uv parameters. In contrast to
what we saw for the dv parameters shown in Fig. 6, for uv
there is a clear separation between the positive and negative
values of auv3 , with an excluded region of auv3 ∼ 0 (see
Fig. 1). However, we do not observe a clear correlation
between its positive/negative values and the auv1 and auv2
parameters. In Fig. 17 in green we plot 68% CL PDFs
(corresponding to green and black points in Fig. 16) and
overlay them with the red PDF replicas corresponding to
the PDFs for which auv3 > 0 (red dots in Fig. 16). We can
see that the split in auv3 parameter affects only the low-x
valence PDFs. The high-x is mostly unaffected, and we do
not see any change in the shape of the valence distributions
in this region. The fact that both uv and dv PDFs are
affected by the split in the auv3 parameter is caused by the
fact that the parameters we are using are defined for the
bound proton PDFs [see Eq. (2)], but the plots show the full
lead PDFs [Eq. (1)]. Hence, there is a mixing between uv
and dv distributions. The value of the auv3 parameter does
not have any impact on the sea-quark and gluon
distributions.
Finally, for the multi-nuclei analysis, we also

observe structures resembling secondary minima. The
behavior is similar to what we discussed in the case of
the Pb-only analysis but less pronounced, i.e., showing
that an increase in constraints moves the parameter dis-
tributions closer to Gaussian.

TABLE VII. NC DIS data as ratios to deuterium, FA
2 =F

D
2 and

σADIS=σ
D
DIS.

NC DIS data FA
2 =F

D
2 and σADIS=σ

D
DIS

Nucleus Experiment ID References Ndata

3He=D Hermes 5156 [99] 17=182
4He=D NMC-95, re 5124 [96] 12=18

SLAC-E139 5141 [100] 3=18

Li=D NMC-95 5115 [101] 11=24

Be=D SLAC-E139 5138 [100] 3=17

C=D FNAL-E665-95 5125 [102] 3=11
SLAC-E139 5139 [100] 2=7
EMC-88 5107 [103] 9=9
EMC-90 5110 [104] 0=9
NMC-95 5113 [101] 12=24

NMC-95, re 5114 [96] 12=18

N=D Hermes 5157 [99] 19=175
BCDMS-85 5103 [105] 9=9

Al=D SLAC-E049 5134 [106] 0=18
SLAC-E139 5136 [100] 3=17

Ca=D NMC-95, re 5121 [96] 12=18
FNAL-E665-95 5126 [102] 3=11
SLAC-E139 5140 [100] 2=7
EMC-90 5109 [104] 0=9

Fe=D SLAC-E049 5131 [107] 2=14
SLAC-E139 5132 [100] 6=23
SLAC-E140 5133 [108] 0=10
BCDMS-87 5101 [109] 10=10
BCDMS-85 5102 [105] 6=6

Cu=D EMC-93 5104 [110] 9=10
EMC-93 (chariot) 5105 [110] 9=9

EMC-88 5106 [103] 9=9

Kr=D Hermes 5158 [99] 12=167

Ag=D SLAC-E139 5135 [100] 2=7

Sn=D EMC-88 5108 [103] 8=8

Xe=D FNAL-E665-92 5127 [111] 2=10

Au=D SLAC-E139 5137 [100] 3=18

Pb=D FNAL-E665-95 5129 [102] 3=11

Total 213/913
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FIG. 12. Pairwise plot of the posterior distribution of the multi-nuclei, analogous to Fig. 3.
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FIG. 14. Left: evolution of the auv1 parameter over Monte Carlo time for four independent Markov chains initiated from different
starting points. Right: corresponding χ2=d:o:f: evolution for these chains, confirming consistent convergence and effective sampling
from the target distribution.

FIG. 13. Comparison of lead PDFs error estimations for uv, dv, ūþ d̄, and g distributions for the multi-nuclei MCMC and
Hessian analyses. We present the ratio to the best fit from the cumulative-χ2 method. The light brown shading indicates the overlap of the
semitransparent red and green uncertainty bands.
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FIG. 16. Same as Fig. 6 but for uv parameters. Here 68% CL is used.

FIG. 15. ACF and τint as a function of the summation windowW for the Pb-only chain thinned by rate 50 (left) and 400 (right). The
dashed red vertical line indicates the optimal summation window, while the horizontal dashed red line marks the corresponding τint or ρ
value at that window, both determined by the Γ-method.
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