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We present an analysis of parton distribution functions (PDFs) of the proton using Markov chain
Monte Carlo (MCMC) methods. The MCMC approach naturally implements Bayes’ theorem and, thus,
provides a means to directly sample the underlying probability distribution—in this case, the probability
distribution of the PDF parameters. This allows for a straightforward propagation of the resulting
uncertainties into any PDF-dependent observable, preserving their simple probabilistic interpretation.
In our analysis we include a broad set of deep inelastic scattering data from HERA, BCDMS and NMC
experiments along with the Drell-Yan, W and Z boson data from LHC and Tevatron experiments, which
combined with theoretical calculations at next-to-next-to-leading order in QCD allow for realistic
determination of PDFs. The main focus of this analysis is to explore alternative methods for PDF
uncertainty estimation that are more firmly grounded in statistical principles. We show that the flexibility of
the Bayes framework, allowing one, e.g., to account for non-Gaussianity or inconsistencies of datasets, is
crucial to extract realistic uncertainties when such assumptions are not fulfilled. We also demonstrate that
MCMC allows one to determine the Ay? value corresponding to a given confidence level in the sample,
which can, in turn, be used as a statistically well-founded tolerance criterion used in the Hessian method,

thus addressing one of its main long-standing drawbacks.
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I. INTRODUCTION

We know that the Standard Model of particle physics is
not a complete theory, yet the available collider data agree
remarkably well with its predictions. This is particularly
apparent looking at the wealth of the Large Hadron Collider
(LHC) data spanning many orders of magnitude in cross
sections [1]. As a result, the most promising opportunity for
searches of new physics in the coming high-luminosity
LHC runs is through high-precision comparisons of theo-
retical predictions with experimental measurements. For
this purpose the uncertainties of both the data and theory
predictions need to be comparable, and already now in
many cases the theory uncertainties dominate. For this
reason, we need to scrutinize the sources of theory
uncertainties, take steps to reduce them and make their
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estimates as reliable as possible. There are several key
sources of theory uncertainties, with two of the most
significant being (i) related to the truncation of the
perturbative expansion commonly referred to as missing
higher-orders (MHOs) uncertainties and (ii) related to
parton distribution functions (PDFs). In addition to these,
nonperturbative effects such as hadronization, the creation
of hadron jets, and the formation of resonances contribute
to uncertainties. The uncertainties due to MHOs are
typically estimated using scale variations; recently also
other methods were proposed, e.g., theory nuisance param-
eters [2-8]. In this work, we will concentrate on PDFs and
their uncertainties.

The PDF-related uncertainties are particularly important
in view of the fact that they make up the dominant part in the
theory error budget. It is widely understood that these
uncertainties need to be reduced and reliably estimated
[9-11] in order to meaningfully enhance our confidence
in the Standard Model or advance the searches of new
physics in the coming years. Since PDFs are nonperturbative
quantities the first-principle calculations of PDFs are very
complicated or even impossible across the whole range of
momentum fractions of interest [12—14] and in practice, for
phenomenological applications, they are determined by
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fitting experimental data [9,10,15-22]. As a result the main
source of uncertainties in phenomenologically determined
PDFs originates from the experimental data used in the fits.'

In this paper we will not try to directly reduce the current
PDF uncertainties but, in turn, focus on their reliable
estimation. For this purpose we propose to use Markov
chain Monte Carlo (MCMC) methods to determine the
PDFs. We will show that this method allows for a robust
estimation of PDF uncertainties and their propagation into
PDF-dependent observables, allowing for a simple and
well-defined probabilistic interpretation. We will also
contrast the error estimates obtained from MCMC with
those obtained with one of the commonly used methods,
the Hessian method.

We note that the use of MCMC methods in the context of
PDF determination has been attempted before. In 2001,
Giele et al. [23] carried out the first determination of proton
PDFs using MCMC methods, notable also because they
used MCMC to infer detector effects as well. Later, in
Ref. [24], the first modern toy study using only HERA data
was conducted, focusing on the up- and down-valence
distributions. Building on these early efforts, the authors of
Refs. [25,26] performed a comparison of various uncer-
tainty estimation methods, including the Hessian method,
data resampling, MCMC, and nested sampling, and intro-
duced improvements to the MCMC algorithm for better
sampling efficiency, which they demonstrated using a PDF
toy model example. More recently, a MCMC package
tailored to PDF determination was introduced [27], using a
forward model approach where the number of counts per
bin is predicted directly rather than relying on unfolded
cross sections. Their analysis, which is limited to deep
inelastic scattering (DIS) processes, reports that the evalu-
ation of physical processes remains too slow for a full-scale
analysis. Finally, a new tool for PDF determinations, called
COLIBRI [28], has recently been published with an emphasis
on comparing different methods in a consistent setup for
PDF uncertainty estimations. One of the available methods
allows for a Bayesian inference implemented through a
nested sampling algorithm. It has been developed in
parallel with a novel approach for simplifying PDF models
through an orthogonal decomposition of the functional
space [29]. This procedure yields a PDF model linear in
its parameters, which simplifies the Bayesian inference, as
shown in a fit to global DIS data in a closure test framework.

This paper is organized as follows. Standard approaches
to PDF uncertainty estimation, including the Hessian
method, the Monte Carlo replica method and other alter-
natives, are briefly reviewed in Sec. II. Section III describes
the analysis setup, including the selected datasets, theo-
retical predictions and the input PDF parametrization.
Results obtained using MCMC methods are presented in

lof course, theoretical uncertainties, such as MHOs, as well as
methodological uncertainties also contribute.

Sec. IV B, with a focus on uncertainty estimates and their
comparison to conventional approaches. Finally, Sec. V
discusses the main findings and outlines potential meth-
odological improvements and future directions.

II. UNCERTAINTIES IN PDFS

In this section we review currently available methods
for estimating PDF uncertainties. We focus here on the
propagation of experimental uncertainties into the PDFs
and will not discuss approaches incorporating other sources
of uncertainties.”

A. Hessian method

One of the widely used approaches to propagate the
experimental uncertainties into PDF analyses is the Hessian
method [41-43]. This method has been used in the context
of PDF fits for over 20 years by many different groups
working on global analyses [18,19,22,43-47]. The biggest
advantage of this approach is its relative simplicity. At the
same time it faces certain limitations that become more
important as the demands on the precision of PDFs grow.

A typical PDF analysis relying on the Hessian method
begins by defining an appropriate y> function that com-
pares theoretical, PDF-dependent, predictions with the
measured data. The PDFs are parametrized at a low initial
scale, pg, and the y? function is minimized with respect to
the PDF parameters, here denoted as {p;}. The values of
these parameters at the minimum, {p?}, define the central
PDFs. Next, the experimental uncertainties are propagated.
The y? function is expanded around the minimum, up to the
second order:

-p)pi=pY). (1)

02 2
2= o+ Zzaplap,

min

where the matrix of second derivatives is referred to as
62 2

2017101) |min'
Hessian is the error matrlx which after diagonalization is
used to explore the vicinity of the minimum. Uncertainties
on fitted parameters are then defined by the region in
parameter space where the increase in the y? function stays
below a certain threshold. Specifically, the uncertainty
region corresponds to the contour Ay?> = T, where T is
determined from Wilks’ theorem [48] based on the number
of fitted parameters. This construction assumes that the
experimental uncertainties are Gaussian and that the
data are mutually consistent with the theoretical model.

the Hessian matrix, H;; The inverse of the

*Propagation of theoretical uncertainties is mostly focused
on uncertainties related to the strong coupling or heavy-quark
masses, e.g., [17,30-34]. More recently uncertainties due to
missing higher orders were also investigated [20,35-38]. Some
PDF groups also try to estimate “model” uncertainties, e.g.,
related to parametrization [39,40].

054049-2



DETERMINATION OF PROTON PDF UNCERTAINTIES WITH ...

PHYS. REV. D 113, 054049 (2026)

Under these conditions, 7 is uniquely defined by the
desired confidence level and the dimensionality of the
parameter space.

However, in practice, these ideal assumptions are rarely
fully satisfied. Deviations from Gaussianity, tensions
between datasets, and the presence of theoretical uncer-
tainties all lead to a breakdown of the strict statistical
interpretation. As a result, the choice of the A){Q tolerance
becomes somewhat arbitrary and is often adjusted in an
ad hoc manner to account for these imperfections. Probably
the biggest limitation of the Hessian method is this very
choice: the tolerance defines the vicinity of the minimum
that is explored in order to quantify the uncertainties, but in
practice there is no unique or theoretically well-motivated
way to set it. Instead, the appropriate tolerance must be
chosen depending on the specific dataset and the fit quality.

Since its introduction [42], the Hessian method has
evolved, and modern PDFs relying on it [18,19,49,50]
employ many refinements, such as dynamic tolerance
criterion [51]. Nevertheless, the main ‘“problems”—the
choice of the tolerance criterion and assumptions about
Gaussian errors—are unavoidable and can limit the pre-
cision this method can deliver.

B. Monte Carlo replica method

In the beginning of 2000s an alternative to the Hessian
method was proposed—the Monte Carlo replica method
[52,53]—which we will refer to as the Monte Carlo or the
replica method. Instead of finding the central PDF corre-
sponding to a global minimum of a certain loss/y? function
and exploring the vicinity of this minimum to estimate the
uncertainties, the key idea of this method is to find a set of
equally probable PDFs. To this end replicas of experimental
data are created [53], allowing for fluctuations consistent
with experimental uncertainties. Then, for each of those
replicas, a minimum in PDF parameter space is found
providing a set of PDF replicas that can be used to estimate
PDF uncertainties of any PDF-dependent observable. The
NNPDF group, which introduced the replica method, also
combines it with the use of very flexible parametrizations
through the use of neural networks (NN) [9,54] which
further distinguishes it from the Hessian method which is
typically limited to fixed functional parametrization forms.
The predictions and uncertainties for any observable
(including PDFs themselves) can be computed as mean
and variance taken on PDF replicas or, alternatively, by
constructing confidence intervals [55].

Recent considerations of the Monte Carlo method [56]
find that the posterior obtained with the replica method
agrees with the posterior from more general Bayesian
approaches only for linear models (and a sufficiently
wide Bayesian prior). In general, linearity in PDF fits is
broken in several aspects. The most obvious example is
the inclusion of experimental data from hadron colliders
where the theory prediction consists of a product of PDFs

regardless of the parametrization.3 The authors of the
reference above show that the Monte Carlo replica method
introduces distortions of the posterior that are very difficult
to predict, even in toy models, and can have a significant
impact. Nevertheless, the extent of this discrepancy in
realistic PDF fits remains, to our knowledge, an open
question. Moreover, the use of a neutral network as part of
the PDF parametrization implies the split of experimental
data into a training and a validation set. For linear models it
can be shown that such a split leads to inflated uncertainties
on the extracted quantities, which is easily understood
because the split removes data constraints. It is possible to
demonstrate this effect on nonlinear models, but it remains
poorly understood, due to the complicated distortions of the
posterior introduced by the replica method [25,56].

C. Other methods

Several alternative approaches for propagating experi-
mental uncertainties into PDFs have been proposed to
address the limitations of the Hessian and the replica
methods. One such approach is the Lagrange multiplier
method [43,57], which investigates how the global y?
changes as specific observables are varied, allowing a
direct assessment of the impact of individual measurements
on the fit. Unlike the Hessian method, it does not rely on a
quadratic approximation of the y* near the minimum.

More recently, neural network—based techniques have
been developed to model the structure of the likelihood
function more flexibly. For example, a method introduced
in Ref. [58] trains a NN on an effective posterior distri-
bution, making it possible to represent non-Gaussian
uncertainties and complex parameter correlations without
committing to specific functional forms.

Another promising direction involves the use of Gaussian
processes to represent the dependence of observables on
PDFs. As shown in Ref. [59], this nonparametric Bayesian
approach provides a probabilistic interpolation between
theoretical predictions, naturally incorporating uncertainty
estimates and correlations in a flexible framework.

Finally, MCMC methods provide a fully Bayesian
treatment of uncertainties by sampling directly from
the posterior distribution of fit parameters. Although not
widely adopted in global PDF analyses, several studies,
such as [24], have successfully applied them to extract
detailed uncertainty estimates and reveal nonlinear features
that are inaccessible in Hessian-based frameworks. This is
the methodology we adopt in the present study, as it enables
a statistically grounded exploration of the full posterior and
avoids reliance on ad hoc tolerance criteria or Gaussian
approximations.

3One could argue that linearity only matters in the vicinity of
the best-fit estimate, but we find below that at least some of the
PDF parameters in our setup are not distributed in a linear
fashion, not even in the close vicinity of the minimum.
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III. ANALYSIS SETUP

This section describes the setup of our analysis starting
from the selection of experimental datasets, the treatment
of theoretical predictions and the PDF parametrization.
Finally, we describe the MCMC analysis providing both
an introduction to the method and listing setups specific to
our fit. Note that in this exploratory study we limit the
sophistication of our setup in order to keep the computa-
tional costs manageable. Thus several compromises have
been made, e.g., the selection of experimental datasets or
the choice of MCMC algorithm. Our goal is to benchmark
the uncertainty estimate obtained using MCMC against
traditional alternatives.

A. Data selection

Without loss of generality, we restrict our data selection
to two processes: DIS and Drell-Yan lepton pair production
(DY). The DIS data include the combined H1 and ZEUS
data from the HERA experiment (in the form of reduced
cross section for neutral and charged current) and F,
structure function data from the BCDMS and NMC experi-
ments. The DY data include Z and W* boson production
data from Tevatron and LHC. To minimize the effects of
higher twist contributions we apply kinematic selection
cuts. In case of the DIS data we use Q >2 GeV and
W > 3.5 GeV, and for DY data we follow the choices made
in [54].4 The total number of data points after (before)
kinematic cuts is equal to 1984 (2427), with the majority
[1660 (1949)] comprised of the DIS data. The remaining
324 (478) data points are for the DY process with most
of them originating from the LHC. Table I summarizes
individual datasets together with the number of points.

Additionally, in Fig. 1 we show the kinematic coverage
of the fitted data in the (x, Q?) plane. We can see that the
HERA data provide a wide coverage in x from very low
x ~5x 107 up to large x ~ 0.5. The fixed target DIS data
provide additional constraints in the large x region. The Z
and W boson production data also cover a relatively wide
range in x, going down nearly to 10~ and extending nearly
to x ~ 1 but at a higher Q> on average. A selection such
as this is expected to provide reliable constraints on the
valence and light-sea (d + i) quark distributions. The
limited amount of flavor-changing observables restricts
the separation of the sea quarks reflected in the largely
fixed parameters of the d/ii and s+ 5 combinations.
However, even though none of the used data are directly
sensitive to the gluon distribution at LO they do allow
one to constrain the gluon PDF via higher-order effects.

“Since we also use fast convolution grids provided in [54] it is
natural to follow the same cuts. The cuts are ATLAS Z pr
8 TeV (y7): 30 GeV < pr <150 GeV, CMS Z py 8 TeV:
20GeV < pyr <170GeV, CMS double diff. 2011 7 TeV y < 2.2
and LHCb W*,Z — u 7 and 8 TeV: 2.25 <.

TABLE I. The experimental datasets along with the number of
data points used for the PDF extraction. The number in brackets is
the total number of data points before applying kinematical cuts.

Dataset Refs. Data points
DIS

HERA 0,4 neutral current [22] 1039 (1225)
HERA o0,y charged current [22] 81 (81)
BCDMS F, proton [60] 339 (351)
NMC F, proton [61] 201 (292)
DIS total 1660 (1949)
DY

CDF Z rapidity [62] 28 (28)
DO Z rapidity [63] 28 (28)
ATLAS Z py 8 TeV (My) [64] 44 (64)
ATLAS Z p; 8 TeV (y,) [64] 48 (120)
CMS Z py 8 TeV [65] 28 (50)
CMS double diff. 2011 7 TeV [66] 88 (120)
LHCb W*,Z — u 7 TeV [67] 29 (33)
LHCb W*,Z — u 8 TeV [68] 31 (34)
DY total 324 (478)
Total 1984 (2427)

The large lever arm of the HERA data provides constraints
coming from the Dokshitzer-Gribov-Lipatov-Altarelli-
Parisi (DGLAP) evolution and the high energy used at
the LHC enhances the sensitivity of the DY data.

B. Theory predictions

Theoretical predictions for neutral current (NC) DIS data
is performed using the aSACOT-y scheme [69,70] at
approximate next-to-next-to-leading order (aNNLO). The
aSACOT-y scheme is an approximate extension of the
general mass variable number ACOT scheme [71-74] to
NNLO and allows one (with simplifying assumptions) to
account for heavy-quark mass effects. With the kinematics
of the employed DIS data the mass effects are important
only for the NC data. In the case of the charged current
(CC) DIS data, which comes only from HERA, the
difference between using a massive or massless scheme
is negligible (~0.2 points in y* for the 81 data points).
Hence we use the zero-mass variable-number scheme [75]
for the CC DIS data as the evaluation of the massless
predictions is computationally less expensive. In both NC
and CC cases we use tabulated predictions in the form of
grids provided in the APFEL++ code [76]. The HOPPET code
is used to carry out the DGLAP evolution [77].

Theoretical calculations for the DY process are time
consuming already at NLO; as a result, they need to be sped
up to be used in any PDF analysis. This is even more
relevant for the current MCMC analysis. For this reason the
calculations are done using the MCFM program [78§]
interfaced with APPLgrid [79] allowing one to produce
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FIG. 1.
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x

Kinematic coverage of the experimental data sets in the (x, Q%) plane. The datasets are displayed after cuts and leading-order

kinematics have been assumed for the DY datasets. The gray area indicates the global Q% and W? cut.

interpolating tables and grids with NLO predictions.” To
obtain even further speedup the APPLgrids are then
converted to FastKernel tables [81] which also include
the DGLAP evolution from the APFEL code [82,83] into the
grids. To obtain the NNLO predictions the K factors
published in [54,84] are used. With this setup for the
DIS and DY theory calculations the computation time for
a single y? evaluation for all 1984 data points is ~0.4 s
(on the PALMA 1I cluster [85]).

C. Definition of likelihood and y? function

We use the standard definition of the y* function (see,
e.g., Ref. [15]), which accounts for correlated uncertainties
within datasets:

Np

(D.T({pi})) = Z[Di ~T,({p)IC [D; = T,({ps})].
(2)

ij
where D; are the measured values, T; the corresponding
theory calculations depending on the PDF parameters
{p}, C;j is the experimental covariance matrix, and Np

*We use APPLgrids that were published by the NNPDF
Collaboration [80].

is the total number of data points. Additionally, to avoid
d’ Agostini bias [86] the normalization uncertainties of the
data are treated following [87] (see Appendix B) which is
equivalent to the r method [88].° This x* function is then
used to define the likelihood function that will be used
(multiplied with our choice of priors; cf. Sec. II E 3) in the
MCMC algorithm:

I(pe)ID) sexp (=32 3)

Note that the proportionality constant is irrelevant for the
parameter optimization with MCMC methods used here.

D. PDF parametrization

We parametrize PDFs at the initial scale, Q, set equal to
the charm quark mass, Q, = m,. = 1.3 GeV. We use the
following functional form inspired by the CJ15 PDF
analysis [47]:

xfi(x, Qo) = phxri(1 = x)P2 (1 + piv/x + pix)  (4)

®The above normalization treatment is applied to the following
datasets: BCDMS F, proton, NMC F, proton, CDF Z rapidity,
ATLAS Z py 8 TeV (M), ATLAS Z py 8 TeV (yz), CMS Z py
8 TeV, CMS double diff. 2011 7 TeV, LHCb W+, Z — u 7 TeV,
and LHCb W*,Z — u 8 TeV.
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TABLEIIL. The fixed and fitted parameters. The - - -

indicates that the parameter is either fixed through sum rules or

not available in the parametrization. “Note that we are fixing the total momentum of the gluon and s + 5 instead of

their p, parameters [see Eqs. (8) and (9)].

Parameter u, d, d+ i d/i g s+5
o . . 35712 Fit® Fit®
P Fit Fit 2.15655 Fit —-0.20775
IS Fit Fit 193.63 Fit 8.3286
D3 0.0 -3.503 17.0 Fit 0.0

D Fit Fit 522886 Fit 14.606
s 0.0036
Do . 20

for i = u,,d + i1, g, s + 5. For d, the functional form also
depends on the u, distribution:

xd,(x, Qp) = polx” (1 = x)2(1 + p3v/x + pyx)

+ psxlexu, (x, Qo)) (5)
The ps and pg parameters, responsible for the mixture,

are however kept fixed in the extraction. The asymmetry
between & and d is parametrized through the ratio

(x, Qo) = pox” (1 =x)72 + 1+ p3x(1 —x)P*, (6

NERY|

but also all of these parameters are kept fixed. Finally, we
assume that there is no asymmetry between the strange and
antistrange distributions:

(s =5)(x. Qo) =0. (7)

The number and momentum sum rules are used to fix

the following three normalization parameters: pj", pg" and

pg“‘ Furthermore, instead of fitting the normalization

parameters for the gluon and strange distributions we fit the
momentum fractions carried by these distributions, referred
t0 as Goum and sq,m, respectively. The two sets of parameters
are directly related. Specifically, for the gluon we have

g YJsum
Po = T o (8)
0 Jo Gp)dx

Similarly, for the s+ 5 combination we fit its total
momenta sg,, as a proportionality factor to the remaining
momenta after subtracting the momenta of u,, d, and g
from the total proton momentum,

s+§_M em

Po =3 Tk

where My =1-M, —M,; —M, and M; is the total
momentum fraction carried by flavor i.

s
sum 9
(s+35)/py~dx’ ©)

The heavy-quark PDFs (charm and bottom) are gener-
ated perturbatively, through the DGLAP evolution, and do
not require parametrizing. From the remaining parameters
we still fix seven which are not well constrained. This
leaves 15 free parameters that are varied during the
analysis. The overview of the parameters together with
the fixed values is provided in Table II.

E. Markov chain Monte Carlo

In this section we describe steps involved in our MCMC
analysis. This will include the algorithm employed, the
processing of the generated chains including autocorrela-
tion estimates, and questions about convergence, as well as
the setup of the corresponding hyperparameters.

For the purpose of our analysis we use the adaptive
Metropolis-Hastings (aMH) [89] algorithm. This choice is
driven by a number of reasons. Firstly, we aim for an
algorithm that is straightforward yet versatile and robust. At
the same time we need to minimize the number of required
x* evaluations which we deem to be the limiting factor in
terms of computational cost. The aMH fulfils these require-
ments and what is more, compared to the standard random-
walk Metropolis-Hastings algorithm [90,91], it allows one
to significantly reduce the autocorrelation of the chains
which is crucial for overall efficiency.

1. Metropolis-Hastings algorithm

We start by briefly describing the standard Metropolis-
Hastings (MH) algorithm to generate Markov chains and
later explain the modifications needed in its adaptive
incarnation. A Markov chain is a list of states {X}, where
the probability of a state X;, ; depends only on the previous
state X;. In the MH algorithm a new state, X;,;, is
generated through a two step procedure: first, a candidate
state X;,, is proposed through a proposal distribution
q(X;11.X;). Usually, a MH-like algorithm is named after
its proposal distribution; thus, the aMH algorithm defines a
specific choice of proposal distribution that is explained
below. Second, the candidate state is accepted or rejected
according to the acceptance probability

054049-6
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a(Xi,Xm) = min(l,r(Xi,X’m)), (10)

where 7(X;,X,,) is the Hastings ratio given by

(X, X)) = JT(XHI)Q(XIZ-JEI,XI_).
7(X;)q(X;. Xi1)

(11)

The most important ingredient is z(X), the so-called
invariant distribution. The Hastings ratio guarantees that
the marginal distribution for each state of the Markov chain
converges toward z(X) as the number of iterations i
increases and the states of the chain can be identified with
samples of z(X). In other words, the distribution of the
states follows the invariant distribution z(X) as i goes to
infinity and one can extract information about z(X) from
the samples, e.g., by calculating expectation values from
the samples. Therefore, for our application we want to set
7(X) to the distribution of the fit parameters given the
experimental measurements. z(X) can be constructed,
using Bayes theorem, as a product of a prior, p({p;}),
and the likelihood function, [({p,}|D), which in our case
will be given by Eq. (3):

#(Xi|D) = p({pi}:|D) « p({pi})I({pi}iID).  (12)

Note that we have made the identification X; = {p;},; i.e.
at each step i in the Markov chain X; is a 15-dimensional
vector of our fit parameters { p; }. Also, since z will always
enter through the Hastings ratio, Eq. (11), its normalization
will not be important.

It should be highlighted that the candidate state will be
accepted as the next state in the chain (X, | = X, _1)only if
it survives the acceptance probability. If the state is rejected,
the algorithm stays at the same point (X;,; = X;). This
means that if the algorithm is in state X; and new states are
being rejected multiple times the state X; is repeated the
same number of times. This is quite different from standard
Monte Carlo rejection algorithms, used in particle physics,
where rejected points are discarded without changing the
multiplicity of the current state.

In the particular case considered here, we will use a
proposal function given by a multivariate Gaussian dis-
tribution:

CI(X,Hlei) :N(Xi,co) (13)

with a covariance C,. This choice is symmetric,
q(Xi11.X:) = q(|X;s1 — X;|), which ensures that any
region of the parameter space can be reached regardless
of the starting point. And since the proposed state is given
by a random increment around the current state, this choice
belongs to the class of random-walk Metropolis-Hastings
algorithms. However, the efficiency (in terms of how many
steps in the chain one has to generate in order to estimate a
quantity to a given precision) of this proposal algorithm
strongly depends on the user-set covariance C,. This is a

very challenging problem, especially for a large number of
dimensions (fit parameters).

2. Proposal algorithm: Adaptive Metropolis-Hastings

Having introduced the standard MH algorithm we now
describe the adaptive Metropolis-Hastings algorithm. It
consists of three steps:

(1) Use the random-walk Metropolis-Hastings algorithm
until N samples have been obtained. This includes
using the multivariate Gaussian proposal distribution,
N (X;, Cy), with the fixed covariance matrix, Cj.

At this stage of the algorithm the sampling of z will
generally be very inefficient since setting the individual
values of the covariance matrix by hand is very tedious.
And, even if a well-working C is found it might become
inefficient in other regions of the available parameter space.
Instead the goal at this stage is to accumulate enough
samples such that the estimation in the next step become
reasonably accurate.

(2) Switch to a self-learning proposal distribution:

qXi1.X;) = (1-BN(X;. 54 C;)
+ BN (X;, Cy), (14)

where C; is a self-learned covariance matrix computed

from the so far collected samples. The parameter

0 < f <1 controls the impact of the learned pro-

posal, and s, is a dimension-dependent scale param-

eter introduced to optimize the proposals, usually

sq = (2.4)%/d with d being the dimension [92].
The self-learned covariance matrix will be updated (or
adapted) at each step with the newest sample. This
operation can be performed in constant time, since averages
and covariance matrices obey a recursion relation.” It is to
be noted that this algorithm technically breaks the
Markovian aspect of the generated chain: since the proposal
algorithm uses all previous samples, the proposed sample
does not depend only on the previous sample any more. It
can however be shown that the aMH retains the conver-
gence properties of the MH algorithm under mild con-
ditions [93]. One of those is to keep f# > 0. Figure 2 shows
a trace plot of the final chain, where the gray regions
indicate proposals from a fixed covariance matrix from
step 1. One can clearly see that switching to the self-learned
C; improves the mixing (the variance between two con-
secutive states) considerably.

At each step, i, the self-learned covariance is updated through

) | .
Ciy1 = ;(Si+1 = (i+ Dpiaplyy),

with S;, = > i o X, X! = S; + X;;1X7,. The mean of sam-
ples, p;, can also be written recursively as p; | = p;+
A (x.., - )
,+1( i+1 —Hi)-
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FIG. 2. The convergence of six of the 36 generated chains toward the same minimum. The left plot shows the (y> — 2. ) value for
each sample and the right plot the parameter p,’ versus the Monte Carlo time. The dashed lines indicate the times when a reset was
performed and the gray regions the steps when the static or fixed proposal distribution was used. Note that only the first 160 000 points
are shown (for the remaining 319 000 points the behavior is similar to the last shown part).

(3) Reset the self-learned proposal distribution at early

stages of the chain.

In our trial runs it has proven beneficial to reset the
correlation matrix at several points to reduce the impact of
the starting point of the chain. This can be easily under-
stood since the correlations among the parameters are
generally local in parameter space, such that resetting
the estimates when the chain still drifts toward the region
of maximum probability removes unwanted information in
the estimation of C;.

3. Prior

Within the Bayesian approach the construction of an
invariant distribution naturally involves the use of prior
distributions; see Eq. (12). The prior distribution encodes
our initial knowledge about the parameters which can either
originate from earlier measurements or from theoretical
constraints. In our analysis we prefer not to introduce such
prior knowledge on the free PDF parameters such that we
only use the information coming from the experimental
measurements introduced via the likelihood function.®

There will be however one exception to this, the pZ”
parameter. In case of this parameter the relatively weak
constraints combined with certain shortcomings of our
PDF parametrization results in effective independence

of d,(x, Qy) on pffh Specifically, when pZ” becomes very

large it can be absorbed into the pg” when using the number
sum rule to normalize this distributiong; see Eq. (5).

8Implicitly we make use of priors for the parameters that we do
not fit, e.g., by enforcing the momentum and number sum rules
on the PDFs or fixing them to specific values.

In principle this shortcoming is present for all p; and p,
parameters. However, absorbing the parameter into the normali-
zation comes with a change of shape and reduces flexibility.
Thus, if the distribution is sufficiently well constrained, this
shortcoming is irrelevant.

This poses a serious problem: one of the key conditions
for a MCMC algorithm to converge is that the target
distribution is a proper probability distribution. If =

becomes independent of pj” in the limit of the parameter
going to infinity, # is non-normalizable and thus not a
proper probability distribution [94].

One solution, commonly used for weakly constrained
parameters, is to simply keep the parameter fixed. This has
the additional, often desired, effect of removing the non-
Gaussian correlations usually introduced through the loosely
constrained parameter, which would make the uncertainty
estimation very challenging with traditional methods. But,
fixing the parameter typically decreases the available space
for the other parameters. A MCMC setup, however, is well
equipped to handle such non-Gaussian correlations and we
can use pfft to confirm this capability of the method.

For this reason we opt to modify our target distribution 7
and introduce a prior for this parameter instead of fixing it
to a specific value. This should be done carefully in order to
not distort the sampling of the x? function, since we want to
keep the correspondence between y? value and goodness
of fit intact. We use a uniform (or flat) prior U( pﬂﬁ“, P,
which is constant inside the interval [pfin, pMa] and zero
outside. A uniform prior does not move the mode of
the likelihood function—and therefore the results stay
unbiased as long as we restrict p, to the correct region—
but still sets bounds on the parameter.

Having analyzed samples of the pZ” parameter and the
behavior of the one-dimensional scans of the y* function
(with other parameters fixed to values close to the mini-
mum) we fix the bounds of the prior to pﬁ{‘i“ = —10° and
piax =104, as displayed in Fig. 3. Note that the 1D »? scan
shows an increase of ~300 points by the time pff“ reaches
the upper limit of the prior. Naively one would assume that
these large parameter values are safely excluded from the
experimental data. However, this y? difference can easily be
compensated for by the other 14 fit parameters.
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FIG. 3.
pZ" (left axis) along with a one-dimensional y? scan (right axis).
The gray-shaded areas indicate the regions excluded by the
flat prior.

The samples and marginal distribution for the parameter

4. Starting points

Formally the final Markov chain is independent of the
starting point. In practice the starting point significantly
impacts the efficiency of the algorithm, especially for the
proposal algorithm we opted for. For this reason we follow
the recommendation of Ref. [94] and select the initial points
to be close to the global minimum found by a traditional
gradient decent minimization algorithm. To be more specific
we performed three minimizations using the Broyden-
Fletcher-Goldfarb-Shanno (BFGS) algorithm [95-98] start-
ing from different initial points and selected the minimum
with the lowest x? [y2; /(data points) = 2366.03/1984].
Then we performed one-dimensional y? scans to estimate
the variance for each fit parameter, and when choosing the
starting point for each individual chain all the parameters
were displaced randomly according to these variances.
Altogether 36 independent Markov chains were generated
and the variation of the y* of the starting points from the
“BFGS minimum” were yZ. — x%:., €[16,1296] points,
which corresponds to 0.7% to 55% of y2,.... Finally, for each
of the 36 generated chains a random number generator
[99,100] was initialized with different seeds.

Note that this choice of starting points led to all chains
converging toward the same minimum as the one found by
the BFGS algorithm. In trial runs, where the chains started
from random points in the parameter space, the chain often
got “stuck” in local minima with much larger y> values.

5. Hypersetup

As already mentioned in the previous section we produced
36 independent Markov chains which we later process and
combine into a single set of samples. The main motivation for
this is the trivial parallelization by running multiple chains at
the same time, yielding independent samples with negligible
computational overhead. Of course, each chain needs to be

independent and sufficiently long to thermalize and collect
enough samples. Additionally, from a general point of view,
having multiple chains starting from different initial points
potentially increases the chance of identifying better minima,
if they exist. This enhances our confidence that our minimum
is representative and not an artifact of limited sampling.

The parameters of the adaptive Metropolis-Hastings
algorithm are chosen as follows.

(i) Cy is diagonal with values given by 0.0055,,, where
o), were estimated from one-dimensional x> scans
along p; parameters at a minimum estimated with
a traditional minimization algorithm (as described
above). They correspond roughly to a distance
needed for a y? increase of 100 points along their
respective scans.

(i) The number of points in the initial phase is set to
Ny = 10000. This choice reflects the need for
sufficient statistics to reliably initialize the self-
learning phase.

(iii) The parameter responsible for mixing of the fixed
and self-learned covariance matrices in the proposal
function is set to f = 0.1. This value was chosen
following the recommendation of [89].

(iv) After 20000 and 40000 points the self-learned
covariance is reset. This means that the true sam-
pling with the aMH algorithm begins after 50 000
points. For each reset we modify the fixed covari-
ance matrix Cy to 5% of the diagonal values of the
last estimate of C,.

Each of the 36 chains has a length of 479 000 samples
giving in total N, = 17244000 samples generated in
14 days on 36 cores'’ on the PALMA II cluster. Having
such long chains ensures that they are very well converged.
This allows us to remove autocorrelations while still having
enough samples to estimate derived quantities confidently.

We are very conservative in estimating the so-called
thermalization time fy,., (the number of samples removed
from the start of the chain). In our analysis we estimate the
chains to have thermalized after 140000 steps, and we
remove these samples from the chains before further
analysis. This choice can be best understood by considering
the integrated autocorrelation time z;,, of the entire chain as
a function of the thermalization time; see Fig. 4. The
autocorrelation time is a measure of how dependent each
step is on its predecessors. 27;, can be interpreted as the
average number of steps one has to take to arrive at the next
uncorrelated sample; thus, its optimal value is 7j,, = 1/2.
The estimation of 7;, is based on the I' method [101],
summarized in the Appendix [see Eq. (A7)]. This is the
primary use case for 7;,, which we will utilize in the
following section. A secondary use case is its sensitivity to

Further speedup may not be possible as each chain must have
a certain minimum length, e.g., to ensure thermalization (see
below) and collect enough samples to provide sufficient statistics.
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Autocorrelation as a function of the thermalization time
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FIG. 4. The integrated autocorrelation time 7;,; as a function of
the thermalization time fy,,, (after thinning with # = 3000,
motivated in the next section). At #y.,, > 120000 the autocorre-
lation time exhibits a plateau. Repeating this exercise for each
parameter individually, we find the same plateau starting in the
range of tyem € [50000, 130000).

when the chain drifts in parameter space; i.e. 7, rises if the
chain drifts. Bias originating from the dependence on the
starting point presents itself by a drift toward a region of
better likelihood. After removing ~120000 steps almost no
remaining dependence on the starting point is found as
indicated by the plateau in the figure. Similar estimates for
each parameter individually give the same plateau for
finerm € [50000, 130000]. Additionally, looking directly at
the time series displayed in Fig. 2 (where we show only the
first 160 000 points) provides a common-sense way to
make sure that the estimates based on the autocorrelation
time are not unreasonable and that there is no obvious
dependence on the initial point. Of course, such a “by-eye”
strategy cannot tell us precisely where to set the burn-in
time but can verify if there is no obvious fault in the value
we chose (e.g., by spotting regions of huge correlations
seen around time ~40000-50000).

Having removed samples before the thermalization time
12204 000 samples remain.

6. Thinning

By nature of the MCMC algorithm it yields autocorre-
lations in the generated chains. In principle, one can use
such autocorrelated samples directly; however, from a
practical perspective it is easier to remove the autocorre-
lation from the individual chains (which we call replicas'’

"This is not to be confused with the term replica in the MC
replica method of NNPDF [52,53]. In the terminology used in
MCMC inference (and this work) replicas refer to individual
chains that were generated in a statistically independent manner.

in the following). There are a number of advantages in
doing so. First of all, having autocorrelation-free (and
independent) replicas allows combining them into a single,
final set of samples in a straightforward way. Further,
the lack of autocorrelation allows us to use simple esti-
mators, e.g., when computing uncertainties based on the
samples making the result much more user friendly. Finally,
as we will see below this considerably reduces the number
of samples, in turn lowering the computational cost of
performing any operations on the chain.

In order to remove correlations we will carry out thinning
[94] on each of the replicas (chains) by a factor #.
Specifically, for each replica r:

{X1. X0, X5..., Xy }' (15)

we will subsample the chain keeping only every-y point.'?
Additionally, we introduce an offset 6 < 7 which ensures
we keep the points with the lowest values of y? in the
thinned chain, resulting in

{X5,X,7+5,X2,7+5, ""X(Nr/ﬂ—l)l’]+5}r' (16)
We choose here to use a common value of the thinning rate 7
and offset ¢ for all considered chains but this can in principle
be adjusted for individual replicas. After thinning the final
number of independent samples is > ., N,/n = N/n.

Now the question is what the right value of #, which will
ensure that the chains are indeed free of autocorrelations, is.
At the same time # needs to be small enough so that the
final sample size is large enough for the central limit
theorem to apply. In order to estimate the value of the
thinning rate we will use the integrated autocorrelation time
7;n¢ from the previous section (computed by the I method
[101]). As already explained, z;,, indicates the average time
to find the next sample that is uncorrelated from the current
sample, giving us a proxy for the thinning rate (n ~ 27;,,). If
the sample is free from autocorrelations, we should find
Tint & % In practice, we will thin a chain with n > 27;,, and
recompute 7;,, for the thinned chain. If the newly computed
Tint & 3, We stop; if 7, > 1, we will increase ; and continue
with this procedure until we obtain 7, ~1."°

We moved the description of the I" method to the
Appendix. Here we present how the method works in
practice when thinning chains with different rates and
computing the correlation time. In Fig. 5 we show the

"2At this stage we use chains for which thermalization phase
has been already removed.

If we use 5 > 27;,,, we should remove all autocorrelations
and the thinned chain should have 7, z% In practice, the I’
method assumes the autocorrelation to be purely exponential;
however, there are other contributions to the autocorrelation
which scale as polynomials (i.e. slower decay) and are poorly
estimated.
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FIG. 5. The integrated autocorrelation time z;, (W) [upper plot; see Eq. (A7)] and the autocorrelation function p(W) [lower plot; see
Eq. (A8)] as a function of the summation window W in units of Monte Carlo time. In principle 7;, is defined by summing over p(W)
until infinity. Since this is impossible we resort to the I method that defines an algorithm to find the optimal value of W to truncate the
summation. This is referred to as the optimal summation window W, indicated by the vertical red dashed lines. The horizontal red
dashed lines show the estimated p(W,y) and 7, (W, ). Going from left to right we have thinned the original chain with factors

n = {500, 1500, 3000}, thus reducing ;.

impact of thinning with different rates on one of the
generated chains (similar results are obtained for all
involved chains). We display results for three thinning
rates 7 = {500, 1500,3000}; one can see that this indeed
leads to a systematic reduction in autocorrelation time and
for n = 3000 we obtain 7;,; = 0.57 & 0.035. Further thin-
ning does not reduce 7;,. We do not show it here but the
initial chain has t;, ~ 500.

Finally, we set 6 = 671 by hand. This choice is entirely
motivated by setting the offset to include the sample with
the best ° value in the final set of samples. With the final
thinning rate of # = 3000 (and removing the thermalization
phase of 140000 points) we end up with N, y;, = 113
uncorrelated points per replica. This way the replicas still
contain enough samples so that we do not need to worry
about introducing bias due to large statistical errors and we
can safely combine the individual 36 chains to form the
final combined sample of N = 4068 uncorrelated points.
This sample will be used to perform the final analysis and
extract PDFs. From this point, we assume the chain to be
free from autocorrelation.

We should also note that it can be shown that the variance
of a thinned Monte Carlo estimator is always larger than the
variance of the original Monte Carlo estimator [94]. In
other words we are losing statistics by thinning and are
better off using the full chain instead. However, from a
practical point of view our sample size is large enough
even after thinning. Furthermore, using the fully corre-
lated samples to compute uncertainties of PDF-dependent
observables is prohibitive simply due to the required com-
putational effort. Thinning is actually common practice for
large autocorrelation times, e.g., in lattice QCD. And in fact
having N = 4068 different PDF sets for the uncertainty
estimation is still by far the largest set for uncertainty
estimation available in the literature.

To visualize the final sample, in Fig. 6, we show pairwise
distributions for all combinations of free PDF parameters

together with the distribution of the y? values. This will be
further useful when analyzing the final sample in Sec. IV.

IV. ANALYSIS

In the previous section we obtained an uncorrelated set
of samples in PDF parameter space each corresponding to
an independent PDF set which can now be used to calculate
central predictions and uncertainties of PDFs and PDF-
dependent quantities. There are different ways of how
uncertainties can be constructed from the samples.

In general the best practice is to evaluate the desired
observable O for each sample and plot the distribution of
results, e.g., as a histogram for 1D observables or as corner
plots for multidimensional observables. This distribution
corresponds to the projection of the experimental measure-
ments and uncertainties to the observable of interest, since
we have

{peti ~ P({p}ID) = O({pi}i) ~ p(OID). (17)

This is the most important feature of the MCMC method;
the samples can be directly used to infer the posterior
distribution of any observable.

As a showcase on how powerful these figures can be,
we return to the marginal distribution of the y? values, the
marginal distributions of all parameters and their pairwise
correlations in a corner plot in Fig. 6. The large plot in the
top right corner is a histogram representation of the y?
values for all samples in blue. The black vertical line at
2 =2 = 21.41is a90%-quantile estimation [102] (with a
respective 95% uncertainty band given in gray) on the
distribution signifying that 90% of all y* values have a y?
increase less than 21.4 points. The red curve is a fit to a y?
distribution with fixed d.o.f. = 15. The fact that the curve
follows the histogram closely indicates that the posterior
distribution of our parameters close to the minimum indeed
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FIG. 6. The pairwise distribution of parameters. The top right figure shows a histogram representation of the y* values (blue bars), a
y>-distribution fit to the histogram with fixed d.o.f. = 15 (red curve) and a 90%-quantile estimation (black horizontal line). The smaller
plots on the lower left show various marginal distributions. On the diagonal we show the 1D distributions for each parameter as a
histogram (blue bars) with a fitted normal distribution (red lines). The scatter plots show the 2D distributions for each parameter pair
(blue points). The red and black curves indicate the regions for 16 and 20, respectively, of the number of samples based on kernel density
estimations.

where the red curve is a fit to a 1D Gaussian to easily guide
the eye to which parameters are behaving non-Gaussian.
Finally, the scatter plots show the marginalized 2D dis-
tributions for each parameter pair. The red and black lines
indicate the regions of higher and lower density, respec-

behaves like a y? distribution with the same number of
degrees of freedom, ultimately showing that our assump-
tions about the theory and experimental data are justified.
However, it is worth noting that an ideal »* distribution
with Ny, =15 would have its 90% quantile at an

increase of 22.3 [48]. The diagonal plots are the marginal
distributions of the parameters (as a histogram in blue),

tively, based on kernel density estimations [103]. From
this set of plots numerous nontrivial results about the
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parameters can be inferred, including that the parameter
that shows the most significant deviation from Gaussianity
is the p, parameter and that interestingly the full set of
gluon parameters ({gsum, ..., p5}) is very close to a
Gaussian including their correlations. No new calculations
had to be performed to obtain this plot, since all of the
information is already contained in the chain.

Nevertheless, in usual applications the direct use of
samples to compute distributions for derived quantities is
not that common, and for practical reasons it is useful to also
be able to reduce the obtained information to the commonly
used central value and an upper and lower bounds.

A. MCMC uncertainty estimates

Here we present three different options to define the
central value with its bounds and compare among them as
well as to confront them with the uncertainties obtained via
the traditional Hessian approach of Sec. II A" For each
approach we define 90% confidence intervals [O_, O, | for
any PDF-dependent observable O alongside a “central”
value O,. For the following it is convenient to define the
shorthand notation O; = O(X;). Further, we define the
sample with the lowest y> value as X,

These options are (i) a%-symmetric, (ii) ®%-asymmetric,
and (iii) cumulative-y2.

1. a%-symmetric

This method assumes that the distribution of O is
Gaussian and simply computes the central value as mean
and standard deviation leading to a symmetric confidence
interval:

0, =(0), (18a)
O_ =0, - 1.6450,, (18b)
0, = 0, + 1.6456,, (18¢)
with
1 N
(0) = NZ 0, (19a)
1 N
oo = N—1Z(O'_<O>)2’ (19b)

"“Note that a comparison with the Monte Carlo replica method
(cf. Sec. II B) would be interesting as well, especially with respect
to the apparent deformations in the likelihood. However this
comparison is beyond the scope of this paper.

N being the number of PDFs in the sample, and the factor
1.645 accounts for the fact that we use 90% confidence
instead of 68%.

2. a%-asymmeltric

In this method we do not assume a Gaussian distribution
of the samples [24]. We define the central value as the set of
parameters that has the lowest y? value, O, = O(X ).
The potentially asymmetric confidence interval is given by
90%-quantile estimations on the upper and lower bound
around the central value. To compute the quantiles we
order the values of the observable by value and divide
the samples into two sets: Ojgner = {O0;]O < O, } and
Oypper = 10;]0 > O, }. The limits on the (asymmetric)
confidence interval are defined as the 10% quantiles from
Ojower for the lower bound and as the 90% quantile from
Oypper for the upper bound [24,94].

3. Cumulative-y?

In this method the confidence intervals are also defined
as 90% quantiles but now they are based on the values
of the y? function for each sample [104]. We perform a
90%-quantile estimation on the distribution of y* values
and define the bound as the minimum or maximum reach of
the observable found within this 90% quantile.

The bounds this method places can be intuitively under-
stood as the maximum reach an observable can have while
still being within a 90%-level agreement with the exper-
imental datasets used for the PDF extraction.

4. Comparison

In order to compare the above three methods for propa-
gating uncertainties we first look at individual parameters
defining PDFs and then at the PDFs themselves. To look at
the individual parameters we compute the marginal distri-
bution for each of the varied parameters. In Fig. 7 we show
such distributions for three parameters {p%*®, p3r pi
together with the corresponding uncertainties from top to
bottom: 90%-symmetric (green), 90%-asymmetric (blue)
and cumulative-y? (red). These parameters were chosen to
showcase examples of different behavior: in the left panel we
have a parameter that is Gaussian with the minimal > sample
in the center of the Gaussian, in the middle panel we see a
nearly Gaussian distribution but the minimal y* sample is far
away from the center of the Gaussian, and finally in the right
panel the distribution is very non-Gaussian and asymmetric.

In the first case of the p“™? parameter we see that the
a%-symmetric and a%-asymmetric estimations agree well.
The cumulative-y> method shows a much broader uncer-
tainty. For the pg” parameter the a%-symmetric and a%-
asymmetric error estimations disagree in their best-fit value
and also in their uncertainty estimation, and again the
cumulative-y?> method gives larger uncertainty. Finally, for
the p% parameter the first two methods agree quite well in
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FIG. 7. Marginal parameter distributions for the parameters p‘;”'] (left), pg” (center) and p} (right). For each figure the three
uncertainty estimations are shown: 90%-symmetric (green), 90%-asymmetric (blue) and cumulative-y? (red).

their uncertainty estimation but fail to capture the long tail
of the distribution. On the other hand, the large span of
the cumulative-y?> method includes this tail. Generally we
can see that the third method shows a different behavior
compared to the other two and is always the most
conservative. This can be understood from the method
having a different goal: instead of trying to estimate the
distribution of the observable of interest, it tries to find
the absolute bounds without being in explicit tension with
the input experimental measurements. However we can
also see that the method lands on the far edges of the
parameter distributions and most likely has a significant
error attached to its estimate, simply because the absolute
sample size in these regions is very low.

In Fig. 8 we present uncertainties obtained with the three
methods at 90% confidence level for PDFs. In particular,
we plot u,, d,, d + it, g, and s + 5 distributions at a scale of
O =2 GeV. On a general level we observe similar behav-
ior as for individual parameters; i.e. we find that the size of
the uncertainties increases in the same order: a%-symmet-
ric, a%-asymmetric and cumulative-y> method. By defi-
nition the central values of the a%-asymmetric and the
cumulative-y”> methods are the same, whereas the central
value of the a%-symmetric method can deviate from them.
This deviation can be quite large but always is within the
error bands of other methods (with the exception of d,, at
low x) and the largest deviations happen in x regions where
the corresponding distributions are very small. In fact, the
d, distribution exhibits the largest difference between the
methods reaching ~10%—-20%. This behavior is to some
extent expected as most of the d, parameters are non-
Gaussian which means that the a%-symmetric method is
not appropriate for estimating uncertainties in this case.

B. Comparison with the Hessian method

To provide further perspective we compare the results of
the MCMC PDF analysis with a traditional approach of a
Hessian determination of PDFs, that was briefly reviewed
in Sec. Il A. We have performed an independent fit to find
the minimum of the y? function and then used the Hessian

method to estimate PDF uncertainties. The same position of
the minimum was used to generate starting points for the
MCMC analysis; cf. Sec. Il E4. Since setting an appro-
priate value of the tolerance criterion for the Hessian
method is nontrivial, and it is one of the fundamental
shortcomings of this method, we set it using the findings
from our MCMC analysis. This ensures a fair comparison
with the MCMC uncertainties, since otherwise the Hessian
uncertainties can be arbitrarily scaled by adjusting the
tolerance. As the MCMC analysis gave us a reliable y>
distribution of the samples, we use it to compute the 90%
quantile allowing us to reliably define the tolerance,
T? = 21. Furthermore, since the computed 90% quantile
agrees reasonably well with the 90% quantile for an exact
x? distribution with 15 degrees of freedom, we also expect
that the uncertainties resulting from the Hessian analysis
will be comparable to those from the cumulative-y?
method.

In Fig. 9 we compare PDFs with uncertainties obtained
using the cumulative-y?> method and obtained from the
Hessian fit. We present u,, d,, d+ i, g, and s + 5 dis-
tributions at a scale of Q = 2 GeV with 90% confidence
level uncertainties. The first point to note is that the central
values obtained with both methods are very close. We
observe some deviations but only at large x, e.g., for the
gluon distribution, but these are small and in the region
where the corresponding distributions nearly vanish. This
means that the minimum found in the Hessian fit is not far
from the MCMC sample with the lowest y?; specifically,
the minimal y? for MCMC samples is y2. = 2368.25

2. /d.o.f. = 1.20) and for the Hessian minimum y2. =
2366.03 (r2,./d.o.f. = 1.20).

Much more variation can be observed when inspecting
the uncertainties. On the one hand, the MCMC and Hessian
uncertainties are quite comparable for gluon and d + i
distributions. This happens especially for x < 0.1 where
both uncertainties are quite small and the corresponding
central values agree very well; for larger x values we see
more variation but also the errors are much larger and the
variation is always within the uncertainty of both methods.
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FIG. 8. The PDF uncertainties as a function of x for the three
methods in the fitted basis for flavor combinations
{u,,d,,d+ @, g,s +5}. The upper plots show the absolute
distributions and the lower the ratio to the cumulative-y?> method.

On the other hand, the uncertainties for u,, d,, and s + 5
distributions exhibit rather large differences. Specifically,
the uncertainties obtained from the cumulative-y*> method
are much more asymmetric and in the case of valence
distributions larger than the Hessian estimates, whereas for
s + 5 they are smaller. Particularly, worth noting is the
difference between the uncertainties at low x for u, and d,
distributions, where the difference can exceed factor 2 and
can strongly depend on the particular x value.

The behavior described above is not surprising as most
of the marginal distributions of the gluon and d + &
parameters are approximately Gaussian; hence, we expect
agreement between the two approaches. Conversely, the
marginal distributions of the u,, d,, and s + 5 parameters
exhibit non-Gaussianity and at the same time large

Xu, at Q = 2 GeV.
w 0.5 Cumulative x>
E Hessian asym.

1074 1073 1072 107!

1074 1073 1072 107!

1074 1073 1072 107!
T

FIG. 9. A comparison between the PDF uncertainties from the
cumulative-y> method versus the Hessian method in the fitted
basis as a function of x.

asymmetry. As a result we do not expect symmetric
uncertainties on the level of these PDFs. This also means
that the Hessian method which assumes Gaussianity cannot
be reliably applied in such cases. This clearly highlights the
advantage of the MCMC estimation of uncertainties which
are not limited by Gaussian approximation and can be
safely used in more general situations.

V. CONCLUSIONS AND OUTLOOK

We have presented a Markov chain Monte Carlo extrac-
tion of proton PDFs aiming at faithful estimation of PDF
uncertainties. We used the adaptive Metropolis-Hastings
algorithm to construct 36 Markov chains which after
processing (removing thermalization and autocorrelation)
were combined to form a single uncorrelated set of 4068
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independent samples or equivalently PDFs. To ensure that
the obtained set of samples represents the underlying
probability distribution we made sure that each individual
chain was sufficiently long to be fully converged and we
used the I" method to calculate autocorrelations of indi-
vidual chains. We further tested and compared a number of
methods for computing uncertainties of PDFs and PDF-
dependent quantities based on this set of samples and
concluded that in this case the cumulative-y*> method agrees
best with the Hessian approach provided that its tolerance is
estimated correctly. However, the main result of this study
is the chain itself, which gives direct access to the under-
lying probability distribution of the PDFs and the best
method to propagate uncertainties can be chosen based on
the observable of interest.

From our analysis it is clear that during the PDF
determination we can encounter parameters that are non-
Gaussian (see Figs. 6 and 7). Such situations, especially
when the related asymmetry is large (e.g., parameter p,"),
invalidate the assumptions of the Hessian method com-
monly used for extracting PDF uncertainties. As a result it
challenges the robustness of estimating PDF uncertainties
with this method, especially when aiming at percent-level
precision [9].

In order to test the above statement we have performed
an independent Hessian analysis using the same setup as for
the MCMC analysis (using the same data, same parameters,
etc.) and confronted the uncertainties from the Hessian
method with those from MCMC. As can be seen from
Fig. 9, when the assumption of Gaussianity is fulfilled, the
uncertainties obtained in both approaches agree well.
However, when the PDF parameters describing the dis-
tribution of a given flavor deviate from the assumed
Gaussian profile (e.g., for valence distributions) the uncer-
tainty estimates no longer agree. In such cases the Hessian
method tends to provide much more symmetric uncertainty
bands either underestimating or overestimating the true
uncertainties. On the other hand, the MCMC approach
allows for the determination of the underlying probability
distribution and, hence, provides reliable estimates of the
true uncertainties (assuming of course that convergence
was obtained and neglecting the parametrization bias).

Additionally, using MCMC we were able to consistently
include a weakly constrained parameter, pf", that would
have had to be set to a fixed value in an analysis relying on
the Hessian method. Further, since MCMC determines the
probability distribution around the probed minimum it
provides means to reliably estimate the Hessian tolerance
based on the quantile of the extracted y? distribution. This
can be potentially used to avoid one of the main short-
comings of the Hessian method.

As stated above, we found that the Hessian method
under- or overestimates the PDF uncertainties for non-
Gaussian parameters. This is even more relevant for
extractions of quantities where the constraints from

experimental data are more sparse than for the proton
PDF case, since the quadratic expansion usually only holds
close to the minimum and less constraints result in a wider
available parameter space. One example are nuclear PDFs,
where a MCMC study is currently ongoing [105-107].
Despite the advantages of the MCMC approach in
providing a statistically robust treatment of uncertainties,
several limitations emerged in our current setup. First, in
trial setups where we set the posterior to test distribu-
tions we noticed that the aMH proposal algorithm fails to
explore more than a single local minimum at a time,
limiting its ability to probe multimodal posterior land-
scapes. Additionally, we observed poor sampling efficien-
cies, reflected in low acceptance rates and large
autocorrelation lengths, which reduce the effective number
of independent samples. These issues become more pro-
nounced as the dimensionality of the parameter space
increases, highlighting the poor scaling behavior of our
current MCMC implementation. An interesting alternative
to consider in the future is the Hamiltonian or hybrid
Monte Carlo algorithm [108] which allows for considerable
reduction of autocorrelation but requires many y? evalua-
tions (and its derivative) when proposing a single point.
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APPENDIX: I' METHOD

In this appendix we provide a brief overview of the I'
method [101] allowing for the calculation of the “integrated
autocorrelation time” 7, used in Sec. III E.
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Due to the construction of Markov chains each sample in
the chain is strongly correlated with its predecessor. This is
called autocorrelation in Monte Carlo time and leads to the
fact that the naive formula for the covariance matrix
between parameters x, and x; (i.e. the components a
and S of X)

c?

op = (6 = (xa)) (x5 = (A1)

{e)))

underestimates the true values of the full covariance matrix
Ca[,».lS The latter is defined as

Caﬂ = io: Faﬂ(t>

I=—00
=T4p(0) +2) Tyy(t) (A2)
=1
where we defined the autocorrelation function
(1) = (= (xa)) (5" = (x))) (A3)

with Fa/;(()) =
autocorrelation time iy .z as

Cg/,. Finally we can define the integrated

(A4)

and reformulate Eq. (A2) to factor out the naive estimate
from the autocorrelation

Caﬂ - C 2Tmt ap+ (AS )
Thus we can see that the naive estimate is scaled by twice
the autocorrelation time.'®

Here we assume that we only have a single chain. In general
the ths of Eq. (Al) for R replicas is obtained by the replacement
xt, — xg" and Xy —> x * for the replicas r and s. Since the replicas
are statistically 1ndependent this simply amounts to a Kronecker &
on the lhs: C); — Cy8,,, and the analysis can be performed for
each replica separately Only the final result is averaged over the
replicas. In our analysis we use the I' method for both the full
dataset and separately for individual replicas to check for
consistency between the replicas.

"®Note that the squared statistical error on (x,xp) is given
by Cus/N such that the effective number of samples is
roughly reduced to N /27, s compared to a situation without
autocorrelations.

A direct evaluation of the autocorrelation time from
Eq. (A4) is not possible because of the infinite sum. The I
method provides a prescription on how to approximate this
sum avoiding two main issues. First, we only have a finite
number of samples (the chain has a fixed length) and we
therefore have to truncate the sum to some finite window
(summation window) W: > %, — >"W .. The second is a
signal-to-noise issue: although the correlation between two
consecutive samples can be strong, it usually falls off
rapidly. Thus at large separation times (¢ > 1) we mainly
sum over statistical noise and since we cannot sum until
infinity the noise does not necessarily average to zero. A
too small summation window underestimates the signal and
a too large summation window overestimates the noise. By
assuming the autocorrelation to fall off exponentially the I
method defines an algorithm that finds the optimal sum-
mation window W, by explicitly calculating the error
contributions to C,; from the aforementioned issues; see
Sec. 3.2 in Ref. [101].

The final estimate on the integrated autocorrelation time
for the correlation between the parameters x, and xj is
given by

opl

t
1ntaﬂ:_+z aﬂo

In Fig. 5, instead of showing 7;, .4 as a function of the
summation window W for each parameter combination
individually, we use an averaged quantity

(A6)

Z (l/;' Caﬂraﬂ )
Zaﬂ aff

which weighs the autocorrelation times for each para-
meter combination by its respective correlation strength.
This simplification has proven useful in our application.
However, we also always checked the autocorrelation times
for each individual parameter (zj,,,) and the possible
combinations. The bottom panel of Fig. 5 shows the ratio
(referred to as the autocorrelation function)

Zaﬁ Cg/ira[)’ (t)
Za/)’ Cgﬂ
for t = W. Since the I method assumes this function to fall

off exponentially, the figure serves as a cross-check that this
assumption is met.

(A7)

Tlnt

p(t) = (A8)
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